
AOS-CX 10.13 EVPN VXLAN
Guide

6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300,

10000 Switch Series

Published: November 2023
Edition: 1



| 2

Copyright Information
© Copyright 2023 Hewlett Packard Enterprise Development LP.

This product includes code licensed under certain open source licenses which require source
compliance. The corresponding source for these components is available upon request. This offer is
valid to anyone in receipt of this information and shall expire three years following the date of the final
distribution of this product version by Hewlett Packard Enterprise Company. To obtain such source
code, please check if the code is available in the HPE Software Center at
https://myenterpriselicense.hpe.com/cwp-ui/software but, if not, send a written request for specific
software version and product for which you want the open source code. Along with the request, please
send a check or money order in the amount of US $10.00 to:

Hewlett Packard Enterprise Company
Attn: General Counsel
WW Corporate Headquarters
1701 E Mossy Oaks Rd Spring, TX 77389
United States of America.

Notices
The information contained herein is subject to change without notice. The only warranties for Hewlett
Packard Enterprise products and services are set forth in the express warranty statements
accompanying such products and services. Nothing herein should be construed as constituting an
additional warranty. Hewlett Packard Enterprise shall not be liable for technical or editorial errors or
omissions contained herein.

Confidential computer software. Valid license from Hewlett Packard Enterprise required for possession,
use, or copying. Consistent with FAR 12.211 and 12.212, Commercial Computer Software, Computer
Software Documentation, and Technical Data for Commercial Items are licensed to the U.S. Government
under vendor's standard commercial license.

Links to third-party websites take you outside the Hewlett Packard Enterprise website. Hewlett Packard
Enterprise has no control over and is not responsible for information outside the Hewlett Packard
Enterprise website.

Acknowledgments
Intel®, Itanium®, Optane™, Pentium®, Xeon®, Intel Inside®, and the Intel Inside logo are trademarks of
Intel Corporation in the U.S. and other countries.

Microsoft® and Windows® are either registered trademarks or trademarks of Microsoft Corporation in
the United States and/or other countries.

Adobe® and Acrobat® are trademarks of Adobe Systems Incorporated.

Java® and Oracle® are registered trademarks of Oracle and/or its affiliates.

UNIX® is a registered trademark of The Open Group.

All third-party marks are property of their respective owners.

https://myenterpriselicense.hpe.com/cwp-ui/software


Contents

Contents

Contents 3

About this document 9
Applicable products 9
Latest version available online 9
Command syntax notation conventions 9
About the examples 10
Identifying switch ports and interfaces 11
Identifying modular switch components 12

VXLAN overview 13
VXLAN benefits 13
VXLAN network model 13
VXLAN packet format 15
Multi-tenancy and VLAN translation 15

Caveats and considerations 16
Scaling considerations 16

Supported RFCs 16
Services over VxLAN: 17

Static VXLAN 18
Configuring a static VXLAN 18
Static VXLAN with a single VNI between two VTEPs 19
Static VXLAN with multiple VNIs between two VTEPs 20

VXLAN with BGP EVPN 24
Ethernet VPN (EVPN)-based VXLAN overview 25
Asymmetric IRB 25
Symmetric IRB 26
Example of external connectivity and IVRL with symmetric IRB 27
MP-BGP extension for EVPN 33
BGP L2VPN EVPN Route Map Support 33

Scenario 1 34
Scenario 2 34
L2VNP EVPN AF Route-Map Conditions 35

Auto-discovery via EVPN 35
Layer 2 forwarding 36

MAC learning 36
Unicast 36
Flood 37

Layer 3 forwarding 38
Centralized L3 gateway deployment 38
Distributed L3 anycast gateway 39

Active-gateway configuration recommendations for an EVPN environment 40
Symmetric IRB 40

Symmetric IRB with distributed Anycast Gateway 40
VXLAN/EVPN symmetric IRB distributed L3 gateways example 41

AOS-CX 10.13 EVPN VXLAN Guide 3



Contents | 4

Use case— IPv6 EVPN VXLAN 62
EVPN VSX support 69

Sample configuration for iBGP VSX EVPN 70
VSX failure scenarios 74

eBGP support for EVPN 75
MAC mobility 81
EVPN MAC dampening 81
EVPN commands 82

active-gateway 82
allow imet-relay 85
arp-suppression 85
disable (evpn vlan-aware-bundles) 86
dyn-vxlan-tunnel-bridging-mode 87
enable(evpn vlan-aware-bundles) 88
evpn 88
mac-move-detection count timer 89
nd-suppression 90
rd 91
rd (evpn vlan-aware-bundles) 92
redistribute host-route 93
redistribute host-route (evpn vlan-aware-bundles) 94
redistribute local-mac 95
redistribute local-svi 95
route-target 96
route-target {evpn} 97
route-target (evpn vlan-aware-bundles) 98
show evpn evi 100
show evpn evi summary 102
show evpn evi <EVI-ID> 103
show evpn evi detail 104
show evpn evi <EVI-ID> detail 106
show evpn mac-ip 107
show evpn mac-ip evi 108
show evpn vtep-neighbor 109
show running-config evpn 110
virtual-mac 111
vlan 112
vlan-aware-bundle 112
vlan-ethernet-tag (evpn vlan-aware-bundles) 113
vlan <ID-RANGE> 114

EVPN VXLAN DCI 116
DCI solution details 116

L2 DCI over VXLAN 117
L3 DCI over VXLAN 118

Supported platforms 119
EVPN VXLAN DCI scale information 119
Supported RFCs and standards 119
Considerations and restrictions 120
Use cases 120

Use case 1—L2 DCI over VXLAN 120
Configuration of switches on DC-1 121
Verification of switches on DC-1 125
Configuration of switches on DC-2 127
Verification of switches on DC-2 131
Configuration of switches on DC-3 132



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 5

Verification of switches on DC-3 137
Use case 2—L3 DCI over VXLAN 138

Configuration of switches on DC-1 139
Verification of switches on DC-1 145
Configuration of switches on DC-2 148
Verification of switches on DC-2 153
Configuration of switches on DC-3 155
Verification of switches on DC-3 160

FAQs 163
What is the recommended network latency between data centers? 163
Does the solution require EVPN control plane? 163
Does the solution support multicast traffic over VXLAN? 163

References 163

EVPN VXLAN multi-fabric solution 164
Terminology 164
EVPN VXLAN multi-fabric solution overview 165

Single-hop single VXLAN fabric 166
EVPN VXLAN multi-fabric with single fabric per site 166
EVPN VXLAN multi-fabric with multiple fabrics per site 167
Related features 168

L2 VXLAN—selective split-horizon enforcement 168
EVPN route-map 169
EVPN next-hop-self 170

EVPN VXLAN multi-fabric solution details 171
EVPN route-map with a single fabric per site 171
EVPN route-map with multiple fabrics per site 171
EVPN next-hop-self 172
L3 multi-fabric forwarding 172
L2 multi-fabric forwarding 173

Supported platform 174
VXLAN-EVPN multi-fabric scale information 174
Considerations and best practices 175

Restrictions 177
Use cases 177

Use case—One fabric (1 ASN) per campus zone or DC or site 177
Use case—multiple pods/fabrics/ASNs within each campus zone/DC/site 178
Use case 3—dual-stack multi-fabric with L2 stretch 179

Configuration summary 180
VXLAN tunnels bridging (data plane) 180
EVPN next-hop-self plus route-map (control plane) 180

Debugging and troubleshooting 182
Use-case example: EVPN VXLAN multi-fabric DCI – one ASN per fabric 190

Topology 190
Solution objectives: multi-sites + multi-fabric VXLAN 190
Site inter-connectivity 191

VXLAN tunnels and control-plane overview 191
VXLAN data-plane 192
EVPN control-plane and MP-BGP EVPN iBGP/eBGP sessions 193
eBGP IPv4 underlay routing of loopback interfaces 194
EVPN VTEP next-hop 195

Detailed topology 197
Site1 Fabric1 configuration 199

Fabric1 spines configuration 200
Fabric1 leaves configuration 205
Fabric1 border configuration 228



Contents | 6

Site1 Fabric2 configuration 237
Fabric2 spines configuration 237
Fabric2 leaves configuration 243

Site2 Fabric3 configuration 254
VTEP6 border-leader configuration 254

Site3 Fabric4 configuration 256
Leaf VTEP8 configuration 257
Fabric border/site-border-leader VTEP7 configuration 260

Verification 267
Fabric1 269

OSPF peering 269
BGP peering 269
EVPN EVIs and VTEPs 271
VXLAN tunnel interface 275
VRF routing tables 278
ARP tables 287
MAC address table 290
EVPN routes 295
Ping and traceroute 323

Fabric2 326
OSPF peering 326
BGP peering 326
EVPN EVIs and VTEPs 328
VXLAN tunnels 331
VRF routing tables 332
ARP tables 338
MAC address table 339
EVPN routes 341

Fabric3 357
BGP peering 357
EVPN EVIs and VTEPs 357
VXLAN tunnels 359
VRF routing tables 359
ARP tables 361
MAC address table 361
EVPN routes 361

Fabric4 366
OSPF peering 366
BGP peering 367
EVPN EVIs and VTEPs 368
VXLAN tunnels 371
VRF routing tables 372
VTEP8 - all-vrfs 376
ARP tables 377
MAC address table 378
EVPN routes 380

Example results and conclusion 391
EVPN route modification from Fabric4 to Fabric1 391
EVPN route modification from Fabric4 to Fabric2 (via Fabric1 border-leader) 392
Summary of route-map usage 392

Use case example: dual-stack multi-fabric with L2 stretch 393
B1 394
B2 397
B5 400
B6 403
L1 406



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 7

PE1 408
S1 408

Use-case example: Shared Core Subnet Stretch 408
Topology 408

Topology Details: 409
Shared Core: Primary VSX Configuration 409
Shared Core: Secondary VSX Configuration 414
Fabric-1: Aggregate Primary VSX configuration 418
Fabric-1: Aggregate Secondary VSX Configuration 420
Fabric-1-VSF-VTEP-1 Configuration 422
Fabric-1-STD-VTEP-2 Configuration 425
Fabric-2-Aggregate Configuration 428
Fabric-2-VSF-VTEP-3 Configuration 429
Fabric-2-STD-VTEP-4 Configuration 432
Verifying the Configuration 434

References 435
FAQ 435

Aruba Intelligent Forwarding (FIB optimization) 436
Supported platforms 436
Considerations and restrictions 436
Use case 437
Aruba Intelligent Forwarding (FIB) commands 438

fib-optimization ageout-time 438
fib-optimization evpn-vxlan host-route 438
fib-optimization evpn-vxlan exclude-nexthop 439
show fib-optimization configuration 440
show ip route fib-optimization 440

VXLAN commands 443
interface vxlan 443
inter-vxlan-bridging mode 444
routing 445
show interface vxlan1 446
show interface vxlan vni 447
show interface vxlan vteps 449
shutdown 452
source ip 453
source ipv6 454
system vlan-client-presence-detect 455
vlan 456
vni 457
vrf 458
vtep-peer 459
vxlan-counters aggregate 460

Hardware switch controller (HSC) 462
Overview 462
Connecting to a remote controller 462
Scenario 1 463

Key components 464
HSC commands 466

bfd enable 467
bfd disable 467
disable 468
enable 468



Contents | 8

hsc 469
manager ip 470
manager port 471

Support and Other Resources 473
Accessing Aruba Support 473
Accessing Updates 474

Aruba Support Portal 474
My Networking 474

Warranty Information 474
Regulatory Information 474
Documentation Feedback 475



Chapter 1

About this document

About this document
This document describes features of the AOS-CX network operating system. It is intended for
administrators responsible for installing, configuring, and managing Aruba switches on a network.

Applicable products
This document applies to the following products:

n Aruba 6200 Switch Series (JL724A, JL725A, JL726A, JL727A, JL728A, R8Q67A, R8Q68A, R8Q69A, R8Q70A,
R8Q71A, R8V08A, R8V09A, R8V10A, R8V11A, R8V12A, R8Q72A, JL724B, JL725B, JL726B, JL727B, JL728B,
S0M81A, S0M82A, S0M83A, S0M84A, S0M85A, S0M86A,  S0M87A,  S0M88A,  S0M89A,  S0M90A,
S0G13A, S0G14A, S0G15A, S0G16A, S0G17A) 

n Aruba 6300 Switch Series (JL658A, JL659A, JL660A, JL661A, JL662A, JL663A, JL664A, JL665A, JL666A,
JL667A, JL668A, JL762A, R8S89A, R8S90A, R8S91A, R8S92A)

n Aruba 6400 Switch Series (R0X31A, R0X38B, R0X38C, R0X39B, R0X39C, R0X40B, R0X40C, R0X41A,
R0X41C, R0X42A, R0X42C, R0X43A, R0X43C, R0X44A, R0X44C, R0X45A, R0X45C, R0X26A, R0X27A,
JL741A)

n Aruba 8100 Switch Series (R9W94A, R9W95A, R9W96A, R9W97A)
n Aruba 8325 Switch Series (JL624A, JL625A, JL626A, JL627A)
n Aruba 8360 Switch Series (JL700A, JL701A, JL702A, JL703A, JL706A, JL707A, JL708A, JL709A, JL710A,

JL711A, JL700C, JL701C, JL702C, JL703C, JL706C, JL707C, JL708C, JL709C, JL710C, JL711C, JL704C, JL705C,
JL719C, JL718C, JL717C, JL720C, JL722C, JL721C )

n Aruba 8400 Switch Series (JL366A, JL363A, JL687A)
n Aruba 9300 Switch Series (R9A29A, R9A30A, R8Z96A)
n Aruba 10000 Switch Series (R8P13A, R8P14A)

Latest version available online
Updates to this document can occur after initial publication. For the latest versions of product
documentation, see the links provided in Support and Other Resources.

Command syntax notation conventions

Convention Usage

example-text Identifies commands and their options and operands, code examples,
filenames, pathnames, and output displayed in a command window. Items
that appear like the example text in the previous column are to be entered
exactly as shown and are required unless enclosed in brackets ([ ]).

example-text In code and screen examples, indicates text entered by a user.

AOS-CX 10.13 EVPN VXLAN Guide 9
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Convention Usage

Any of the following:
n <example-text>
n <example-text>
n example-text

n example-text

Identifies a placeholder—such as a parameter or a variable—that you must
substitute with an actual value in a command or in code:

n For output formats where italic text cannot be displayed, variables
are enclosed in angle brackets (< >). Substitute the text—including
the enclosing angle brackets—with an actual value.

n For output formats where italic text can be displayed, variables
might or might not be enclosed in angle brackets. Substitute the
text including the enclosing angle brackets, if any, with an actual
value.

| Vertical bar. A logical OR that separates multiple items from which you can
choose only one.
Any spaces that are on either side of the vertical bar are included for
readability and are not a required part of the command syntax.

{ } Braces. Indicates that at least one of the enclosed items is required.

[ ] Brackets. Indicates that the enclosed item or items are optional.

… or
...

Ellipsis:
n In code and screen examples, a vertical or horizontal ellipsis indicates an

omission of information.
n In syntax using brackets and braces, an ellipsis indicates items that can be

repeated. When an item followed by ellipses is enclosed in brackets, zero
or more items can be specified.

About the examples
Examples in this document are representative and might not match your particular switch or
environment.

The slot and port numbers in this document are for illustration only and might be unavailable on your
switch.

Understanding the CLI prompts
When illustrating the prompts in the command line interface (CLI), this document uses the generic term
switch, instead of the host name of the switch. For example:
switch>

The CLI prompt indicates the current command context. For example:
switch>

Indicates the operator command context.
switch#

Indicates the manager command context.
switch(CONTEXT-NAME)#

Indicates the configuration context for a feature. For example:
switch(config-if)#

Identifies the interface context.

Variable information in CLI prompts
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In certain configuration contexts, the prompt may include variable information. For example, when in
the VLAN configuration context, a VLAN number appears in the prompt:
switch(config-vlan-100)#

When referring to this context, this document uses the syntax:
switch(config-vlan-<VLAN-ID>)#

Where <VLAN-ID> is a variable representing the VLAN number.

Identifying switch ports and interfaces
Physical ports on the switch and their corresponding logical software interfaces are identified using the
format:
member/slot/port

On the 6200 Switch Series

n member: Member number of the switch in a Virtual Switching Framework (VSF) stack. Range: 1 to 8.
The primary switch is always member 1. If the switch is not a member of a VSF stack, then member is
1.

n slot: Always 1. This is not a modular switch, so there are no slots.
n port: Physical number of a port on the switch.

For example, the logical interface 1/1/4 in software is associated with physical port 4 in slot 1 on
member 1.

On the 6300 Switch Series

n member: Member number of the switch in a Virtual Switching Framework (VSF) stack. Range: 1 to 10.
The primary switch is always member 1. If the switch is not a member of a VSF stack, then member is
1.

n slot: Always 1. This is not a modular switch, so there are no slots.
n port: Physical number of a port on the switch.

For example, the logical interface 1/1/4 in software is associated with physical port 4 on member 1.

On the 6400 Switch Series

n member: Always 1. VSF is not supported on this switch.
n slot: Specifies physical location of a module in the switch chassis.

o Management modules are on the front of the switch in slots 1/1 and 1/2.
o Line modules are on the front of the switch starting in slot 1/3.

n port: Physical number of a port on a line module.

For example, the logical interface 1/3/4 in software is associated with physical port 4 in slot 3 on
member 1.

On the 83xx, 9300, and 10000 Switch Series

n member: Always 1. VSF is not supported on this switch.
n slot: Always 1. This is not a modular switch, so there are no slots.
n port: Physical number of a port on the switch.

For example, the logical interface 1/1/4 in software is associated with physical port 4 on the switch.
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If using breakout cables, the port designation changes to x:y, where x is the physical port and y is the lane when
split to 4 x 10G or 4 x 25G. For example, the logical interface 1/1/4:2 in software is associated with lane 2 on
physical port 4 in slot 1 on member 1.

On the 8400 Switch Series

n member: Always 1. VSF is not supported on this switch.
n slot: Specifies physical location of a module in the switch chassis.

o Management modules are on the front of the switch in slots 1/5 and 1/6.
o Line modules are on the front of the switch in slots 1/1 through 1/4, and 1/7 through 1/10.

n port: Physical number of a port on a line module

For example, the logical interface 1/1/4 in software is associated with physical port 4 in slot 1 on
member 1.

Identifying modular switch components
n Power supplies are on the front of the switch behind the bezel above the management modules.

Power supplies are labeled in software in the format:member/power supply:
o member: 1.
o power supply: 1 to 4.

n Fans are on the rear of the switch and are labeled in software as:member/tray/fan:
o member: 1.
o tray: 1 to 4.
o fan: 1 to 4.

n Fabric modules are not labeled on the switch but are labeled in software in the format:
member/module:
o member: 1.
o member: 1 or 2.

n The display module on the rear of the switch is not labeled with a member or slot number.



Chapter 2

VXLAN overview

VXLAN overview
Virtual eXtensible LAN (VXLAN) is a MAC-in-UDP technology that provides layer 2 connectivity between
networks across an IP network. VXLAN is typically used to extend layer 2 segments across an entire data
center or between remote data centers. It is also used to provide multi-tenant services, where the same
IP/MAC addresses or VLANs are used on different network segments.

VXLAN benefits
n Supports more virtual switched domains than VLANs: Each VXLAN is uniquely identified by a 24-bit

VXLAN ID, called the VXLAN Network Identifier (VNI). The total number of VXLANs can reach 16
million. This makes VXLAN a better choice than 802.1Q VLAN for isolating traffic for user terminals.

n A VXLAN segment differentiates individual logical networks so that several isolated layer 2 VXLAN
networks can coexist on a common layer 3 infrastructure. (Hosts in different VXLAN segments cannot
communicate with each other. Each VXLAN segment can be treated as a tenant in a data center
topology.)

n Easy to deploy and maintain: VXLAN only needs to be deployed on the edge devices of the transport
network. Devices in the transport network perform typical layer 3 forwarding.

VXLAN network model
A VXLAN is a virtual layer 2 network (known as the overlay network) built on top of an existing physical
layer 3 network (known as the underlay network). VXLAN uses a logical tunnel to transport traffic
between two endpoints.

VXLAN encapsulates layer 2 Ethernet frames in layer 3 UDP packets, meaning virtual layer 2 subnets can
span underlying layer 3 networks. A VXLAN network identifier (VNI) is used to segment each layer 2
subnet in a similar way as traditional VLAN IDs.

A VXLAN tunnel endpoint (VTEP) is a VXLAN-capable device that encapsulates and de-encapsulates
packets. In the physical network, a switch typically functions as a layer 2 or layer 3 VXLAN gateway and is
considered a hardware VTEP. The virtual network equivalents are known as software VTEPs, which are
hosted in hypervisors such as VMware ESXi or vSphere.

A tunnel endpoint is called a virtual tunnel endpoint (VTEP). VTEPs are responsible for encapsulation and
decapsulation of network traffic.

AOS-CX 10.13 EVPN VXLAN Guide 13
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Figure 1 VXLAN network model example

Static VXLAN uses flood and learn (or ingress replication) to learn the MACs of the remote host, which
involves manual configurations of remote VXLAN Tunnel End Points (VTEPs) in the flood list. MP-BGP
EVPN is used to discover remote VTEPs and advertise MAC address and MAC/IP bindings in the VXLAN
overlay, thus eliminating the flood and learn. MP-BGP supports a new EVPN Network Layer Reachability
Information (NLRI) carried in BGP using Multiprotocol BGP Extensions with a newly defined Address
Family Identifier (AFI) and Subsequent Address Family Identifier (SAFI). Route Distinguisher (RD) is a
unique number prepended to the advertised address within the VRF, ensuring support for overlapping
IP addresses and MACs across different tenants. Routes can be imported and exported across VLANs
and VRFs using a BGP extended community called Route Target (RT) that are advertised along with the
EVPN routes.

n Configuring static VTEPs is not supported when EVPN is enabled.
n The 6200 Switch Series supports static VXLAN only.
n The 8400 Switch Series does not support static VXLAN.
n VMware NSX-V integration and EVPN are mutually exclusive and cannot be configured together.
n EVPN control pane is not supported on the 6200 Switch Series.
n On the 8325 and 10000 Switch Series, it is not recommended to change a VxLAN-bound VLAN to a non

VxLAN-bound VLAN or vice-versa, when the clients are onboarded on the VLAN. Doing so may cause these
onboarded clients to experience traffic loss.

n ACLs applied to an SVI will not match on VxLAN traffic over a VNI.
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VXLAN packet format
A VTEP encapsulates a frame in the following headers:

n 8-byte VXLAN header: VXLAN information for the frame.
o 24-bit VXLAN Network Identifier: Identifies the VXLAN of the frame. It is also called the virtual

network identifier (VNI).
o 8-bit flags: If the fifth bit (I flag) is 1, the VNI is valid. If the I flag is 0, the VNI is invalid. All other bits

are reserved and set to 0.
n 8-byte outer UDP header for VXLAN: The default VXLAN destination UDP port number is 4789.
n 20-byte outer IP header: Valid addresses of VTEPs or VXLAN multicast groups on the transport

network. Devices in the transport network forward VXLAN packets based on the outer IP header.
n 24-bit and 8-bit reserved fields.

Figure 2 VXLAN Packet Format

Multi-tenancy and VLAN translation
The AOS-CX Multi-tenancy feature is often used by service providers, as it supports sharing of compute,
network, and storage resources across tenants, (customers of cloud service providers), and gives the
cloud service provider the flexibity to use their hardware resources in the most efficient manner.

The existing VLAN Translation feature already supports the decoupling of ingress and egress VLANs to
device VLANs, and starting with AOS-CX 10.12, also supports VLAN Translation-based Multi-Tenancy at
the same time, and without requiring the configuration of any new settings.

Bridged or routed translated traffic is allowed over a VxLAN tunnel and locally connected hosts. Multi-
tenancy VLAN translation is not required on ISL port, so it is recommended to configure
VLAN translation rules on access ports only.

In the following example, a new access virtual port (vPort) is created with a with a match vlan of 30 and
service vlan 10. When packets come in to port 1 with VLAN tag 30, these packets are picked up by the
new access vPort (since the match VLAN is 30), enter the VFI pipeline, and get serviced on vlan 10. These
packets then get encapsulated and enter the tunnel.

A vPort deployment is only supported on the 8325 and 10000 Switch series, and where a dual pipeline is present.

interface vxlan 1
source ip 1.1.1.1
no shutdown
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vni 2000
vlan 10

interface 1/1/1
no shutdown
no routing
vlan trunk allowed 10
vlan translate 30 10

Caveats and considerations
Note the following caveats for this feature:

n On 8325 and 10000 Switch series, the original VLAN used in VLAN translation should not be mapped
to any VNI.

n This feature is supported only on 8100, 8360, 8325, 9300, and 10000 Switch series.
n This configuration can be applied only on Layer-2 trunk ports. Routing must be disabled on the

interface.
n The Interface must be a Layer-2 physical or LAG interface.
n VLANS and SVI interfaces support VLAN Translation based Multi-Tenancy as they are the most

common types of tenant-facing interfaces. This feature is not supported on sub-interfaces, as sub-
interfaces are rarely used as tenant-facing interfaces. This feature is also not supported on Route
Only Port (ROP) interfaces, as these Layer-3 interfaces already support regular tenant traffic
separation at a VRF level but do not support VLAN translation.

Scaling considerations
The following table indicates the maximum VLAN Translation rules supported per platform when VLAN
translation is used in conjunction with VxLAN.

Platform Maximum Supported Rules

8100 1024

8325 4000

8360 4000

9300 1024

10000 4000

Supported RFCs
VXLAN

n RFC 7348 - Virtual eXtensible Local Area Network (VXLAN)
n RFC 8365 - EVPN over NVE (VXLAN)

EVPN
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n RFC 4760 - Multiprotocol Extensions for BGP-4
n RFC 7432 - BGP MPLS-Based Ethernet VPN

Services over VxLAN:
While configuring services like TFTP, HTTPS, and syslog over the VxLAN, it is recommended to use the
unique loopback/interface as a source for these services when using the anycast SVI Gateway (i.e, the
SVI IP is the AG IP for the VLAN).

Configuration example with the TFTP service:
IPv4:

switch(config)# interface loopback 2
switch(config-if)# vrf attach VRF1
switch(config-if)# ip address 1.1.1.1/32
switch(config-if)# exit
switch(config)# ip source-interface tftp interface loopback2 vrf VRF1

IPv6:

switch(config)# interface loopback 2
switch(config-if)# vrf attach VRF1
switch(config-if)# ipv6 address 1::1/128
switch(config-if)# exit
switch(config)# ipv6 source-interface tftp interface loopback2 vrf VRF1

Syslog messages are supported over VxLAN. If the TLS protocol option is configured as a transport, the jumbo
MTU (greater than 2000 bytes) needs to be configured. The default MTU(1500) is not supported with TLS.
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Static VXLAN

Static VXLAN
Static VXLAN (also know as unicast VXLAN), is the easiest way to connect two VTEPs. In this method, the
VXLAN uses a flooding-and-learning technique in the VXLAN data plane to learn the address of hosts.

VTEP tunnel source or destination cannot be an IPv4 or IPv6 address. IPv4 overlay over static VXLAN has
limitations with silent hosts.

Static VXLAN on VSX configuration is not supported. Use VSX and EVPN. VxLAN IPv6 tunnels are supported on
6300, 6400, 8360, and 8100 switch series on single-fabric deployments.

Configuring a static VXLAN
Prerequisites

n A enabled layer 3 interface with an IP address assigned to it, created with the command interface.
n A layer 3 VLAN.

Procedure

1. Create loopback interface 1 using the command interface loopback and assign a source IP to it.
2. Create VXLAN interface 1 with the command interface vxlan.
3. Enable VXLAN interface 1 with the command no shutdown.
4. Set the source IP address for the VXLAN tunnel with the command source ip.
5. Create a VNI with the command vni.
6. Define the IP address of the peer VTEP with the command vtep-peer.
7. Review VXLAN settings with the commands show interface vxlan1, show interface vxlan vni,

and show interface vxlan vteps.

Example
This example creates a static VXLAN as follows:

n Creates loopback interface 1 with IP address 10.1.1.1/24.
n Creates VLAN 2.
n Creates VXLAN interface 1.
n Sets the source IP address for the VXLAN tunnel to 10.1.1.1.
n Creates VNI 2.
n Sets the VTEP peer to 200.1.1.1.
n Associates VLAN 2 with VNI 2.

switch(config)# loopback 1
switch(config-if)# ip address 10.1.1.1/24
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switch(config-if)# exit
switch(config)# interface vxlan 1
switch(config-vxlan-if)# no shutdown
switch(config-vxlan-if)# source ip 10.1.1.1
switch(config-vxlan-if)# vni 2
switch(config-vni-2)# vtep-peer 200.1.1.1
switch(config-vni-2)# vlan 2
switch(config-vni-2)# exit
switch(config-vxlan-if)# exit
switch(config-if)# exit

Static VXLAN with a single VNI between two VTEPs
This example creates a static VXLAN tunnel between two switches, enabling traffic from two networks to
traverse an underlay IP network.

Figure 3 Example: One static VXLAN tunnel between two switches

Procedure

1. On switch 1:
a. Enable loopback interface 1 and assign the IP address 10.10.10.1/24 to it.

switch# config
switch(config)# interface loopback 1
switch(config-loopback-if)# ip address 10.10.10.1/24
switch(config-if)# exit
switch(config)#

b. Enable interface 1/1/1 and assign the IP address 100.1.1.1/24 to it.
switch(config)# interface 1/1/1
switch(config-if)# routing (6300/6400 only)
switch(config-if)# ip address 100.1.1.1/24
switch(config-if)# no shutdown
switch(config-if)# exit
switch(config)#

c. Create VLAN 10.
switch(config)# vlan 10
switch(config-vlan-10)# exit

d. Enable interface 1/1/2 and assign VLAN 10 to it.
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switch(config)# interface 1/1/2
switch(config-if)# no shutdown
switch(config-if)# no routing (8325/8360/8400/9300/10000 only)
switch(config-if)# vlan access 10
switch(config-if)# exit

e. Create VXLAN interface 1 and assign the loopback source IP address 10.10.10.1 to it.
switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ip 10.10.10.1
switch(config-vxlan-if)# no shutdown

f. Create VNI 10, and assign the VTEP peer address 20.20.20.1 and VLAN 10 to it.
switch(config-vxlan-if)# vni 10
switch(config-vni)# vtep-peer 20.20.20.1
switch(config-vni)# vlan 10
switch(config-vni)# exit
switch(config-vxlan-if)# exit

g. Add a route to the peer VTEP peer address 20.20.20.1.
switch(config)# ip route 20.20.20.1 100.1.1.2

2. On switch 2:
a. Enable loopback interface 2 and assign the IP address 20.20.20.1/24 to it.

switch# config
switch(config)# interface loopback 2
switch(config-loopback-if)# ip address 20.20.20.1/24
switch(config-if)# exit
switch(config)#

b. Enable interface 1/1/1 and assign the IP address 200.1.1.1/24 to it.
switch# config
switch(config)# interface 1/1/1
switch(config-if)# routing (6300/6400 only)
switch(config-if)# ip address 200.1.1.1/24
switch(config-if)# no shutdown
switch(config-if)# exit

c. Create VLAN 10.
switch(config)# vlan 10
switch(config-vlan-10)# exit

d. Enable interface 1/1/2 and assign and VLAN 10 to it.
switch(config)# interface 1/1/2
switch(config-if)# no shutdown
switch(config-if)# no routing (8325/8360/8400/9300/10000 only)
switch(config-if)# vlan access 10
switch(config-if)# exit

e. Create VXLAN interface 1 and assign the source IP address 20.20.20.1 to it.
switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ip 20.20.20.1
switch(config-vxlan-if)# no shutdown

f. Create VNI 10, and assign the VTEP peer address 10.10.10.1 and VLAN 10 to it.
switch(config-vxlan-if)# vni 10
switch(config-vni)# vtep-peer 10.10.10.1
switch(config-vni)# vlan 10
switch(config-vni)# exit
switch(config-vxlan-if)# exit
switch(config)#

g. Add a route to the peer VTEP peer address 10.10.10.1.
switch(config)# ip route 10.10.10.1 200.1.1.2

Static VXLAN with multiple VNIs between two VTEPs
This example creates two static VXLAN tunnels between two switches, enabling traffic from two
networks to traverse underlay IP network.
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Figure 4 Example: Two static VXLAN tunnels between two switches

Procedure

1. On switch 1:
a. Enable loopback interface 1 and assign the IP address 10.10.10.1/24 to it.

switch# config
switch(config)# interface loopback 1
switch(config-loopback-if)# ip address 10.10.10.1/24
switch(config-if)# exit
switch(config)#

b. Enable interface 1/1/1 and assign the IP address 100.1.1.1/24 to it.
switch# config
switch(config)# interface 1/1/1
switch(config-if)# routing (6300/6400 only)
switch(config-if)# ip address 100.1.1.1/24
switch(config-if)# no shutdown
switch(config-if)# exit
switch(config)#
switch# config
switch(config)# interface 1/1/1
switch(config-if)# routing (6300/6400 only)
switch(config-if)# ip address 100.1.1.1/24
switch(config-if)# no shutdown
switch(config-if)# exit
switch(config)#

c. Create VLAN 10 and VLAN 20.
switch(config)# vlan 10,20
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switch(config-vlan-10)# exit

d. Enable interface 1/1/2 and assign VLAN 10 to it.
switch(config)# interface 1/1/2
switch(config-if)# no shutdown
switch(config-if)# no routing (8325/8360/8400/9300/10000 only)
switch(config-if)# vlan access 10
switch(config-if)# exit
switch(config)#

e. Enable interface 1/1/3 and assign VLAN 20 to it.
switch(config)# interface 1/1/3
switch(config-if)# no shutdown
switch(config-if)# no routing (8325/8360/8400/9300/10000 only)
switch(config-if)# vlan access 20
switch(config-if)# exit
switch(config)#

f. Create VXLAN interface 1 and assign the source IP address 10.10.10.1 to it.
switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ip 10.10.10.1
switch(config-vxlan-if)# no shutdown

g. Create VNI 10, and assign the VTEP peer address 20.20.20.1 and VLAN 10 to it.
switch(config-vxlan-if)# vni 10
switch(config-vni)# vtep-peer 20.20.20.1
switch(config-vni)# vlan 10
switch(config-vni)# exit
switch(config-vxlan-if)# exit

h. Create VNI 20, and assign the VTEP peer address 20.20.20.1 and VLAN 20 to it.
switch(config-vxlan-if)# vni 20
switch(config-vni)# vtep-peer 20.20.20.1
switch(config-vni)# vlan 20
switch(config-vni)# exit
switch(config-vxlan-if)# exit
switch(config)#

2. On switch 2:
a. Enable loopback interface 2 and assign the IP address 20.20.20.1/24 to it.

switch# config
switch(config)# interface loopback 2
switch(config-loopback-if)# ip address 20.20.20.1/24
switch(config-if)# exit
switch(config)#

b. Enable interface 1/1/1 and assign the IP address 200.1.1.1/24 to it.
switch# config
switch(config)# interface 1/1/1
switch(config-if)# routing (6300/6400 only)
switch(config-if)# ip address 200.1.1.1/24
switch(config-if)# no shutdown
switch(config-if)# exit
switch(config)#

c. Create VLAN 10 and VLAN 20.
switch(config)# vlan 10,20
switch(config-vlan-10)# exit

d. Enable interface 1/1/2 and assign VLAN 10 to it.
switch(config)# interface 1/1/2
switch(config-if)# no shutdown
switch(config-if)# no routing (8325/8360/8400/9300/10000 only)
switch(config-if)# vlan access 10
switch(config-if)# exit
switch(config)#
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e. Enable interface 1/1/3 and assign VLAN 20 to it
switch(config)# interface 1/1/3
switch(config-if)# no shutdown
switch(config-if)# no routing (8325/8360/8400/9300/10000 only)
switch(config-if)# vlan access 20
switch(config-if)# exit
switch(config)#

f. Create VXLAN interface 1 and assign the source IP address 20.20.20.1 to it.
switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ip 20.20.20.1
switch(config-vxlan-if)# no shutdown

g. Create VNI 10, and assign the VTEP peer address 10.10.10.1 and VLAN 10 to it.
switch(config-vxlan-if)# vni 10
switch(config-vni)# vtep-peer 10.10.10.1
switch(config-vni)# vlan 10
switch(config-vni)# exit
switch(config-vxlan-if)# exit

h. Create VNI 20, and assign the VTEP peer address 10.10.10.1 and VLAN 20 to it.
switch(config-vxlan-if)# vni 20
switch(config-vni)# vtep-peer 10.10.10.1
switch(config-vni)# vlan 20
switch(config-vni)# exit
switch(config-vxlan-if)# exit
switch(config)#



Chapter 4

VXLAN with BGP EVPN

VXLAN with BGP EVPN
Ethernet VPN (EVPN) is used as the overlay control plane to exchange layer 2 and layer 3 connectivity
information between different layer 2/3 domains over an IP or IP/MPLS underlay network.

VXLAN with BGP EVPN is not supported on the 6200 Switch Series.

The initial EVPN standard RFC 7432 defined the BGP EVPN control plane and specifies an MPLS data-
plane. The control plane with an MPLS data plane was extended to consider additional data plane
encapsulations models. These models include VXLAN, NVGRE, and MPLS over GRE which is detailed in
RFC 8365. This section focuses on EVPN and its operation with a VXLAN data plane for building overlay
networks.

EVPN, as an overlay, supports multi-tenancy and is highly extensible, often using resources from
different overlay fabric networks (like data centers) to deliver a single service. It can provide layer 2
connectivity over physical infrastructure for devices in a virtual network, or enable layer 3 routing.

Figure 5 Layered transport network

In a Clos topology (leaf-spine) deployment of a Vxlan fabric, leaf nodes are configured as VTEPs to
provide VXLAN services and spine nodes perform layer-3 routing on the outer headers IP/UDP
encapsulation. If all VTEPs and underlay network devices of an EVPN network belong to the same AS, the
spine nodes can act as route reflectors (RRs) to reflect routes between the VTEPs. In this scenario, the
spine nodes receive and advertise BGP EVPN routes, but do not perform VXLAN encapsulation and de-
encapsulation. If eBGP is used, the spines will forward the routes from one leaf to the other as inherent
functionality of eBGP.

The IETF specifies two methods for supporting inter-subnet routing with EVPN: symmetric and
asymmetric integrated routing and bridging (IRB). The main difference between the two methods is that
the symmetric method supports both routing and bridged on both the ingress and egress VTEPs, where
the asymmetric method supports routing on the ingress, but only bridging on the egress.
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AOS-CX supports Centralized L3 gateways and Symmetric IRB Distributed L3 gateways.

A VTEP tunnel source IP or destination IP can be an IPv4 or IPv6 address.

Ethernet VPN (EVPN)-based VXLAN overview
Ethernet VPN (EVPN) is a standards-based BGP control plane to advertise MAC addresses, MAC/IP
bindings, IP Prefixes, and so on. The initial EVPN standard RFC 7432 defined the BGP EVPN control plane
and specifies an MPLS data-plane. The control plane with an MPLS data plane was extended to consider
additional data plane encapsulations models. These models include VXLAN, NVGRE, and MPLS over GRE
which is detailed in RFC 8365. This section focuses on EVPN and its operation with a VXLAN data plane
for building overlay networks.

Static VXLAN uses flood and learn (or ingress replication) to learn the MACs of the remote host, which
involves manual configurations of remote VXLAN Tunnel End Points (VTEPs) in the flood list. MP-BGP
EVPN is used to discover remote VTEPs and advertise MAC address and MAC/IP bindings in the VXLAN
overlay, thus eliminating the flood and learn. MP-BGP supports a new EVPN Network Layer Reachability
Information (NLRI) carried in BGP using Multiprotocol BGP Extensions with a newly defined Address
Family Identifier (AFI) and Subsequent Address Family Identifier (SAFI). Route Distinguisher (RD) is a
unique number prepended to the advertised address within the VRF, ensuring support for overlapping
IP addresses and MACs across different tenants. Routes can be imported and exported across VLANs
and VRFs using a BGP extended community called Route Target (RT) that are advertised along with the
EVPN routes.

Configuring static VTEPs is not supported when EVPN is enabled.
VMware NSX-V integration and EVPN are mutually exclusive and cannot be configured together.
EVPN control pane is not supported on the 6200 switches.

See also Border Gateway Protocol (BGP) in the IP Routing Guide.

Asymmetric IRB
Asymmetric IRB uses different VNIs for bi-directional traffic between 2 hosts on different Layer-2 VNIs.
For example:
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Figure 6 Asymmetric IRB Topology

1. Host1 in VLAN 10/VNI 10 connected to VTEP1 sends traffic to Host2 in VLAN 20/VNI 20 connected
to VTEP2.
a. Traffic from Host1 is sent to VTEP1 VLAN 10/ VNI 10 gateway MAC.

2. VTEP1 routes traffic to VNI 20, encapsulates frame with VXLAN, adds outer Source/Destination IP,
VNI info and sends traffic to VTEP2.
a. VTEP1 should already have a MAC/ARP entry for Host2.
b. The inner Source MAC is changed to VTEP1 VLAN 20 gateway MAC and inner Destination MAC

is changed to MAC2 which belongs to Host2.

3. VTEP2 decapsulates outer VXLAN, bridges and sends the traffic to Host2 on VLAN 20/VNI 20.
a. Host2 will see source MAC as VTEP1.

Return traffic from Host2 to Host1 is similar. Traffic from Host2 is sent to VTEP2 VLAN20/VNI 20 gateway
MAC. VTEP2 routes traffic to VNI 10, encapsulates and sends the traffic to VTEP1. VTEP1 will decapsulate,
bridge and send the traffic to Host1 on VLAN 10/VNI 10.

As seen from the traffic flow:

n Asymmetric IRB needs both source and destination Layer-2 VNIs to be configured on the ingress
VTEP.

n Routing and bridging is used on the ingress VTEP.
n Bridging is used on the egress VTEP.
n Bi-directional traffic uses asymmetric paths:

o Host1 to Host2 uses VNI 10 -> VNI 20.
o Host2 to Host1 uses VNI 20 -> VNI 10.

n Asymmetric IRB will lead to increased ARP/MAC scale on VTEPs as they need to contain MAC/ARP of
both source/destination hosts.

n If Asymmetric IRB is used, all subnets/VNIs have to be configured on all VTEPs. As previously shown, it
is not mandatory for a subnet to span across all VTEPs in both Data Center and Campus networks,
e.g. 10.10.220.0/24 only exists on Leaf1A/1B, Leaf2A/2B in Figure 2, 10.10.220.0/24 only exists in
Building#1.

Symmetric IRB
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Symmetric IRB uses the same Layer-3 VNI for bi-directional traffic between two hosts on different
VLANs/VNIs. For example:

Figure 7 Symmetric IRB Topology

1. Host1 in VLAN 10/VNI 10 connected to VTEP1 sends traffic to Host2 in VLAN 20/VNI 20 connected
to VTEP2.
a. Traffic from Host1 is sent to VTEP1 VLAN 10/ VNI 10 gateway MAC.

2. VTEP1 routes traffic in the VRF (mapping to L3-VNI 1020), encapsulates traffic with VXLAN, adds
outer Source/Destination IP, VNI info and sends traffic to VTEP2.
a. VTEP1 does not need to have a MAC/ARP entry for Host2.
b. VTEP1 learns the prefix route and/or host route corresponding to Host2 via EVPN Route type

5 or 2 respectively thus facilitating routing to the destination.
c. The inner Source MAC is changed to VTEP1 router MAC and inner Destination MAC is

changed to VTEP2 router MAC.

3. VTEP2 decapsulates outer VXLAN, routes and sends the traffic to Host2 on VLAN 20/VNI 20.
a. Host2 will see source MAC as VTEP2 gateway MAC.

Return traffic from Host2 to Host1 is similar, traffic from Host2 is sent to VTEP2 VLAN20/VNI 20 gateway
MAC. VTEP2 routes traffic to L3 VNI 1020, encapsulates and sends the traffic to VTEP1. VTEP1
decapsulates, route and send the traffic to Host1 on VLAN 10/VNI 10.

As seen from the traffic flow:

n Routing is used on both ingress and egress VTEPs.
n Bi-directional traffic uses symmetric path; same L3 VNI in both directions.
n VTEPs do not need to hold unnecessary ARP/MAC resources.
n Destination VLAN/VNI does not have to be configured on source VTEP.

Example of external connectivity and IVRL with symmetric
IRB
In symmetric IRB deployment, IVRL is typically configured at the border VTEPs.

At the border VTEP, host routes (published by remote VTEPS via route type-2) are installed. Similarly, the
EVPN type-5 prefixes advertised by other VTEPs get installed as prefix-routes (for example, a /24 prefix
for IPv4 overlay network). These routes can further be aggregated and leaked to a different VRF (for
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example, a VRF named external) and then be advertised to external network via protocols such as OSPF
or EBGP.

Similarly, at the border VTEP, the routes at VRF external can be leaked to EVPN overlay VRFs and then
be advertised as type-5 prefixes to all other VTEPs.

Example
This example shows the topology and sample configuration where IVRL is used along with symmetric
IRB:

Figure 8 VRL used with symmetric IRB

There are 2 VTEPs, namely VTEP1 and VTEP2. VTEP2 is the Border VTEP. Both the VTEPs have two tenant
VRFs, namely VRF red and VRF blue. At VTEP2, there is an additional VRF external configured to have an
external connectivity with EXT_RTR. EXT_RTR is a router running OSPF. At VTEP2, OSPF routes received
from EXT_RTR at VRF external are leaked to VRF red and VRF blue (by configuring redistribute ospf

in the router bgp context and configuring route targets required for route leaking), and then the leaked
routes are advertised as EVPN type 5 prefixes to VTEP1.

Also at VTEP2, EVPN overlay routes in VRF red and VRF blue are leaked to VRF external and then the
leaked routes are advertised by OSPF (by configuring redistribute bgp in the router ospf context) to
the external router.

SPINE:
-----
!
router ospf 1

router-id 2.2.2.2
area 0.0.0.0

interface 1/1/1
no shutdown
routing
ip address 10.10.10.2/24
ip ospf 1 area 0.0.0.0

interface 1/1/2
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no shutdown
routing
ip address 20.20.20.2/24
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 2.2.2.2/24
ip ospf 1 area 0.0.0.0

router bgp 1
neighbor 1.1.1.1 remote-as 1
neighbor 1.1.1.1 update-source loopback 1
neighbor 3.3.3.3 remote-as 1
neighbor 3.3.3.3 update-source loopback 1
address-family l2vpn evpn

neighbor 1.1.1.1 activate
neighbor 1.1.1.1 route-reflector-client
neighbor 1.1.1.1 send-community extended
neighbor 3.3.3.3 activate
neighbor 3.3.3.3 route-reflector-client
neighbor 3.3.3.3 send-community extended

exit-address-family

LEAF1:
-----
vrf blue

rd 1:100
route-target export 1:100 evpn
route-target import 1:100 evpn

vrf red
rd 1:200
route-target export 1:200 evpn
route-target import 1:200 evpn

!
vlan 1,20,40
virtual-mac 00:01:00:00:00:00
!
router ospf 1

router-id 1.1.1.1
area 0.0.0.0

evpn
vlan 20

rd auto
route-target export auto
route-target import auto

vlan 40
rd auto
route-target export auto
route-target import auto

interface 1/1/1
no shutdown
routing
ip address 10.10.10.1/24
ip ospf 1 area 0.0.0.0

interface 1/1/2
no shutdown
no routing
vlan access 20

interface 1/1/3
no shutdown
no routing
vlan access 40

interface loopback 1
ip address 1.1.1.1/24
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ip ospf 1 area 0.0.0.0
interface vlan20

vrf attach blue
ip address 100.100.20.2/24
active-gateway ip mac 00:01:00:00:00:01
active-gateway ip 100.100.20.1

interface vlan40
vrf attach red
ip address 200.200.40.2/24
active-gateway ip mac 00:01:00:00:00:01
active-gateway ip 200.200.40.1

interface vxlan 1
source ip 1.1.1.1
no shutdown
vni 20

vlan 20
!
vni 40

vlan 40
!
vni 10000

routing
vrf blue

vni 20000
routing
vrf red

router bgp 1
neighbor 2.2.2.2 remote-as 1
neighbor 2.2.2.2 update-source loopback 1
address-family l2vpn evpn

neighbor 2.2.2.2 activate
neighbor 2.2.2.2 send-community extended

exit-address-family
!

vrf blue
address-family ipv4 unicast

redistribute connected
exit-address-family

!
vrf red

address-family ipv4 unicast
redistribute connected

exit-address-family
!

LEAF2: (Border leaf)
-----
vrf blue

rd 1:100
route-target export 1:100 evpn
route-target import 1:100 evpn
address-family ipv4 unicast

route-target export 1:100
route-target import 1:300

exit-address-family
vrf red

rd 1:200
route-target export 1:200 evpn
route-target import 1:200 evpn
address-family ipv4 unicast

route-target export 1:200
route-target import 1:300
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exit-address-family
vrf external

rd 1:300
address-family ipv4 unicast

route-target export 1:300
route-target import 1:100
route-target import 1:200

exit-address-family
vlan 1,10,30
virtual-mac 00:02:00:00:00:00
!
router ospf 1

router-id 3.3.3.3
area 0.0.0.0

router ospf 1 vrf external
router-id 30.1.1.1
redistribute bgp
area 0.0.0.0

evpn
vlan 10

rd auto
route-target export auto
route-target import auto

vlan 30
rd auto
route-target export auto
route-target import auto

interface 1/1/1
no shutdown
routing
ip address 20.20.20.1/24
ip ospf 1 area 0.0.0.0

interface 1/1/2
no shutdown
no routing
vlan access 10

interface 1/1/3
no shutdown
no routing
vlan access 30

interface 1/1/4
no shutdown
routing
vrf attach shared
ip address 30.1.1.1/24
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 3.3.3.3/24
ip ospf 1 area 0.0.0.0

interface vlan10
vrf attach blue
ip address 100.100.10.2/24
active-gateway ip mac 00:02:00:00:00:02
active-gateway ip 100.100.10.1

interface vlan30
vrf attach red
ip address 200.200.30.2/24
active-gateway ip mac 00:02:00:00:00:02
active-gateway ip 200.200.30.1

interface vxlan 1
source ip 3.3.3.3
no shutdown
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vni 10
vlan 10

!
vni 30

vlan 30
!
vni 10000

routing
vrf blue

!
vni 20000

routing
vrf red

!
router bgp 1

neighbor 2.2.2.2 remote-as 1
neighbor 2.2.2.2 update-source loopback 1
address-family l2vpn evpn

neighbor 2.2.2.2 activate
neighbor 2.2.2.2 send-community extended

exit-address-family
!

vrf blue
address-family ipv4 unicast

redistribute connected
exit-address-family

!
vrf red

address-family ipv4 unicast
redistribute connected

exit-address-family
!

vrf external
address-family ipv4 unicast

redistribute connected
redistribute ospf

exit-address-family
!

EXT_RTR(OSPF): Router connected to border leaf
-------------
vrf external
router ospf 1 vrf external

router-id 30.1.1.2
area 0.0.0.0

interface 1/1/1
no shutdown
routing
vrf attach external
ip address 30.1.1.2/24
ip ospf 1 area 0.0.0.0

interface 1/1/2
no shutdown
routing
vrf attach external
ip address 40.1.1.1/24
ip ospf 1 area 0.0.0.0
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The locally learned neighbor entries (ARP/ND) on a VTEP, dynamically learned (via data plane) over client/tenant-
facing SVI, can be published as host routes via Route Type-2 only over the BGP-EVPN control plane. These
dynamic entries cannot be redistributed as host routes in a non BGP-EVPN routing domain. For example, in the
figure above, redistribute host-route is configured under the EVPN-VLAN context to ensure that locally
learned ARP entries at VTEP2 are advertised in Route Type-2 as /32 prefixes to VTEP1. However, these ARP entries
cannot be advertised as /32 routes to EXT_RTR.

MP-BGP extension for EVPN
The following are some important EVPN route types:

n Ethernet auto-discovery route (Route 1)—Advertises Ethernet Segment (ES) information in
multihomed sites.

n MAC/IP advertisement route (Route 2)—Advertises MAC, MAC/IP(v6) bindings (mapping to
neighbor entry and/or host route) of the locally learned host.

n Inclusive Multicast Ethernet tag (IMET) route (Route 3)—Advertises VTEP and VXLAN mappings
for automating VTEP discovery, VXLAN tunnel establishment, and VXLAN tunnel assignment.

n Ethernet Segment route (Route 4)—Advertises ES and VTEP mappings.
n IP Prefix advertisement route (Route 5)—Advertises BGP IPv4 or IPv6 unicast routes as IP

prefixes.

MP-BGP uses the route distinguisher (RD) field to differentiate BGP EVPN routes of different L2 domains
and uses route targets to control the advertisement and acceptance of BGP EVPN routes. MP-BGP
supports the following types of route targets:

n Export Route Target—A VTEP sets the export targets for BGP EVPN routes learned from the local
site before advertising them to remote VTEPs.

n Import Route Target—A VTEP which receives the EVPN routes imports them if any of the route
targets in the received route matches with any of the locally configured import route targets.

The current release supports only MAC and MAC/IP advertisement (route type 2), Inclusive multicast Ethernet tag
(IMET) routes (route type 3), and IP prefix route advertisement (route type 5).

BGP L2VPN EVPN Route Map Support
Route maps allow users to configure filtering criteria by defining a set of match statements with a
permit or deny condition. Users can set BGP attributes and metrics for the routes that match the criteria
defined in the match statments. For neighbor commands in the address-family l2vpn-evpn context,
an inbound or outbound route-map can be used to set the route-map policy to be applied on routes
received from the BGP neighbor. An outbound route-map can be used to set the route-map policy to
apply on the routes to be advertised to the BGP neighbor.

Refer to the IP Routing Guide for relevant commands.
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Figure 9 Topology

Scenario 1
When there are multiple Border VTEPS in a DC (VTEP1 and VTEP2 in Figure 9) that are connected to an
external router (EXT_RTR in Figure 9) the user can choose to configure higher local preferences at one of
the Border VTEPS before advertising the routes that are received from EXT_RTR as EVPN type-5 prefixes
to other VTEPS within the DC (VTEP 3 in Figure 9). With this method, the hosts within the DC (HS2 in
Figure 9) reach EXT-RTR with VTEP1 as the preferred route.

For example: 
route-map abcd permit seq 10

set local-preference 200

router bgp 100
neighbor 2.1.1.1 remote-as 100
neighbor 2.1.1.1 update-source 1.1.1.1
address-family l2vpn evpn

neighbor 2.1.1.1 activate
neighbor 2.1.1.1 route-map abcd out
neighbor 2.1.1.1 send-community extended

exit-address-family

Scenario 2
An inbound route-map can be configured at VTEP1 in Figure 9 to not import 200.0.0.0/24 network on
L3VNI as in the example below.
ip prefix-list abcd seq 10 permit 200.0.0.0/24 ge 24 le 32
route-map abcd deny seq 10

match ip address prefix-list abcd
match vni 100

route-map abcd permit seq 20
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router bgp 100
neighbor 2.1.1.1 remote-as 100
neighbor 2.1.1.1 update-source 1.1.1.1
address-family l2vpn evpn

neighbor 2.1.1.1 activate
neighbor 2.1.1.1 route-map abcd out
neighbor 2.1.1.1 send-community extended

exit-address-family

L2VNP EVPN AF Route-Map Conditions
For L2VPN EVPN route maps, the following match conditions are supported:

n match ip prefix-list: This match condition can be used to match a set of IP addresses specified in the
prefix-list with the IP prefix published in EVPN Route Type-2 and Routte Type-5 prefixes.

n match ipv6 prefix-list: This match condition can be used to match a set of IPv6 addresses specified in
the prefix-list with the IP prefix published in EVPN Route Type-2 and Route Type-5 prefixes.

n match vni: This match condition can be used to filter the EVPN routes specific to L2VNI/L3VNI. To
match L2VNI and L3VNI, route-maps with the "Continue" clause can be used. MAC/IP carried in EVPN
Route Type-2 can be absorbed as host routes, if export "Route-targets extended community"
matches the import Route-Targets configured on the L3VNI mapped to a VRF.

n match as-path: This match condition can be used to filter the EVPN routes from an AS path.

For L2VPN EVPN route maps, the following set conditions are supported:

n set local-preference: To set a preference value for the EVPN routes. As explained in Scenario 1,
setting higher/lower local preference can be used to influence best path calculation when there are
multiple paths to the destination.

n set ip nexthop: To set nexthop for EVPN routes.

Note: For EVPN routes, value for nexthop IP must be a reachable VTEP IP. When nexthop IP of an EVPN route is
changed by using route-maps, the router MAC's extended community of the EVPN route also needs to be
updated accordingly. However, under route-maps, setting evpn-routers-mac is not yet supported. Currently,
set ip next-hop under route maps can only be used to achieve next-hop-unchanged behavior.

n set as-path prepend: To prepend an AS value for AS path of the EVPN route. When there are multiple
paths to a destination, since the route with shortest AS-path gets chosen as best route, prepending
an AS value to the AS path can be used to influence the best path calculation for EVPN routes.

n set as-path exclude: To exclude an AS value from AS path of the EVPN route.

Auto-discovery via EVPN
VTEPs use BGP EVPN routes to discover VTEP neighbors, establish VXLAN tunnels, and assign the
tunnels to VNIs.

n IMET route—VTEPs advertise their locally configured L2 VNIs through IMET routes. Two VTEPs
configured with the same L2 VNI provision VXLAN tunnel mapping to remote VTEP and L2 VNI. IMET
is leveraged to create the replication list for the forwarding of Broadcast, Unknown Unicast, and
Multicast (BUM) traffic.
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n MAC/IP advertisement route and IP prefix advertisement route—In the EVPN deployment,
VTEPs advertise MAC/IP advertisement routes or IP prefix advertisement routes which are imported
by the other VTEPs based on route targets.

Layer 2 forwarding
This section describes the different types of layer 2 forwarding services.

MAC learning
The VTEP learns MAC addresses by using the following methods:

n Local MAC learning—The VTEP automatically learns the source MAC addresses of frames sent from
the local site. The outgoing interfaces of local MAC address entries are interfaces on which the MAC
addresses are learned.

n Remote MAC learning—The VTEP uses MP-BGP to advertise local MAC reachability information to
remote VTEPs and learn MAC reachability information from remote VTEPs. The outgoing interfaces of
MAC address entries advertised from a remote site are VXLAN tunnel interfaces. A remote host's
MAC address entries are not learned from the dataplane over the VXLAN fabric.

Unicast
In the following example, VTEP 1 performs Layer 2 forwarding for local MAC learning and forwarding:

Figure 10 VTEP 1 performs Layer 2 forwarding

In the following example, VTEP 1 performs remote MAC learning and forwarding:
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Figure 11 VTEP 1 performs remote MAC learning and forwarding:

The following process applies to remote MAC learning and forwarding:

1. The source VTEP encapsulates the Ethernet frame in the VXLAN/UDP/IP header. In the outer IP
header, the source IP address is the source VTEP's VXLAN tunnel source IP address. The
destination IP address is the VXLAN tunnel destination IP address.

2. The source VTEP forwards the encapsulated packet out of the outgoing VXLAN tunnel interface.
3. The intermediate underlay devices forward the packet to the destination VTEP by using the outer

IP header.
4. The destination VTEP removes the headers on top of the inner Ethernet frame. It then performs

MAC address table lookup in the VXLAN's VNI to forward the frame out of the matching outgoing
interface.

Flood
A VTEP floods a Broadcast, Unknown Unicast, and Multicast (BUM) traffic to all local interfaces excluding
the incoming interface. The source VTEP also replicates the flood frame, and then sends one replica to
the destination IP address of each VXLAN tunnel in the VXLAN. Each destination VTEP floods the inner
Ethernet frame to all the host/tenant facing interfaces. To avoid loops, the default VXLAN split horizon
rule applies where the destination VTEPs do not flood the frame to VXLAN tunnels.
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Figure 12 VTEP floods a Broadcast, Unknown Unicast, and Multicast (BUM)

For BUM traffic flooding, only Head End Replication (HER) is supported.

Layer 3 forwarding
EVPN uses either Centralized L3 gateway or Distributed L3 gateways to provide Layer 3 forwarding
services for hosts in VXLANs.

n Centralized L3 gateway: Uses one VTEP to provide Layer 3 forwarding for VXLANs. Typically, the
gateway-collocated VTEP connects to other VTEPs and the external network.

n Distributed L3 gateway: Deploys one EVPN gateway on each VTEP to provide optimized Layer 3
forwarding for directly connected hosts.

In either design, the gateways use virtual Layer 3 interfaces as gateway interfaces for VXLANs. An AOS-
CX switch cannot participate in both Centralized L3 gateway and Distributed L3 gateway topologies at
the same time.

Centralized L3 gateway deployment
In the following topology, a VTEP acts as a routing (Layer 3) gateway for hosts. This is the only VTEP in
the VXLAN fabric, that performs Layer 3 forwarding (routing). All other VTEPs are configured to perform
Layer 2 bridging.
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Figure 13 Example of Centralized EVPN gateway deployment

The network uses the following process to forward Layer 3 traffic from a host to the destination:

1. The centralized gateway (VTEP) publishes the gateway MAC(s) for all Layer-3 Gateway SVIs (with a
L2 VNI mapping), to all other VTEPs.

2. Traffic is triggered by VM in VPNA (for example, 10.1.1.10/24) to VM (for example, 10.1.2.11/24)
behind remote VTEP in VPNB (see the topology diagram for network details).

3. The host sends an ARP request to obtain the MAC address of the SVI interface that acts as the
gateway, and then sends the Layer 3 traffic to the Centralized L3 gateway.

4. The first hop VTEP looks up the matching MAC address table and forwards the traffic to the
Centralized L3 gateway through a VXLAN tunnel.

5. The Centralized L3 gateway removes the VXLAN encapsulation and performs route lookup. In
case the corresponding neighbor entry (ARP/ND) is found missing for the destination IP address,
it performs neighbor resolution (ARP/ND) in the context Layer-2 VNI, that maps to the
corresponding gateway SVI interface.

6. After resolving the neighbor entry, for subsequent packets received with same credentials, the
centralized gateway performs VXLAN encapsulation of the packet with the destination VNI and
forwards the packet to the destination VTEP.

7. Any return traffic follows the same set of procedures described above.

From release 10.04 onwards, Active Gateway must be configured for Centralized L3 gateway deployments (both
VSX and standalone).

Distributed L3 anycast gateway
As the name suggests, all VTEPs, that are connected to hosts or clients belonging to same subnet, are
configured with same gateway IP and MAC address (for the subnet), thus making this configuration
anycast in nature. The (anycast) gateway IP and MAC address is configured on the client/tenant facing
SVI interface.

Anycast gateway configuration is done using the active-gateway command under an SVI interface. For
example:
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switch(config)# interface vlan 10
switch(config-if-vlan)# active-gateway ip 10.1.1.1 mac 00:00:02:02:02:02

Active-gateway configuration recommendations for an EVPN environment

n The Active Gateway MAC for both IPv6 and IPv4 on the tenant SVI should be identical for Anycast
Gateway configuration.

n The Active Gateway IPv6 address should be a link local address and identical on both VSX peers.
n From 10.09.0010 onwards, in an EVPN environment with unicast IPv4 traffic, the same VLAN interface

IP and Active Gateway virtual IP can be configured on all distributed L3 gateways.
n In an EVPN environment with unicast IPv6 traffic, the same VLAN interface global unicast IP address

can be configured on all distributed L3 gateways.
n The IPv6-Link-Local address on the VLAN interface must be configured the same across all L3

gateways.

Symmetric IRB
Symmetric IRB involves routing and bridging on both ingress and egress VTEPs. Thus ensuring that
bidirectional traffic is tagged with same L3VNI, indicating routing operation to be performed on the
egress VTEP. Ingress VTEP routes the traffic between the source subnet and destination subnet, in a VRF
(Virtual Routing and Forwarding), and sends the packet to the egress VTEP, encapsulated with L3VNI.
Both ingress and egress VTEPs have the VRF mapped to the same L3VNI. The egress VTEP, routes the
packet to, the destination subnet in the VRF (mapped to Layer3-VNI).

Symmetric IRB is an optimal solution in a large-scale network, as VTEPs can be selectively configured as
gateway for the subnets present on the directly connected hosts.

Symmetric IRB with distributed Anycast Gateway
Virtual Extensible LAN (VXLAN) tunnels created by Multi-Protocol BGP (MP-BGP) Ethernet VPN (EVPN) are
typically deployed on VXLAN Tunnel End Points (VTEPs) to provide L2 network connectivity over a L3
Data Center network deployed in a Pod or Availability Zone. For example:

Figure 14 Example one: Symmetric IRB topology

VSX Leaf switches in a rack form a logical VTEP and border leafs connect the EVPN domain to a L3 DC
core via EBGP IPv4 peering. OSPF/IBGP EVPN is used within the Pod. Spine switches are configured as
IBGP EVPN Route Reflectors (RRs), while Leaf VTEPs are configured as EVPN RR clients.

Distributed L3 Gateways can be deployed across the overlay network to optimize L3 network
connectivity and minimize latency between Virtual Machines (VMs) within a rack as follows:
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Figure 15 Example two: Symmetric IRB topology

With Distributed L3 Gateways, the anycast 10.10.10.1/24 and 10.10.11.1/24 IPs are configured on
Leaf1A/Leaf1B and Leaf2A/Leaf2B. Traffic between VMs 10.10.10.10/24 and 10.10.11.10/24 is routed
directly on Leaf1A/Leaf1B, while traffic between VMs 10.10.10.11/24 and 10.10.11.11/24 is routed
directly on Leaf2A/Leaf2B.

Distributed L3 Gateways can also be deployed in a campus network to optimize L3 network connectivity
and minimize latency between clients connected to the same access switch. For example:

Figure 16 Example three: Symmetric IRB topology

With Distributed L3 Gateways, the anycast 10.10.10.1/24 and 10.10.11.1/24 IPs are configured on access
VSF 6300 and access 6400 in Campus building #1. Traffic between clients 10.10.10.10/24 and
10.10.11.10/24 is routed directly on access VSF 6300, while traffic between clients 10.10.10.11/24 and
10.10.11.11/24 is routed directly on access 6400.

VRFs can be added to VTEPs for L3 multi-tenancy across a VXLAN/EVPN overlay network.

In a campus, it is typical for different buildings to utilize different subnets. L3 VXLAN routing between
different subnets on building #1 and building #2 would utilize the L3 VXLAN Network Identifier (VNI)
assigned to its VRF. It is also possible to extend L2 VXLAN across buildings for IoT devices that need to
remain on the same subnet.

VXLAN/EVPN symmetric IRB distributed L3 gateways example
This example provides an overview of a VXLAN/EVPN symmetric IRB distributed L3 gateways
deployment.
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Figure 17 Symmetric IRB distributed L3 gateways

Topology details

n Leaf1A/Leaf1B (logical VTEP#1) are in rack1, Leaf2A/Leaf2B (logical VTEP#2) are in rack2.
n VSX 8325, 8360, 9300, 10000, logical VTEPs within a rack utilize anycast Lo 1 IP as VXLAN tunnel

source.
n VLAN 10 has distributed L3 gateways with anycast IP 10.1.10.1/24 and anycast IPv6 address fe80::10

in both racks.
n L2 VXLAN is used between VMs on different racks within VLAN 10/VNI 10.
n Optimized L3 network connectivity is provided for VMs in rack 1 between VLANs 10 and 11, this traffic

does not need to leave the rack.
n Optimized L3 network connectivity is provided for VMs in rack 2 between VLANs 10 and 12, this traffic

does not need to leave the rack.
n L3 VNI 10101 is only used for L3 network connectivity between different subnets/racks, e.g.

o VLAN 10/VNI 10 in rack1 <-> VLAN12/VNI 12 in rack2
o VLAN 11/VNI 11 in rack1 <-> VLAN12/VNI 12 in rack2
o VLAN 11/VNI 11 in rack1 <-> VLAN10/VNI 10 in rack2

Sample spine 1 configuration

hostname Spine1
user admin group administrators password ciphertext AQBap!snip
!
!
ssh server vrf mgmt
!
interface mgmt

no shutdown
ip static 10.136.40.245/24
default-gateway 10.136.40.6

! downlinks towards VTEPs
interface 1/1/25

no shutdown
mtu 9198
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routing
ip mtu 9198
ip address 192.168.3.0/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/26
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.2/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/27
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.4/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/28
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.6/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

! Lo0 used for EVPN peering with VTEPs
interface loopback 0

ip address 192.168.1.1/32
ip ospf 1 area 0.0.0.0

!
!
router ospf 1

router-id 192.168.1.1
area 0.0.0.0

router bgp 65001
bgp router-id 192.168.1.1
neighbor leaf peer-group
neighbor leaf remote-as 65001
neighbor leaf description Leaf RR clients
neighbor leaf update-source loopback 0
neighbor 192.168.1.3 peer-group leaf
neighbor 192.168.1.4 peer-group leaf
neighbor 192.168.1.5 peer-group leaf
neighbor 192.168.1.6 peer-group leaf
address-family l2vpn evpn

neighbor leaf route-reflector-client
neighbor leaf send-community extended
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.1.5 activate
neighbor 192.168.1.6 activate

! Lo0 used for EVPN peering with VTEPs
exit-address-family

!
https-server vrf default
https-server vrf mgmt

Sample spine 2 configuration
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hostname Spine2
user admin group administrators password ciphertext AQBap!snip
!
!
ssh server vrf mgmt
!
interface mgmt

no shutdown
ip static 10.136.40.246/24
default-gateway 10.136.40.6

! downlinks towards VTEPs
interface 1/1/25

no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.8/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/26
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.10/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/27
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.12/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/28
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.14/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

! Lo0 used for EVPN peering with VTEPs
interface loopback 0

ip address 192.168.1.2/32
ip ospf 1 area 0.0.0.0

!
router ospf 1

router-id 192.168.1.2
area 0.0.0.0

router bgp 65001
bgp router-id 192.168.1.2
neighbor leaf peer-group
neighbor leaf remote-as 65001
neighbor leaf description Leaf RR clients
neighbor leaf update-source loopback 0
neighbor 192.168.1.3 peer-group leaf
neighbor 192.168.1.4 peer-group leaf
neighbor 192.168.1.5 peer-group leaf
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neighbor 192.168.1.6 peer-group leaf
address-family l2vpn evpn

neighbor leaf route-reflector-client
neighbor leaf send-community extended
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.1.5 activate
neighbor 192.168.1.6 activate

! Lo0 used for EVPN peering with VTEPs
exit-address-family

!
https-server vrf default
https-server vrf mgmt

Sample Leaf1A Configuration

hostname Leaf1A
user admin group administrators password ciphertext AQBap!snip
vrf KA
vrf VRF1

rd 65001:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn

!
ssh server vrf mgmt
vlan 1
vlan 2

vsx-sync
vlan 10

vsx-sync
vlan 11

vsx-sync
virtual-mac 02:00:00:00:01:00
! A unique virtual-mac is required on all symmetric IRB distributed L3 gateway
VTEPs.
! It should be the same for a VSX logical VTEP pair, different virtual-macs should
be used
! for other VSX VTEP pairs
! This is the inner D-MAC/egress VTEP router MAC

evpn
vlan 10

rd auto
route-target export auto
route-target import auto
redistribute host-route

vlan 11
rd auto
route-target export auto
route-target import auto
redistribute host-route

! redistribute host-route is used to advertise host routes (/32 for IPv4, /128 to
IPv6) to remote VTEPs
! e.g. 10.1.10.100/32 and/or IPv6 address 1010::100/128 is connected to
Leaf1A/Leaf1B
! 10.1.12.10/32 or IPv6 address 1012::10/128 is connected to Leaf2A/Leaf2B
! This is required as the same subnet is spread across multiple VTEPs
! Without host routes, a remote VTEP would not be aware of the correct destination
VTEP
! to send traffic
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!
interface mgmt

no shutdown
ip static 10.136.40.237/24
default-gateway 10.136.40.6

! Southbound server facing ports
interface lag 1 multi-chassis

no shutdown
description Server
no routing
vlan trunk native 1
vlan trunk allowed 10-11
lacp mode active

interface 1/1/1
no shutdown
description Server
lag 1

! Northbound uplink ports
interface 1/1/23

no shutdown
description Spine1
mtu 9198
ip mtu 9198
ip address 192.168.3.1/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/24
no shutdown
description Spine2
mtu 9198
ip mtu 9198
ip address 192.168.3.9/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

! VSX ports
interface 1/1/41

no shutdown
vrf attach KA
description VSX KeepAlive
ip address 192.168.0.0/31

interface lag 256
vsx-sync vlans
no shutdown
description ISL
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/49
no shutdown
mtu 9198
description VSX ISL link
lag 256

interface 1/1/50
no shutdown
mtu 9198
description VSX ISL link
lag 256
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! Unique Lo0 on each VTEP
interface loopback 0

ip address 192.168.1.3/32
ip ospf 1 area 0.0.0.0

! Shared anycast Lo1 between a VSX logical VTEP pair
interface loopback 1

ip address 192.168.11.3/32
ip ospf 1 area 0.0.0.0

! Transit VLAN between VSX nodes for IGP continuity
interface vlan 2

ip mtu 9198
ip address 192.168.3.200/31
ip ospf 1 area 0.0.0.0
ip ospf cost 50
ip ospf network point-to-point

! In 10.6, SVI IP (and/or IPv6) address must be different from the anycast Active
Gateway IP(and/or IPv6)address
! this provides easier troubleshooting while sourcing traffic from the SVI IP
(and/or IPv6) that is not
! common to all VTEPs
! Configuration simplification with same IP address for SVI and Active Gateway is
an
! enhancement for a future release.
interface vlan 10

vsx-sync active-gateways
vrf attach VRF1
ip address 10.1.10.2/24
ipv6 address 1010::2/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::10

interface vlan 11
vsx-sync active-gateways
vrf attach VRF1
ip address 10.1.11.2/24
ipv6 address 1011::2/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.11.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::11

interface vxlan 1
source ip 192.168.11.3
no shutdown
vni 10010

vlan 10
vni 10011

vlan 11
vni 100001

routing
vrf VRF1

! L3 VNI with VRF attached

vsx
! The same virtual-mac and VSX system-mac are recommended for a VSX logical VTEP
pair

system-mac 02:00:00:00:01:00
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inter-switch-link lag 256
role primary
keepalive peer 192.168.0.1 source 192.168.0.0 vrf KA

!
!
router ospf 1

router-id 192.168.1.3
area 0.0.0.0

router bgp 65001
bgp router-id 192.168.1.3
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
address-family l2vpn evpn

neighbor spine-RR send-community extended
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

! Peer to EVPN RRs
exit-address-family

!
vrf VRF1

address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast

redistribute connected
exit-address-family

! Used to advertise EVPN type 5 ip prefix routes
!
https-server vrf mgmt

The virtual-macmust be added to symmetric IRB Distributed L3 Gateways deployments. To help
understand, a packet capture of the virtual-mac that is changed in the inner destination MAC field is
shown below.

All remote VTEPs will send L3 VXLAN traffic with inner destination MAC changed to 02:00:00:00:01:00 as
Leaf1A and Leaf1B are logically 1 VTEP and should have the same inner destination MAC.

Sample Leaf1B Configuration
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hostname Leaf1B
user admin group administrators password ciphertext AQBap!snip
vrf KA
vrf VRF1

rd 65001:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn

!
!
ssh server vrf mgmt
vlan 1
vlan 2

vsx-sync
vlan 10

vsx-sync
vlan 11

vsx-sync
virtual-mac 02:00:00:00:01:00
! A unique virtual-mac is required on all symmetric IRB distributed L3 gateway
VTEPs.
! It should be the same for a VSX logical VTEP pair, different virtual-macs should
be used
! for other VSX VTEP pairs
! This is the inner D-MAC/egress VTEP router MAC

evpn
vlan 10

rd auto
route-target export auto
route-target import auto
redistribute host-route

vlan 11
rd auto
route-target export auto
route-target import auto
redistribute host-route

interface mgmt
no shutdown
ip static 10.136.40.238/24
default-gateway 10.136.40.6
nameserver 10.136.40.60

! Southbound server facing ports
interface lag 1 multi-chassis

no shutdown
description Server
no routing
vlan trunk native 1
vlan trunk allowed 10-11
lacp mode active

interface 1/1/1
no shutdown
lag 1

! Northbound uplink ports
interface 1/1/23

no shutdown
mtu 9198
ip mtu 9198
ip address 192.168.3.3/31
ip ospf 1 area 0.0.0.0
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ip ospf network point-to-point
interface 1/1/24

no shutdown
mtu 9198
ip mtu 9198
ip address 192.168.3.11/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

! VSX ports
interface 1/1/41

no shutdown
vrf attach KA
description VSX KeepAlive
ip address 192.168.0.1/31

interface lag 256
vsx-sync vlans
no shutdown
description ISL
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/49
no shutdown
mtu 9148
description VSX ISL link
lag 256

interface 1/1/50
no shutdown
mtu 9148
description VSX ISL link
lag 256

! Unique Lo0 on each VTEP
interface loopback 0

ip address 192.168.1.4/32
ip ospf 1 area 0.0.0.0

! Shared anycast Lo1 between a VSX logical VTEP pair
interface loopback 1

ip address 192.168.11.3/32
ip ospf 1 area 0.0.0.0

! Transit VLAN between VSX nodes for IGP continuity
interface vlan 2

ip mtu 9198
ip address 192.168.3.201/31
ip ospf 1 area 0.0.0.0
ip ospf cost 50
ip ospf network point-to-point

! In 10.6, SVI IP (and/or IPv6) address must be different from the anycast Active
Gateway IP(and/or IPv6)address
! this provides easier troubleshooting while sourcing traffic from the SVI IP
(and/or IPv6) that is not
! common to all VTEPs
! Configuration simplification with same IP address for SVI and Active Gateway is
an
! enhancement for a future release.
interface vlan 10

vsx-sync active-gateways
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vrf attach VRF1
ip address 10.1.10.3/24
ipv6 address 1010::3/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::10
ip helper-address 192.168.3.242 vrf default

interface vlan 11
vsx-sync active-gateways
vrf attach VRF1
ip address 10.1.11.3/24
ipv6 address 1011::3/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway 10.1.11.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway fe80::11

interface vxlan 1
source ip 192.168.11.3
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 10011

vlan 11
vni 10020

vlan 20
vni 100001

routing
vrf VRF1

! L3 VNI with VRF attached

vsx
! The same virtual-mac and VSX system-mac are recommended for a VSX logical VTEP
pair

system-mac 02:00:00:00:01:00
inter-switch-link lag 256
role secondary
keepalive peer 192.168.0.0 source 192.168.0.1 vrf KA

!
!
router ospf 1

router-id 192.168.1.4
area 0.0.0.0

router bgp 65001
bgp router-id 192.168.1.4
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
address-family l2vpn evpn

neighbor spine-RR send-community extended
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

! Peer to EVPN RRs
exit-address-family

!
vrf VRF1

address-family ipv4 unicast
redistribute connected
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exit-address-family
address-family ipv6 unicast

redistribute connected
exit-address-family

! Used to advertise EVPN type 5 ip prefix routes
!
https-server vrf mgmt

Sample Leaf2A Configuration

hostname Leaf2A
user admin group administrators password ciphertext AQBap!snip
vrf KA
vrf VRF1

rd 65001:2
route-target export 65001:1 evpn
route-target import 65001:1 evpn

!
!
ssh server vrf mgmt
vlan 1
vlan 2

vsx-sync
vlan 10

vsx-sync
vlan 12

vsx-sync
virtual-mac 02:00:00:00:02:00
! A unique virtual-mac is required on all symmetric IRB distributed L3 gateway
VTEPs.
! It should be the same for a VSX logical VTEP pair, different virtual-macs should
be used
! for other VSX VTEP pairs
! This is the inner D-MAC/egress VTEP router MAC

evpn
vlan 10

rd auto
route-target export auto
route-target import auto
redistribute host-route

vlan 12
rd auto
route-target export auto
route-target import auto
redistribute host-route

! redistribute host-route is used to advertise host routes (/32 for IPv4, /128 for
IPv6) to remote VTEPs
! e.g. 10.1.10.100/32 and/or IPv6 address 1010::100/128 is connected to
Leaf1A/Leaf1B
! 10.1.12.10/32 and/or IPv6 address 1012::10/128 is connected to Leaf2A/Leaf2B
! This is required as the same subnet is spread across multiple VTEPs
! Without host routes, a remote VTEP would not be aware of the correct destination
VTEP
! to send traffic
!

interface mgmt
no shutdown
ip static 10.136.40.233/24
default-gateway 10.136.40.6
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! Southbound server facing ports
interface lag 37 multi-chassis

no shutdown
description Server
no routing
vlan trunk native 1
vlan trunk allowed 10
lacp mode active

interface lag 39 multi-chassis
no shutdown
description Server
no routing
vlan trunk native 1
vlan trunk allowed 12
lacp mode active

interface 1/1/37
no shutdown
lag 37

interface 1/1/39
no shutdown
lag 39

! Northbound uplink ports
interface 1/1/23

no shutdown
mtu 9198
ip mtu 9198
ip address 192.168.3.5/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point

interface 1/1/24
no shutdown
mtu 9198
ip mtu 9198
ip address 192.168.3.13/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point

! VSX ports
interface 1/1/25

no shutdown
vrf attach KA
description VSX KeepAlive
ip address 192.168.0.2/31

interface lag 256
vsx-sync vlans
no shutdown
description ISL LAG
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/55
no shutdown
mtu 9198
description VSX ISL link
lag 256

interface 1/1/56
no shutdown
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mtu 9198
description VSX ISL link
lag 256

! Unique Lo0 on each VTEP
interface loopback 0

ip address 192.168.1.5/32
ip ospf 1 area 0.0.0.0

! Shared anycast Lo1 between a VSX logical VTEP pair
interface loopback 1

ip address 192.168.11.5/32
ip ospf 1 area 0.0.0.0

! Transit VLAN between VSX nodes for IGP continuity
interface vlan 2

ip mtu 9198
ip address 192.168.3.202/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf cost 50
ip ospf network point-to-point

! In 10.6, SVI IP (and/or IPv6) address must be different from the anycast Active
Gateway IP(and/or IPv6)address
! this provides easier troubleshooting while sourcing traffic from the SVI IP
(and/or IPv6) that is not
! common to all VTEPs
! Configuration simplification with same IP address for SVI and Active Gateway is
an
! enhancement for a future release.
interface vlan 10

vsx-sync active-gateways
vrf attach VRF1
ip address 10.1.10.4/24
ipv6 address 1010::4/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::10

interface vlan 12
vsx-sync active-gateways
vrf attach VRF1
ip address 10.1.12.2/24
ipv6 address 1012::2/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.12.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::12

interface vxlan 1
source ip 192.168.11.5
no shutdown
vni 10010

vlan 10
vni 10012

vlan 12
!
vni 100001

routing
vrf VRF1

! L3 VNI with VRF attached
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vsx
! the same virtual-mac and VSX system-mac are recommended for a VSX logical VTEP
pair

system-mac 02:00:00:00:02:00
inter-switch-link lag 256
role primary
keepalive peer 192.168.0.3 source 192.168.0.2 vrf KA

!
router ospf 1

router-id 192.168.1.5
area 0.0.0.0

router bgp 65001
bgp router-id 192.168.1.5
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
address-family l2vpn evpn

neighbor spine-RR send-community extended
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

! Peer to EVPN RRs
exit-address-family

!
vrf VRF1

address-family ipv4 unicast
exit-address-family

address-family ipv6 unicast
redistribute connected

exit-address-family
! Used to advertise EVPN type 5 ip prefix routes
!
https-server vrf mgmt

Sample Leaf2B Configuration

hostname Leaf2B
user admin group administrators password ciphertext AQBap!snip
vrf KA
vrf VRF1

rd 65001:2
route-target export 65001:1 evpn
route-target import 65001:1 evpn

!
!
ssh server vrf mgmt
vlan 1
vlan 2

vsx-sync
vlan 10

vsx-sync
vlan 12

vsx-sync

virtual-mac 02:00:00:00:02:00
! A unique virtual-mac is required on all symmetric IRB distributed L3 gateway
VTEPs.
! It should be the same for a VSX logical VTEP pair, different virtual-macs should
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be used
! for other VSX VTEP pairs.
! This is the inner D-MAC/egress VTEP router MAC.

evpn
vlan 10

rd auto
route-target export auto
route-target import auto
redistribute host-route

vlan 12
rd auto
route-target export auto
route-target import auto
redistribute host-route

! redistribute host-route is used to advertise host routes (/32 for IPv4, /128 for
IPv6) to remote VTEPs
! e.g. 10.1.10.100/32 or an IPv6 address 1010::100/128 is connected to
Leaf1A/Leaf1B
! 10.1.12.10/32 or IPv6 address 1012::100/128 is connected to Leaf2A/Leaf2B
! This is required as the same subnet is spread across multiple VTEPs
! Without host routes, a remote VTEP would not be aware of the correct destination
VTEP
! to send traffic
!

interface mgmt
no shutdown
ip static 10.136.40.234/24
default-gateway 10.136.40.6

! Southbound server facing ports
interface lag 37 multi-chassis

no shutdown
description Server
no routing
vlan trunk native 1
vlan trunk allowed 10
lacp mode active

interface lag 39 multi-chassis
no shutdown
description Server
no routing
vlan trunk native 1
vlan trunk allowed 12
lacp mode active

interface 1/1/37
no shutdown
lag 37

interface 1/1/39
no shutdown
lag 39

! Northbound uplink ports
interface 1/1/23

no shutdown
mtu 9198
ip mtu 9198
ip address 192.168.3.7/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/24
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no shutdown
mtu 9198
ip mtu 9198
ip address 192.168.3.15/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

! VSX ports
interface 1/1/25

no shutdown
vrf attach KA
description keepalive
ip address 192.168.0.3/31

interface lag 256
vsx-sync vlans
no shutdown
description ISL LAG
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/55
no shutdown
mtu 9198
description VSX ISL link
lag 256

interface 1/1/56
no shutdown
mtu 9198
description VSX ISL link
lag 256

! Unique Lo0 on each VTEP
interface loopback 0

ip address 192.168.1.6/32
ip ospf 1 area 0.0.0.0

! Shared anycast Lo1 between a VSX logical VTEP pair
interface loopback 1

ip address 192.168.11.5/32
ip ospf 1 area 0.0.0.0

! Transit VLAN between VSX nodes for IGP continuity
interface vlan 2

ip mtu 9198
ip address 192.168.3.203/31
ip ospf 1 area 0.0.0.0
ip ospf cost 50
ip ospf network point-to-point

! In 10.6, SVI IP (and/or IPv6) address must be different from the anycast Active
Gateway IP(and/or IPv6)address
! this provides easier troubleshooting while sourcing traffic from the SVI IP
(and/or IPv6) that is not
! common to all VTEPs
! Configuration simplification with same IP address for SVI and Active Gateway is
an
! enhancement for a future release.
interface vlan 10

vsx-sync active-gateways
vrf attach VRF1
ip address 10.1.10.5/24



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 58

ipv6 address 1010::5/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::10

interface vlan 12
vsx-sync active-gateways
vrf attach VRF1
ip address 10.1.12.3/24
ipv6 address 1012::3/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.12.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::12

interface vxlan 1
source ip 192.168.11.5
no shutdown
vni 10010

vlan 10
vni 10012

vlan 12
!
vni 100001

routing
vrf VRF1

! L3 VNI with VRF attached

vsx
! the same virtual-mac and VSX system-mac are recommended for a VSX logical VTEP
pair

system-mac 02:00:00:00:02:00
inter-switch-link lag 256
role secondary
keepalive peer 192.168.0.2 source 192.168.0.3 vrf KA

!
router ospf 1

router-id 192.168.1.6
area 0.0.0.0

router bgp 65001
bgp router-id 192.168.1.6
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
address-family l2vpn evpn

neighbor spine-RR send-community extended
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

! Peer to EVPN RRs
exit-address-family

!
vrf VRF1

address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast

redistribute connected
exit-address-family

! Used to advertise EVPN type 5 ip prefix routes
!
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https-server vrf mgmt

Sample DHCP relay with Ubuntu DHCP Server Configuration
Update and install the DHCP server:

sudo apt get update
sudo apt-get install isc-dhcp-server -y

Editing dhcpd.conf

sudo vi /etc/dhcp/dhcpd.conf
option domain-name "local.******.net";
option domain-name-servers 8.8.8.8, 8.8.8.4;
authoritative;

subnet 192.168.3.240 netmask 255.255.255.248 {}
# isc-dhcp-server requires local subnet on DHCP server to be configured in order
to start# Here are 2 example DHCP scopes# Routers and dhcp-server-identifier would
match Active Gateway IP(and/or IPv6)on the SVIs
subnet 10.1.10.0 netmask 255.255.255.0 {
range 10.1.10.10 10.1.10.40;
option routers 10.1.10.1;
option dhcp-server-identifier 10.1.10.1;

}

subnet 10.1.11.0 netmask 255.255.255.0 {
range 10.1.11.10 10.1.11.40;
option routers 10.1.11.1;
option dhcp-server-identifier 10.1.11.1;

}
# save and exit editor

VRFs with overlapping subnets

sudo vi /etc/dhcp/dhcpd.conf
option domain-name "local.******.net";
option domain-name-servers 8.8.8.8, 8.8.8.4;
authoritative;

subnet 192.168.3.240 netmask 255.255.255.248 {}
# isc-dhcp-server requires local subnet on DHCP server to be configured in order
to start# The AOS-CX DHCP relay VTEP will send VRF name as part of option 82, sub-
option 151
class "VRF1"
{

match if substring (option agent.unknown-151,1,100) = "VRF1";
}
class "VRF2"
{

match if substring (option agent.unknown-151,1,100) = "VRF2";
}
subnet 10.1.10.0 netmask 255.255.255.0 {
option routers 10.1.10.1;
pool {
allow members of “VRF1”;
range 10.1.10.10 10.1.10.40;
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}
pool {
allow members of “VRF2”;
range 10.1.10.41 10.1.10.60;

}
}
# save and exit editor

Start and check DHCP server status

sudo systemctl start isc-dhcp-server.service
sudo systemctl status isc-dhcp-server.service

Additional configuration required on a VTEP for DHCP relay, ensure network connectivity works
between Lo0 and DHCP server through VRF default

interface loopback 0
ip address 192.168.1.3/32
!
ip source-interface dhcp_relay interface loopback0
dhcp-relay option 82 source-interface
! The above commands ensure that VTEP DHCP relay communication uses Lo0 to DHCP
server
! and DHCP-relay option 82, sub-option 5, 11 and 151 are sent to the DHCP server
using Lo0 IP
!
interface vlan10
vrf attach VRF1
ip address 10.1.10.2/24
ip helper-address 192.168.3.242 vrf default
! Point to DHCP server in VRF default
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
!
interface vlan11
vrf attach VRF2
ip address 10.1.11.2/24
ip helper-address 192.168.3.242 vrf default
! Point to DHCP server in VRF default
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.11.1

A packet capture of the interaction between the DHCP relay VTEP and DHCP server is shown below with
option 82 and sub-options 5, 11 and 151 with VRF1 in the contents of VRF name field.
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Sample DHCP relay with Windows DHCP Server Configuration
The Windows Server 2016 DHCP server requires VTEP loopbacks to be added as scopes that are
excluded from DHCP allocation. For example, Scope 10.1.2.0 and 10.1.1.0 are IP ranges assigned to
VTEP loopbacks.

If VTEP loopback scopes are not added, DHCP clients would not be able to correctly grab DHCP IPs.
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Windows Server 2016 DHCP server does not require additional dhcp-server-identifier option to be
added when compared to Ubuntu DHCP server.

Use case— IPv6 EVPN VXLAN
This section provides information on use cases supported on AOS-CX for IPv6 EVPN VXLAN. In these
examples, single fabric refers to a VXLAN fabric/VXLAN domain with fully meshed VTEPs/VXLAN Tunnel
End Points.

Use case—IPv4 underlay with dual stack IPv4/IPv6 overlay (single fabric)

The topologies shown inthe following figures will be used to describe this use case.

IPv4 underlay

Figure 18 Use case #1 topology – IPv4 underlay

For the IPv4 underlay:

VTEPs in the fabric are typically 6400 and 8360 Switch series with VSX (dual control plane) or 6300 with
VSF (single control plane).

n IBGP EVPN RRs/Route Reflectors are typically 8325, 8360, 6400, 8400, or 9300 Switch series.
n Border VTEPs are 8360 Switch series.
n OSPFv2 is used to advertise and learn Loopbacks between VTEPs and route reflectors (RRs).
n IPv4 BGP EVPN peering is established between Loopbacks on VTEPs and RRs.
n VSX VTEPs utilize unique Lo0 for EVPN control plane and anycast Lo1 for data plane tunnel formation
n VSF VTEPs utilize Lo0 for EVPN control plane and data plane tunnel formation
n EVPN control plane: VTEPs do not need to peer with other VTEPs, they only need to peer with EVPN

RRs
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n VXLAN data plane: full mesh VXLAN tunnels between VTEPs in a fabric are formed when they
interested in the same VNI/VXLAN Network Identifier

The following CLI output includes configuration examples for EVPN RR1. EVPN RR2 will have a similar
configuration with different IPs.

hostname RR1

!
! downlinks towards VTEPs
interface 1/1/25
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.0/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point
interface 1/1/26
no shutdown
mtu 9198
routing
ip mtu 9198
ip address 192.168.3.2/31
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point
!
! Lo0 used for EVPN peering with VTEPs
interface loopback 0
ip address 192.168.1.251/32
ip ospf 1 area 0.0.0.0
!
!
router ospf 1
router-id 192.168.1.251
area 0.0.0.0
router bgp 65001
bgp router-id 192.168.1.251
neighbor VTEP peer-group
neighbor VTEP remote-as 65001
neighbor VTEP update-source loopback 0
neighbor 192.168.1.1 peer-group VTEP
neighbor 192.168.1.2 peer-group VTEP
neighbor 192.168.1.3 peer-group VTEP
neighbor 192.168.1.4 peer-group VTEP
neighbor 192.168.1.5 peer-group VTEP
address-family l2vpn evpn
neighbor leaf route-reflector-client
neighbor leaf send-community extended
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.1.5 activate

The next example displays sample underlay configurations for VTEP1. Other VTEPs will have a similar
config with different IPs.

hostname VTEP1
virtual-mac 02:00:00:00:01:00
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! A unique virtual-mac is required on all symmetric IRB distributed L3 gateway
VTEPs
! It should be the same for a VSX logical VTEP pair, different virtual-macs should
be used
! for other VSX VTEP pairs
! This is the inner D-MAC/egress VTEP router MAC
vlan 10-11
! Southbound host facing ports
interface lag 1 multi-chassis
no shutdown
no routing
vlan trunk native
router ospf 1
router-id 192.168.1.1
area 0.0.0.0
router bgp 65001
bgp router-id 192.168.1.1
neighbor RR peer-group
neighbor RR remote-as 65001
neighbor RR description RR peer-group
neighbor RR update-source loopback 0
neighbor 192.168.1.251 peer-group RR
neighbor 192.168.1.252 peer-group RR
address-family l2vpn evpn
neighbor spine-RR send-community extended
neighbor 192.168.1.251 activate
neighbor 192.168.1.252 activate
! Peer to EVPN RRs
exit-address-family
!
vrf VRF1
address-family ipv4 unicast
redistribute connected
exit-address-family
address-family ipv6 unicast
redistribute connected
! Used to advertise EVPN type 5 ip prefix routes

Dual stack IPv4/IPv6 overlay

Figure 19 Use case #1 topology – dual stack IPv4/IPv6 overlay

For the dual stack IPv4/IPv6 overlay with IPv6 unicast traffic forwarding:

n Distributed L3 Gateways are deployed on VTEPs when the same VLAN needs to be extended across
multiple VTEPs, while providing optimal routing between hosts on different subnets on the same
VTEP.

n Hosts can utilize static IPv6 IPs, or SLAAC for dynamic IPv6 assignment.
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n The same link local fe80::1/64 address can be used, as the IPv6 default gateway on different
VLANs/SVIs as link local addresses are locally significant.

n On the border VTEP, OSPF or EBGP is typically used for dynamic route exchange between the VXLAN
fabric and the external/non VXLAN networks.

n The Int VXLAN 1 tunnel source uses IPv4.

The following CLI output includes configuration examples for VTEP1. Other VTEPs will have a similar
configuration, but with different IP addresses.

hostname VTEP1
!
vrf VRF1
rd 192.168.1.100:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn
evpn
vlan 10
rd auto
route-target export auto
route-target import auto
redistribute host-route
vlan 11
rd auto
route-target export auto
route-target import auto
redistribute host-route
! redistribute host-route is used to advertise host routes (/32 for IPv4, /128 for
IPv6)
! to remote VTEPs
! e.g. 10.1.10.100/32 and/or IPv6 address 2001:db8:1010::100/128 is connected to
VTEP1
! This is required as the same subnet is spread across multiple VTEPs
! Without host routes, a remote VTEP would not be aware of the correct destination
VTEP
! to send traffic
interface vlan 10
vrf attach VRF1
interface vxlan 1 mode ipv6
! IPv4 tunnel source
source ip 192.168.1.100
no shutdown
vni 10010
vlan 10
vni 10011
vlan 11
vni 100001
routing
vrf VRF1
! L3 VNI with VRF attached

Use case—IPv6 underlay with dual stack IPv4/IPv6 overlay (single fabric)

The topology shown in Figure 3 and 4 will be used to describe this use case.

IPv6 underlay
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Figure 20 Use Case#2 topology – IPv6 underlay

For the IPv6 underlay:

n VTEPs in the fabric are typically 6400, 8100, or 8360 Switch series with VSX (dual control plane) or
6300 with VSF (single control plane).

n IBGP EVPN RRs/Route Reflectors are typically 8325, 8360, 6400, or 8400 Switch series.
n Border VTEPs are typically 8360 Switch series.
n OSPFv3 is used to advertise and learn Loopbacks between VTEPs and RRs.
n IPv6 BGP EVPN peering is established between Loopbacks on VTEPs and RRs.
n VSX VTEPs utilize unique Lo0 for EVPN control plane and anycast Lo1 for data plane tunnel formation.
n VSF VTEPs utilize Lo0 for EVPN control plane and data plane tunnel formation.
n EVPN control plane - VTEPs do not need to peer with other VTEPs, they only need to peer with EVPN

RRs.
n VXLAN data plane - full mesh VXLAN tunnels between VTEPs in a fabric are formed when they

interested in the same VNI/VXLAN Network Identifier.

The following CLI output includes configuration examples for VTEP1. Other VTEPs will have a similar
configuration, but with different IP addresses.

hostname VTEP1
virtual-mac 02:00:00:00:01:00
! A unique virtual-mac is required on all symmetric IRB distributed L3 gateway
VTEPs
! It should be the same for a VSX logical VTEP pair, different virtual-macs should
be used
! for other VSX VTEP pairs
! This is the inner D-MAC/egress VTEP router MAC
vlan 10-11
! Southbound host facing ports
interface lag 1 multi-chassis
no shutdown
no routing
vlan trunk native 1
vlan trunk allowed 10-11
lacp mode active
interface 1/1/1
no shutdown
lag 1
! Northbound uplink ports
interface 1/1/23
no shutdown
mtu 9198
ip mtu 9198
ipv6 address link-local
ipv6 ospfv3 1 area 0.0.0.0
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ipv6 ospfv3 network point-to-point
interface 1/1/24
no shutdown
mtu 9198
ip mtu 9198
ipv6 address link-local
vsx
! The same virtual-mac and VSX system-mac are recommended for a VSX logical VTEP
pair
system-mac 02:00:00:00:01:00
inter-switch-link lag 256
role primary
keepalive peer <use OOB mgmt or dedicated KA link v6 IP> source <use OOB mgmt or
dedicated KA link v6 IP>
router ospfv3 1
router-id 192.168.1.1
area 0.0.0.0
router bgp 65001
bgp router-id 192.168.1.1
neighbor RR peer-group
neighbor RR remote-as 65001
neighbor RR description RR peer-group
neighbor RR update-source loopback 0
neighbor 2001:db8:1::251 peer-group RR
neighbor 2001:db8:1::252 peer-group RR
address-family l2vpn evpn
neighbor spine-RR send-community extended
neighbor 2001:db8:1::251 activate
neighbor 2001:db8:1::252 activate
! Peer to EVPN RRs
exit-address-family
!
vrf VRF1
address-family ipv4 unicast
redistribute connected
exit-address-family
address-family ipv6 unicast
redistribute connected
! Used to advertise EVPN type 5 ip prefix routes

Dual stack IPv4/IPv6 overlay

Figure 21 Use Case#2 topology – dual stack IPv4/IPv6 overlay

For the dual stack IPv4/IPv6 overlay with IPv6 unicast traffic forwarding:

n Distributed L3 Gateways are deployed on VTEPs when the same VLAN needs to be extended across
multiple VTEPs, while providing optimal routing between hosts on different subnets on the same
VTEP.
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n Hosts can utilize static IPv6 IPs or SLAAC for dynamic IPv6 assignment.
n The same link local fe80::1/64 address can be used, as the IPv6 default gateway on different

VLANs/SVIs as link local addresses are locally significant.
n On the border VTEP, OSPF or EBGP is typically used for dynamic route exchange between the VXLAN

fabric and the external/non-VXLAN networks.
n The Int VXLAN 1 tunnel source uses IPv6.

The following CLI output includes configuration examples for VTEP1. Other VTEPs will have a similar
configuration, but with different IP addresses.

hostname VTEP1
!
vrf VRF1
rd 192.168.1.100:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn
vlan 10-11
evpn
vlan 10
rd auto
route-target export auto
route-target import auto
redistribute host-route
vlan 11
rd auto
route-target export auto
route-target import auto
redistribute host-route
! redistribute host-route is used to advertise host routes (/32 for IPv4, /128 for
IPv6)
! to remote VTEPs
! e.g. 10.1.10.100/32 and/or IPv6 address 2001:db8:1010::100/128 is connected to
VTEP1
! This is required as the same subnet is spread across multiple VTEPs
! Without host routes, a remote VTEP would not be aware of the correct destination
VTEP
! to send traffic
interface vxlan 1
! IPv6 tunnel source
source ipv6 2001:db8:1::1
no shutdown
vni 10010
interface vlan 10
vrf attach VRF1
ip address 10.1.10.1/24
! GUA SVI IP
ipv6 address 2001:db8:1010::1/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
active-gateway ipv6 mac 12:00:00:00:01:00
! Link local active gateway / L3 default gateway IP
active-gateway ipv6 fe80::1
interface vlan 11
vrf attach VRF1
ip address 10.1.11.1/24
ipv6 address 2001:db8:1011::1/64
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.11.1
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 fe80::1
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! SLAAC
no ipv6 nd suppress-ra dnssl
no ipv6 nd suppress-ra rdnss
! Allow RA, it is suppressed by default
ipv6 nd ra dns search-list local.net
ipv6 nd ra dns server fd25:bccf:1ffa:102::10
! Send RDNSS and DNSSL information

EVPN VSX support

Not applicable to 6300 switch series, since 6300 supports VSF virtualization technology instead of VSX.

VSX is a virtualization technology that presents the VSX pair as a single device to the layer 2 clients and
as independent devices at layer 3. The VSX pair provides an MCLAG link towards the clients. The clients
see the VSX-pair as a single switch, providing a redundant L2 connection to the clients. VSX acts in
active-active mode which also provides load-balancing to the connected clients.

EVPN is supported with VSX. The two VSX nodes act as independent BGP routing entities to the other
VTEPs or spines for control packets. However, in the datapath, both of them act as a single logical VTEP.
This is achieved by using different IP addresses for establishing the BGP session and using a common IP
as next-hop to represent the VTEP.

EVPN VSX support: Logical VTEP

Both the VSX pairs are configured with a common Logical VTEP. The configuration has to be done on a
loopback interface on both the VSX pairs. The underlay routing protocol (OSPF or even BGP) distributes
this logical VTEP IP address to all other VTEPs.

The Overlay routes are redistributed with the next-hop as the Logical VTEP IP address. The Overlay
packets reaching the Ingress VTEP get VXLAN encapsulated with the destination as the next-hop IP
(common Logical VTEP if the destination is the VSX pair) and sent to one of the Spines.
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The Spine does ECMP on the VXLAN packet and sends it to either Leaf1 or Leaf1’ since both VSX switches
have connectivity to the common Logical VTEP.

Configuration recommendations for EVPN VSX support

n Split recovery is enabled by default. While using EVPN and VSX together, this mode must be kept
disabled to ensure that traffic always flows through the primary when ISL and Keepalive are both
down.

n All the single homed hosts must be connected to the primary VSX Node. This is to ensure that traffic
to single homed hosts are not affected when ISL/Secondary goes down.

n The same Route Distinguisher (RD) are configured in both the VSX peers. The RD must be unique
across all the leafs except between VSX Peers.

n Even in case of EBGP peering, both the VSX peers must be in the same AS.
n The same VTEP IP must be configured on both the VSX peers.
n The BGP source IP must be configured in both the VSX peers and it must be different from the logical

VTEP. This is to ensure that logical VTEP is not used as the source IP for the BGP session
establishment with the neighbor.

n Routing session between VSX peers is recommended in case of upstream connectivity failure.
n virtual-mac is required for VSX distributed L3 gateways. The virtual-macmust be the same as the

VSX system-mac for a logical VTEP. The virtual-macmust be unique on each VTEP.
n VSX active forwarding must be enabled on the underlay VLAN to support MCLAG as an underlay for

EVPN VXLAN tunnels.

VSX active-sync is not supported for the VXLAN interface. Ensure that the configurations are manually configured
between the VSX switches.
Overlay VLANs must be allowed on the ISL for MAC/ARP sync so both devices can forward traffic.

vsx-sync is not supported in EVPN feature-group.

For more details on VSX configurations, see the Virtual Switching Extension (VSX) Guide.

Sample configuration for iBGP VSX EVPN

The iBGP split-horizon rule is not followed between different address families. Use route-map to block the routes
getting advertised to the iBGP peer.

The following sample configuration solution shows the relevant EVPN/VSX configurations on the
primary and secondary VSX switches.

Spine configuration

interface loopback 1
ip address 3.3.3.3/32
ip ospf 1 area 0.0.0.0

router bgp 1
bgp router-id 3.3.3.3
neighbor 2.2.2.2 remote-as 1
neighbor 2.2.2.2 update-source 3.3.3.3
neighbor 10.10.10.10 remote-as 1
neighbor 10.10.10.10 update-source 3.3.3.3
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neighbor 20.20.20.20 remote-as 1
neighbor 20.20.20.20 update-source 3.3.3.3
address-family l2vpn evpn

neighbor 2.2.2.2 activate
neighbor 2.2.2.2 route-reflector-client
neighbor 2.2.2.2 send-community extended
neighbor 10.10.10.10 activate
neighbor 10.10.10.10 route-reflector-client
neighbor 10.10.10.10 send-community extended
neighbor 20.20.20.20 activate
neighbor 20.20.20.20 route-reflector-client
neighbor 20.20.20.20 send-community extended

exit-address-family

Leaf1 configuration (Primary VTEP)

vlan 1-2
evpn

vlan 2
rd 1.1.1.1:2
route-target export 2:2
route-target import 2:2

interface 1/1/17
no shutdown
no routing
vlan trunk native 1 tag
vlan trunk allowed all

interface loopback 1
description “vxlan source-ip”

ip address 1.1.1.1/32
ip ospf 1 area 0.0.0.0

interface loopback 2
ip address 10.10.10.10/32
ip ospf 1 area 0.0.0.0

interface vlan2
ip address 10.1.1.5/24
active-gateway ip mac 00:00:00:00:00:33
active-gateway ip 10.1.1.10

vsx
inter-switch-link 1/1/17
role primary
keepalive peer 20.1.1.2 source 20.1.1.1

interface vxlan 1
source ip 1.1.1.1
no shutdown
vni 100

vlan 2
!

router bgp 1
bgp router-id 10.10.10.10
neighbor 3.3.3.3 remote-as 1
neighbor 3.3.3.3 update-source 10.10.10.10
address-family l2vpn evpn

neighbor 3.3.3.3 activate
neighbor 3.3.3.3 send-community extended

exit-address-family



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 72

vlan 1-2
evpn

vlan 2
rd 1.1.1.1:2
route-target export 2:2
route-target import 2:2

interface 1/1/17
no shutdown
no routing
vlan trunk native 1 tag
vlan trunk allowed all

interface loopback 1
description “vxlan source-ip”

ip address 1.1.1.1/32
ip ospf 1 area 0.0.0.0

interface loopback 2
ip address 10.10.10.10/32
ip ospf 1 area 0.0.0.0

interface vlan2
ip address 10.1.1.5/24
active-gateway ip mac 00:00:00:00:00:33
active-gateway ip 10.1.1.10

vsx
inter-switch-link 1/1/17
role primary
keepalive peer 20.1.1.2 source 20.1.1.1

interface vxlan 1
source ip 1.1.1.1
no shutdown
vni 100

vlan 2
!

router bgp 1
bgp router-id 10.10.10.10
neighbor 3.3.3.3 remote-as 1
neighbor 3.3.3.3 update-source 10.10.10.10
address-family l2vpn evpn

neighbor 3.3.3.3 activate
neighbor 3.3.3.3 send-community extended

exit-address-family

Leaf1' configuration (Secondary VTEP)

vlan 1-2
evpn

vlan 2
rd 1.1.1.1:2
route-target export 2:2
route-target import 2:2

interface 1/1/23
no shutdown
no routing
vlan trunk native 1 tag
vlan trunk allowed all

interface loopback 1
description “vxlan source-ip”

ip address 1.1.1.1/32
ip ospf 1 area 0.0.0.0

interface loopback 2
ip address 20.20.20.20/32
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ip ospf 1 area 0.0.0.0
interface vlan2

ip address 10.1.1.6/24
active-gateway ip mac 00:00:00:00:00:33
active-gateway ip 10.1.1.10

vsx
inter-switch-link 1/1/23
role secondary
keepalive peer 20.1.1.1 source 20.1.1.2

interface vxlan 1
source ip 1.1.1.1
no shutdown
vni 100

vlan 2
!

router bgp 1
bgp router-id 20.20.20.20
neighbor 3.3.3.3 remote-as 1
neighbor 3.3.3.3 update-source 20.20.20.20
address-family l2vpn evpn

neighbor 3.3.3.3 activate
neighbor 3.3.3.3 send-community extended

exit-address-family

Leaf2 configuration

vlan 1-2
evpn

vlan 2
rd 2.2.2.2:2
route-target export 2:2
route-target import 2:2

interface loopback 1
ip address 2.2.2.2/32
ip ospf 1 area 0.0.0.0

interface vlan2
ip address 10.1.1.7/24
active-gateway ip mac 00:00:00:00:00:33
active-gateway ip 10.1.1.10

interface vxlan 1
source ip 2.2.2.2
no shutdown
vni 100

vlan 2
!

router bgp 1
neighbor 3.3.3.3 remote-as 1
neighbor 3.3.3.3 update-source 2.2.2.2
address-family l2vpn evpn

neighbor 3.3.3.3 activate
neighbor 3.3.3.3 send-community extended

exit-address-family

vlan 1-2
evpn

vlan 2
rd 2.2.2.2:2
route-target export 2:2
route-target import 2:2



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 74

interface loopback 1
ip address 2.2.2.2/32
ip ospf 1 area 0.0.0.0

interface vlan2
ip address 10.1.1.7/24
active-gateway ip mac 00:00:00:00:00:33
active-gateway ip 10.1.1.10

interface vxlan 1
source ip 2.2.2.2
no shutdown
vni 100

vlan 2
!

router bgp 1
neighbor 3.3.3.3 remote-as 1
neighbor 3.3.3.3 update-source 2.2.2.2
address-family l2vpn evpn

neighbor 3.3.3.3 activate
neighbor 3.3.3.3 send-community extended

exit-address-family

VSX failure scenarios

Failure
scenarios Result with split recovery off Result with split recovery on

(default)

VTEP uplink failure No impact to logical VTEP. Loopback
connectivity between VTEPs will reroute
through other available links using
OSPF/BGP.

No impact to logical VTEP. Loopback
connectivity between VTEPs will reroute
through other available links using
OSPF/BGP.

VTEP downlink
failure

No impact to logical VTEP. Only VSX LAG to
server is impacted.

No impact to logical VTEP. Only VSX LAG to
server is impacted.

a) VSX Keepalive
down. ISL up.
b) Then after
sometime, ISL goes
down.

No impact to logical VTEP (but loss of split
detection).
No impact to logical VTEP (but loss of split
detection and ISL sync).

No impact to logical VTEP (but loss of split
detection).
No impact to logical VTEP (but loss of split
detection and ISL sync).
Without ISL ARP sync, in routing scenarios,
this split condition may lead to traffic loss
where ARP request originated from a VSX
device and reply lands on the peer VSX
device.

a) ISL down, VSX
Keepalive up.

Secondary VSX node tears down VSX LAG
member ports and it withdraws the
reachability to the logical VTEP IP in the
underlay to ensure that VXLAN traffic is
only sent to the primary VSX switch from
other VTEPs.

Secondary VSX node tears down VSX LAG
member ports and it withdraws the
reachability to the logical VTEP IP in the
underlay to ensure that VXLAN traffic is
only sent to the primary VSX switch from
other VTEPs.

a) ISL down, VSX
Keepalive up.
b) Then, after
sometime, VSX
Keepalive down as
well.

Secondary VSX node tears down VSX LAG
member ports and it withdraws the
reachability to the logical VTEP IP in the
underlay to ensure that VXLAN traffic is
only sent to the primary VSX switch from
other VTEPs.

Secondary VSX node tears down VSX LAG
member ports and it withdraws the
reachability to the logical VTEP IP in the
underlay to ensure that VXLAN traffic is
only sent to the primary VSX switch from
other VTEPs

Table 1: Failure Scenarios and Results
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Failure
scenarios Result with split recovery off Result with split recovery on

(default)

Secondary VSX LAGs and logical VTEP stay
down.

Secondary VSX node restores VSX LAG
members and reachability to the logical
VTEP is restored in the underlay.
Without ISL ARP sync, in routing scenarios,
this split condition may lead to traffic loss
where ARP request originated from a VSX
device and reply lands on the peer VSX
device.

a) ISL and keepalive
are down
b) Keepalive restore

Secondary VSX node tears down VSX LAG
member ports and Secondary VSX node
tears down VSX LAG member ports and it
withdraws the reachability to the logical
VTEP IP in the underlay to ensure that
VXLAN traffic is only sent to the primary
VSX switch from other VTEPs.

Secondary VSX node tears down VSX LAG
member ports and it withdraws the
reachability to the logical VTEP IP in the
underlay to ensure that VXLAN traffic is
only sent to the primary VSX switch from
other VTEPs.

For more details on VSX failure scenarios, see Troubleshooting in the Virtual Switching Extension (VSX)
Guide.

eBGP support for EVPN
The BGP session for underlay and overlay can be either iBGP or eBGP. eBGP EVPN is used for Data
Center use cases. Dual-AS and Multi-AS eBGP topologies are supported.

In a Dual-AS topology, all spines share a common AS number and all leafs share another common AS
number. For example:

In a Dual-AS topology, since the peer VTEPs (leafs) receive the route from another leaf with the same AS
number, the route would be rejected. To avoid this, use the following allowas-in command:
switch(config-bgp-l2vpn-evpn)# neighbor 1.1.1.1 allowas-in 1

A sample Dual-AS configuration is shown below.

Leaf 1 configuration
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vlan 1-2
evpn

vlan 2
rd 5:5
route-target export 1:1
route-target import 1:1

interface 1/1/1
no shutdown
ip address 11.1.1.2/24

interface loopback 1
ip address 2.2.2.2/32

interface vxlan 1
source ip 2.2.2.2
no shutdown
vni 100

interface vlan 2
router bgp 65501

neighbor 1.1.1.1 remote-as 65501
neighbor 1.1.1.1 update-source 2.2.2.2
neighbor 11.1.1.1 remote-as 65501
address-family ipv4 unicast

neighbor 11.1.1.1 activate
neighbor 11.1.1.1 allowas-in 1
network 2.2.2.2/32

exit-address-family
address-family l2vpn evpn

neighbor 1.1.1.1 activate
neighbor 1.1.1.1 allowas-in 1
neighbor 1.1.1.1 send-community extended

exit-address-family

Leaf 2 configuration
vlan 1-2

evpn
vlan 2

rd 5:5
route-target export 1:1
route-target import 1:1

interface 1/1/24
no shutdown
ip address 12.1.1.2/24

interface loopback 1
ip address 3.3.3.3/32

interface vxlan 1
source ip 3.3.3.3
no shutdown
vni 100

interface vlan 2
!

router bgp 65501
neighbor 1.1.1.1 remote-as 65501
neighbor 1.1.1.1 update-source 3.3.3.3
neighbor 12.1.1.1 remote-as 65501
address-family ipv4 unicast

neighbor 12.1.1.1 activate
network 3.3.3.3/32

exit-address-family
address-family l2vpn evpn

neighbor 1.1.1.1 activate
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neighbor 1.1.1.1 allowas-in 1
neighbor 1.1.1.1 send-community extended

exit-address-family

vlan 1-2
evpn

vlan 2
rd 5:5
route-target export 1:1
route-target import 1:1

interface 1/1/24
no shutdown
ip address 12.1.1.2/24

interface loopback 1
ip address 3.3.3.3/32

interface vxlan 1
source ip 3.3.3.3
no shutdown
vni 100

interface vlan 2
!

router bgp 65501
neighbor 1.1.1.1 remote-as 65501
neighbor 1.1.1.1 update-source 3.3.3.3
neighbor 12.1.1.1 remote-as 65501
address-family ipv4 unicast

neighbor 12.1.1.1 activate
network 3.3.3.3/32

exit-address-family
address-family l2vpn evpn

neighbor 1.1.1.1 activate
neighbor 1.1.1.1 allowas-in 1
neighbor 1.1.1.1 send-community extended

exit-address-family

Spine configuration

vlan 1-2
interface 1/1/2

no shutdown
ip address 11.1.1.1/24

interface 1/1/5
no shutdown
ip address 12.1.1.1/24

interface loopback 1
ip address 1.1.1.1/32

router bgp 65500
neighbor 2.2.2.2 remote-as 65500
neighbor 2.2.2.2 update-source 1.1.1.1
neighbor 3.3.3.3 remote-as 65500
neighbor 3.3.3.3 update-source 1.1.1.1
neighbor 11.1.1.2 remote-as 65500
neighbor 12.1.1.2 remote-as 65500
address-family ipv4 unicast

neighbor 11.1.1.2 activate
neighbor 12.1.1.2 activate
network 1.1.1.1/32

exit-address-family
address-family l2vpn evpn
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neighbor 2.2.2.2 activate
neighbor 2.2.2.2 next-hop-unchanged
neighbor 2.2.2.2 send-community extended
neighbor 3.3.3.3 activate
neighbor 3.3.3.3 next-hop-unchanged
neighbor 3.3.3.3 send-community extended

exit-address-family

vlan 1-2
interface 1/1/2

no shutdown
ip address 11.1.1.1/24

interface 1/1/5
no shutdown
ip address 12.1.1.1/24

interface loopback 1
ip address 1.1.1.1/32

router bgp 65500
neighbor 2.2.2.2 remote-as 65500
neighbor 2.2.2.2 update-source 1.1.1.1
neighbor 3.3.3.3 remote-as 65500
neighbor 3.3.3.3 update-source 1.1.1.1
neighbor 11.1.1.2 remote-as 65500
neighbor 12.1.1.2 remote-as 65500
address-family ipv4 unicast

neighbor 11.1.1.2 activate
neighbor 12.1.1.2 activate
network 1.1.1.1/32

exit-address-family
address-family l2vpn evpn

neighbor 2.2.2.2 activate
neighbor 2.2.2.2 next-hop-unchanged
neighbor 2.2.2.2 send-community extended
neighbor 3.3.3.3 activate
neighbor 3.3.3.3 next-hop-unchanged
neighbor 3.3.3.3 send-community extended

exit-address-family

In a Multi-AS Topology, all spines share a common AS number and all leafs have different AS numbers.
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Figure 22 Multi-AS Topology

A sample Multi-AS configuration is shown below.

Leaf 1 configuration

vlan 1-2
evpn

vlan 2
rd 5:5
route-target export 1:1
route-target import 1:1

interface 1/1/1
no shutdown
ip address 11.1.1.2/24

interface loopback 1
ip address 2.2.2.2/32

interface vxlan 1
source ip 2.2.2.2
no shutdown
vni 100

interface vlan 2
router bgp 65500

neighbor 1.1.1.1 remote-as 65500
neighbor 1.1.1.1 update-source 2.2.2.2
neighbor 11.1.1.1 remote-as 65500
address-family ipv4 unicast

neighbor 11.1.1.1 activate
network 2.2.2.2/32

exit-address-family
address-family l2vpn evpn

neighbor 1.1.1.1 activate
neighbor 1.1.1.1 send-community extended

exit-address-family

Leaf 2 configuration
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vlan 1-2
evpn

vlan 2
rd 5:5
route-target export 1:1
route-target import 1:1

interface 1/1/24
no shutdown
ip address 12.1.1.2/24

interface loopback 1
ip address 3.3.3.3/32

interface vxlan 1
source ip 3.3.3.3
no shutdown
vni 100

interface vlan 2
!

router bgp 65500
neighbor 1.1.1.1 remote-as 65500
neighbor 1.1.1.1 update-source 3.3.3.3
neighbor 12.1.1.1 remote-as 65500
address-family ipv4 unicast

neighbor 12.1.1.1 activate
network 3.3.3.3/32

exit-address-family
address-family l2vpn evpn

neighbor 1.1.1.1 activate
neighbor 1.1.1.1 send-community extended

exit-address-family

Spine configuration

vlan 1-2
interface 1/1/2

no shutdown
ip address 11.1.1.1/24

interface 1/1/5
no shutdown
ip address 12.1.1.1/24

interface loopback 1
ip address 1.1.1.1/32

router bgp 65501
neighbor 2.2.2.2 remote-as 65501
neighbor 2.2.2.2 update-source 1.1.1.1
neighbor 3.3.3.3 remote-as 65502
neighbor 3.3.3.3 update-source 1.1.1.1
neighbor 11.1.1.2 remote-as 65503
neighbor 12.1.1.2 remote-as 65504
address-family ipv4 unicast

neighbor 11.1.1.2 activate
neighbor 12.1.1.2 activate
network 1.1.1.1/32

exit-address-family
address-family l2vpn evpn

neighbor 2.2.2.2 activate
neighbor 2.2.2.2 next-hop-unchanged
neighbor 2.2.2.2 send-community extended
neighbor 3.3.3.3 activate
neighbor 3.3.3.3 next-hop-unchanged
neighbor 3.3.3.3 send-community extended

exit-address-family
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The tunnel endpoints are communicated as next-hops in the EVPN routes. By default, the next hop of a
route is preserved when advertising the route to an iBGP peer, but is updated when advertising the
route to an eBGP peer. Setting this to 'true' over-rides this behavior and preserves the next hop when
routes are advertised to eBGP peer. To retain the next-hop (or tunnel endpoint info), an extra
configuration is required as shown in the following command:
switch(config-bgp-l2vpn-evpn)# neighbor 2.2.2.2 next-hop-unchanged

When VSX is used with eBGP, the VSX peers must be in same AS.
Route-targets must be manually configured for switches running eBGP since auto generated RT's (route-target
auto) would lead to different export/import route-targets (Applicable for both VSX/non-VSX).

MAC mobility
MAC mobility refers to the movement of a user terminal from one VTEP to another. The source VTEP is
unaware of the MAC move event. To notify other VTEPs of the change, the destination VTEP advertises a
MAC advertisement route. The source VTEP withdraws the old route for the MAC address after receiving
the new route. The MAC advertisement route has a sequence number that increases when the MAC
address moves. The sequence number identifies the most recent move if the MAC address moves
multiple times.

EVPN MAC dampening
EVPN MAC dampening is used to detect duplicate MAC addresses in the network and provide a
mechanism to protect against endless MAC moves.

EVPN MAC dampening is not supported on the 6200 Switch Series.

As per RFC 7432, same MAC address is learned by different VTEPs in the same VLAN because two or
more hosts were configured incorrectly with the same MAC address. The traffic from the hosts triggers
continuous MAC moves among the VTEPs attached to the hosts. Every MAC mobility event for a given
MAC address will contain a sequence number of MAC routers received in route type-2. Based on this
sequence number of the MAC received and the MAC that is learnt locally, a decision to further withdraw
or send a route update is taken.

A VTEP receiving a MAC or IP advertisement route for a MAC address with a sequence number higher
than the one it had previously advertised, withdraws its MAC or IP advertisement route.

A VTEP detecting a locally attached MAC address for which it had previously received a MAC or IP
advertisement route, advertises the MAC address in a MAC or IP advertisement route. This
advertisement route is tagged with a MAC Mobility extended community attribute with a sequence
number one greater than the sequence number in the MAC Mobility extended community attribute of
the received MAC or IP advertisement route.

For the switch to recognize such instances and prevent the sequence number to increment infinitely,
the VTEP starts a timer when it detects a MAC mobility event involving a locally learnt MAC address. If
the VTEP detects a MAC move before the timer expires, it concludes that a duplicate MAC situation has
occurred. The VTEP alerts the operator through the event log and stops sending and processing any
BGP MAC or IP advertisement routes for the MAC address until the right action is provided.

In a VSX setup, MAC dampening does not work as expected. Because, the VSX primary dampens the MAC, but the
VSX secondary will continue to advertise the dampened MAC.
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Following is the command syntax to configure EVPN MAC dampening:
mac-move-detection count <mac-move-count> timer <mac-move-timer>

EVPN commands

active-gateway
active-gateway {ip | ipv6} [<IP-ADDRESS>] [mac <MAC-ADDRESS>]
no active-gateway {ip | ipv6} [<IP-ADDRESS>] [mac]

Description
Configures an EVPN Anycast gateway that can be used on multiple VTEPs. The Active Gateway supports
both IPv4 and IPv6 addresses. The Active Gateway MAC address used along with an IPv4 and IPv6
address must match on a given interface, for the EVPN Anycast Gateway solution to work as expected.
Active Gateway and SVI sharing the same IP is supported for both IPv4 and IPv6 addresses. The Active
Gateway IP for IPv6 should be a Link-Local IPv6 address if the default Gateway is learned via RA
messages.

The no form of this command removes the active gateway for active-active routing.

Parameter Description

ip Specifies the configuration of an IPv4 address.

ipv6 Specifies the configuration of an IPv6 address.

<IP-ADDRESS> Specifies the IPv4 or IPv6 address.
n Syntax for IPv4: A.B.C.D
n Syntax for IPv6: A:B::C:D

<MAC-ADDRESS> Specifies the Virtual MAC address. Syntax: xx:xx:xx:xx:xx:xx

Usage
Before configuring active gateway, confirm that an IP address is on the SVI that is in the same subnet as
the active gateway IP you are trying to configure. If an active gateway IP does not have an SVI IP with the
same subnet, the CLI allows the configuration, but the active gateway IP will not be programmed in the
kernel, resulting the active gateway to be unreachable.

Active forwarding cannot be configured when ICMP redirect is enabled. Enter the no ip icmp redirect

command for disabling ICMP redirect.

It is highly recommended that you use an IPv6 link-local address as a gateway (VIP) on the active
gateway IPv6 configuration.

If VRRP or active forwarding is configured on an SVI, active gateway cannot be configured. Active
gateway with overlapping networks is not allowed. Maximum of 16 unique virtual MACs are supported
in a system.

The maximum number of supported active gateways per switch is 4,000. Since a maximum of 31
secondary IPv4 addresses can be configured on an SVI, 32 IPv4 active gateways (along with the primary
IPv4 address) can be configured per SVI with IP multinetting support. This support is also the same for
IPv6 addresses.
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Do not use peer system MAC address as an active-gateway VMAC. If same MAC address is used, the VSX
synchronization will try to sync the configuration on secondary switch and cause traffic disruptions.

Examples
Configuring active-gateway when the IP address is different from the SVI IP address on both VSX peers
(valid for IPv4 and IPv6):

Switch 1:

switch1(config-if-vlan)# ip address 192.168.1.250/24
switch1(config-if-vlan)# active-gateway ip 192.168.1.253 mac 00:00:00:00:00:01
switch1(config-if-vlan)# active-gateway ipv6 fe80::01 mac 00:00:00:01:00:01

Switch 2:

switch2(config-if-vlan)# ip address 192.168.1.251/24
switch2(config-if-vlan)# active-gateway ip 192.168.1.253 mac 00:00:00:00:00:01
switch2(config-if-vlan)# active-gateway ipv6 fe80::01 mac 00:00:00:01:00:01

Configuring active-gateway when the IP address is the same as the SVI IP address on both VSX peers
(valid for IPv4 and IPv6):

Switch 1:

switch1(config-if-vlan)# ip address 192.168.1.250/24
switch1(config-if-vlan)# active-gateway ip 192.168.1.250 mac 00:00:00:00:00:01
switch1(config-if-vlan)# active-gateway ipv6 fe80::100 mac 00:00:00:00:00:01
switch1(config-if-vlan)# ipv6 address link-local fe80::100/64

Switch 2:

switch2(config-if-vlan)# ip address 192.168.1.250/24
switch2(config-if-vlan)# active-gateway ip 192.168.1.250 mac 00:00:00:00:00:01
switch2(config-if-vlan)# active-gateway ipv6 fe80::100 mac 00:00:00:00:00:01
switch2(config-if-vlan)# ipv6 address link-local fe80::100/64

Configuring only the active gateway address:

switch(config-if-vlan)# ip address 192.168.1.250/24
switch(config-if-vlan)# active-gateway ip 192.168.1.250

Configuring only the active gateway IP MAC address:

switch2(config-if-vlan)# ip address 192.168.1.250/24
switch2(config-if-vlan)# active-gateway ip mac 00:00:00:01:00:01

Removing the active gateway for active-active routing (IPv6 and IPv4):
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switch(config-if-vlan)# no active-gateway ip
switch(config-if-vlan)# no active-gateway ipv6

Removing the active gateway for active-active routing for an IP address:

switch(config-if-vlan)# no active-gateway ip 192.168.1.250

Removing the active gateway for active-active routing for virtual MAC addresses:

switch(config-if-vlan)# no active-gateway ip mac

When configuring the virtual active gateway for IPv6 on an SVI, it is recommended to use the same
global IPv6 and active gateway IPv6 address. Similarly, if you want to use the IPv6 link-local address for
the virtual active gateway then the same address should be configured for both the SVI and the active
gateway.

Global IPv6 address:

switch(config-if-vlan)# ipv6 address 1001::1/64
switch(config-if-vlan)# active-gateway ipv6 1001::1
switch(config-if-vlan)# active-gateway ipv6 mac 00:00:00:00:aa:01

IPv6-Link-Local address:

switch(config-if-vlan)# ipv6 address link-local fe80::1/64
switch(config-if-vlan)# active-gateway ipv6 fe80::1
switch(config-if-vlan)# active-gateway ipv6 mac 00:00:00:00:aa:01

Command History

Release Modification

10.09.0010 Added IPv6 support for configuration of active gateway and SVI
with the same IP address.

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-if-vlan Administrators or local user group members with execution rights
for this command.
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allow imet-relay
allow imet-relay
no allow imet-relay

Description
Allows the IMET routes to be relayed between EBGP peers.

The no form of this command blocks the IMET routes to be relayed between EBGP peers.

Users must issue the clear bgp command after issuing the allow imet-relay / no allow imet-relay command
for the configuration to take effect.

Usage
Users are not encouraged to configure allow-imet-relay for the IMET routes to be relayed between
EBGP peers. Users are rather encouraged to use the set ip nexthop command in the route map
context and unchanged nexthop configurations to achieve the same functionality of allow-imet-relay.
Users are advised to use this command only in a single fabric deployment where the AOS-CX switches
have replaced a third party switch that was positioned as a router server relayed the IMET routes
between EGBP peers instead of terminating them.

This command should not be configured in any border VTEP and multifabric shared border
deployments. If configured on any switch, users may observe non-deterministic control-plane and data-
plane behavior on the switches.

Example
Allowing the IMET routes to be relayed between EBGP peers:

switch(config)# evpn
switch(config-evpn)# allow-imet-relay

Command History

Release Modification

10.13 Command introduced.

Command Information

Platforms Command context Authority

8325
8360

config-evpn Administrators or local user group members with execution rights
for this command.

arp-suppression
arp-suppression
no arp-suppression

Description
Enables ARP suppression for EVPN VXLAN globally across all Layer 2 VNIs configured on the VTEP. If the
target address is present in the neighbor cache, the switch responds to the broadcast or unicast ARP
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request. ARP suppression is disabled by default. If the target IP/MAC is not present, the switch forwards
arp request over the VXLAN data plane for neighbor resolution.

The no form of this command disables the ARP suppression.

Examples
Configuring ARP suppression in EVPN:

switch(config-evpn)# arp-suppression
switch(config-evpn)# no arp-suppression

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
9300
10000

config-evpn
config-evpn-vlan

Administrators or local user group members with execution rights
for this command.

disable (evpn vlan-aware-bundles)
disable

Description
Disables the VLAN aware bundle instance.

Examples
Disabling the VLAN aware bundle instance bundle_1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# disable

Command History

Release Modification

10.12 Command introduced.

Command Information
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Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.

dyn-vxlan-tunnel-bridging-mode
dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
no dyn-vxlan-tunnel-bridging-mode ibgp-ebgp

Description
Specifies the dyn-vxlan-tunnel-bridging-mode and provides the configurations to enable bridging
between dynamic tunnels (BGP-EVPN-provisioned VXLAN tunnels). By default, split-horizon is enabled
for all dynamic tunnels; therefore, bridging is disabled between them.

The default value is NULL.

The no form of this command disables bridging between dynamic tunnels.

Usage

n Configuration of static tunnels is not recommended on VTEPs where iBGP-eBGP split horizon is
disabled.

n iBGP and eBGP tunnels are part of different broadcast groups and bridging is permitted between
them.

n Route Targets (RTs) have to be manually configured by the user.

Examples
Enabling bridging between dynamic tunnels:

switch(config-evpn)#dyn-vxlan-tunnel-bridging-mode ibgp-ebgp

Disabling bridging between dynamic tunnels:

switch(config-evpn)# no dyn-vxlan-tunnel-bridging-mode ibgp-ebgp

Command History

Release Modification

10.09 Command introduced

Command Information
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Platforms Command context Authority

8325
8360
9300
10000

config-evpn Administrators or local user group members with execution rights
for this command.

enable(evpn vlan-aware-bundles)
enable

Description
Enables the VLAN aware bundle instance.

Examples
Enabling the VLAN aware bundle instance bundle_1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# enable

Command History

Release Modification

10.12 Command introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.

evpn
evpn
no evpn

Description
Specifies the EVPN context which provides the configurations for VLAN-based EVPN service mode.

The no form of this command removes this configuration.

Examples
Configuring the EVPN context:
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switch(config)# evpn
switch(config-evpn)#

Removing the EVPN configuration context:

switch(config-evpn)# no evpn

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-evpn Administrators or local user group members with execution rights
for this command.

mac-move-detection count timer
mac-move-detection count <MAC-MOVE-COUNT> timer <MAC-MOVE-TIMER>
no mac-move-detection count <MAC-MOVE-COUNT> timer <MAC-MOVE-TIMER>

Description
Configures EVPN MAC dampening for duplicate MAC and MAC-move count and timer across VTEPs.

The no form of this command resets the value of the count and timer to the default values of 5 and 180

seconds respectively.

EVPN MAC dampening is always enabled. Links to the VTEPs must be always up for EVPN MAC dampening to be
activated.

Parameter Description

count <MAC-MOVE-COUNT> Specifies the number of MAC-moves for MAC dampening to take
effect. Range: 2 to 10. Default: 5.

timer <MAC-MOVE-TIMER> Specifies the MAC-move time limit in seconds for MAC dampening
to take effect. Range: 1 to 1000 seconds. Default: 180 seconds.

Examples
Configuring EVPN MAC dampening:
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switch(config-evpn)# mac-move-detection count 6 timer 199

The above command dampens a MAC if the MAC moves six times within 199 seconds.

switch(config-evpn)# mac-move-detection count 8

The above command dampens a MAC if the MAC moves eight times within 180 seconds.

switch(config-evpn)# mac-move-detection timer 255

The above command dampens a MAC if the MAC moves five times within 255 seconds.

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-evpn Administrators or local user group members with execution rights
for this command.

nd-suppression
nd-suppression
no nd-suppression

Description
Enables ND suppression for EVPN VXLAN globally. If the target address is present in the NDMD cache,
the switch responds to the IPv6 multicast or unicast neighbor solicitation. ND suppression is disabled by
default.

The no form of this command disables the ND suppression.

Examples
Configuring ND suppression in EVPN:

switch(config-evpn)# nd-suppression
switch(config-evpn)# no nd-suppression

Command History
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Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
9300
10000

config-evpn Administrators or local user group members with execution rights
for this command.

rd
rd {auto | <AS-NUMBER:ID> | <IP-ADDRESS:ID>}
no rd {auto | <AS-NUMBER:ID> | <IP-ADDRESS:ID>}

Description
Specifies a unique number prepended to the advertised routes within the VLAN. It ensures support for
overlapping IP addresses and MACs across different tenants. The default value is NULL. Route
Distinguisher (RD) has to be manually configured by a user.

The no form of this command removes the currently configured value.

Parameter Description

auto Specifies automatic route filtering.

<AS-NUMBER:ID> Specifies the AS number. It can be a 1-byte or 4-byte value. If the
AS number is a 2-byte value, the administrative number is a 4-
byte value and if the AS number is 4-byte value, the administrative
number is a 2-byte value.

<IP-ADDRESS:ID> Specifies the IP address. It is a 4-byte value and the ID is 2 bytes.

Examples
Configuring Route Distinguisher for EVPN VLAN:

switch(config-evpn)# vlan 10
switch(config-evpn-vlan-10)# rd 6800:1
switch(config-evpn)# vlan 20
switch(config-evpn-vlan-20)# rd auto

Command History

Release Modification

10.07 or earlier --



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 92

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan Administrators or local user group members with execution rights
for this command.

rd (evpn vlan-aware-bundles)
rd {<AS-NUMBER:NN> | <IP-ADDRESS:NN>}
no rd {<AS-NUMBER:NN> | <IP-ADDRESS:NN>}

Description
Specifies a unique number prepended to the EVPN routes, advertised in the context of any VLAN
configured under an EVPN VLAN aware bundle instance.

The no form of this command removes this configuration.

Parameter Description

<AS-NUMBER:NN> Specifies the AS number. The AS number can be a 2-byte or 4-byte
value. If the AS number is a 2-byte value, the administrative
number is a 4-byte value and if the AS number is 4-byte value, the
administrative number is a 2-byte value.

<IP-ADDRESS:NN> Specifies the IP address. The IP address is a 4-byte value and the
ID is a 2--byte value.

Usage
This command ensures the support for overlapping IPs and MACs across different tenants. rd should be
manually configured. rd should be unique acorss all VLAN-based (VLANs) and VLAN-aware (bundles)
service instances.

Examples
Configuring rd 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# rd 6800:1

Removing rd 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no rd 6800:1

Configuring rd 1.2.3.4:55.
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switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# rd 1.2.3.4:55

Removing rd 1.2.3.4:55.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no rd 1.2.3.4:55

Command History

Release Modification

10.12 Command introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.

redistribute host-route
redistribute host-route
no redistribute host-route

Description
Enables type-2 route advertisement to include the L3VNI, RT, and router MAC of the associated IP-VRF. It
is applicable only in Symmetric routing where L3VNI is configured.

The no form of this command disables the redistribution of host routes.

Parameter Description

host-route Specifies redistribution of host routes.

Examples
Configuring Redistribute host-route in EVPN:

switch(config-evpn)# vlan 10
switch(config-evpn-vlan-10)# redistribute host-route

Command History
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Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan Administrators or local user group members with execution rights
for this command.

redistribute host-route (evpn vlan-aware-bundles)
redistribute host-route
no redistribute host-route

Description
Enables EVPN Route Type-2 advertisement to include L3VNI, Route Target, and Router MAC of the
associated IP-VRF in the EVPN VLAN Aware Bundles.

The no form of this command removes this configuration.

Usage
This is only applicable in cases of symmetric routing where L3VNI is configured.

Examples
Enabling route advertisement in VLAN aware bundle bundle_1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# redistribute host-route

Removing the route advertisement in VLAN aware bundle bundle_1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no redistribute host-route

Command History

Release Modification

10.12 Command introduced.

Command Information



VXLAN with BGP EVPN | 95

Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.

redistribute local-mac
redistribute local-mac
no redistribute local-mac

Description
Enables Type-2 route advertisement for local MAC address of the SVI interfaces corresponding to the
EVPN-enabled VLANs.

The no form of this command disables the Type-2 route advertisement.

Examples

switch(config)# evpn
switch(config)# redistribute local-mac
switch(config)# vlan 20

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

All platforms config-evpn Administrators or local user group members with execution rights
for this command.

redistribute local-svi
redistribute local-svi
no redistribute local-svi

Description
Enables type-2 route advertisement for the local IP address and MAC address of the SVI interfaces
corresponding to the EVPN-enabled VLANs.

The no form of this command disables type-2 route advertisement for the local IP address and MAC
address of the SVI interfaces corresponding to the EVPN-enabled VLANs.

Examples
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Enabling type-2 route advertisement:

switch(config)# evpn
switch(config-evpn)# redistribute local-svi

Disabling type-2 route advertisement:

switch(config)# evpn
switch(config-evpn)# no redistribute local-svi

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-evpn Administrators or local user group members with execution rights
for this command.

route-target
route-target {import | export | both} {auto | <AS-NUMBER:ID> | <IP-ADDRESS:ID>}
no route-target {import | export | both} {auto | <AS-NUMBER:ID> | <IP-ADDRESS:ID>}

Description
Controls the import and export of VPN routes only to the systems in the network for which routes are
needed. The default value is NULL. Route Targets (RT) have to be manually configured by a user.

The no form of this command removes the currently configured value.

Parameter Description

import Configures the route-target to import EVPN routes.

export Configures the route-target to export EVPN routes.

both Configures the route-target to import and export EVPN routes.

auto Specifies automatic route filtering.



VXLAN with BGP EVPN | 97

Parameter Description

<AS-NUMBER:ID> Specifies the AS number. It can be a 1-byte or 4-byte value. If the
AS number is a 2-byte value, the administrative number is a 4-byte
value and if the AS number is 4-byte value, the administrative
number is a 2-byte value.

<IP-ADDRESS:ID> Specifies the IP address. It is a 4-byte value and the ID is 2 bytes.

Examples
Configuring Route Targets for EVPN VLAN:

switch(config-evpn)# vlan 10
switch(config-evpn-vlan-10)# route-target import 6800:1
switch(config-evpn-vlan-10)# route-target export 6800:1
switch(config-evpn)# vlan 20
switch(config-evpn-vlan-20)# route-target both 6900:1

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan Administrators or local user group members with execution rights
for this command.

route-target {evpn}
route-target {import | export | both} {auto | <AS-NUMBER:ID> | <IP-ADDRESS:ID>} evpn
no route-target {import | export | both} {auto | <AS-NUMBER:ID> | <IP-ADDRESS:ID>} evpn

Description
Configures the route target (RT) for EVPN VRF to control the import and export of VPN routes only to the
systems in the network for which routes are needed. The default value is NULL. Route targets have to
be manually configured by a user.

The no form of this command removes the RT in EVPN VRF.
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Parameter Description

import Imports the VRF routes that match the RT.

export Exports the RT in the VRF routes.

both Configures both import and export of routes for the VRF.

auto Specifies automatic route filtering.

<AS-NUMBER:ID> Specifies the AS number. It can be a 1-byte or 4-byte value. If the
AS number is a 2-byte value, the administrative number is a 4-byte
value and if the AS number is 4-byte value, the administrative
number is a 2-byte value.

<IP-ADDRESS:ID> Specifies the IP address. It is a 4-byte value and the ID is 2 bytes.

Examples
Configuring Route Targets for EVPN VRF:

switch(config-vrf)# route-target import 6800:1 evpn
switch(config-vrf)# route-target export 6800:1 evpn
switch(config-vrf)# route-target both 6800:1 evpn

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-vrf Administrators or local user group members with execution rights
for this command.

route-target (evpn vlan-aware-bundles)
route-target {import | export | both} {<AS-NUMBER:ID> | <IP-ADDRESS:ID>}
no route-target {import | export | both} {<AS-NUMBER:ID> | <IP-ADDRESS:ID>}

Description
Enables the import and export of EVPN routes only to the systems in the network for which routes are
needed.

The no form of this command removes this configuration.
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Parameter Description

import Configures the route-target to import EVPN routes.

export Configures the route-target to export EVPN routes.

both Configures the route-target to import and export EVPN routes.

<AS-NUMBER:ID> Specifies the AS number. It can be a 2-byte or 4-byte value. If the
AS number is a 2-byte value, the administrative number is a 4-
byte value and if the AS number is 4-byte value, the administrative
number is a 2-byte value.

<IP-ADDRESS:ID> Specifies the IP address. It is a 4-byte value and the ID is 2 bytes.

Usage
Route targets should be unique across all VLAN-based (VLANs) and VLAN-aware (bundles) service
instances. rt should be manually configured.

Examples
Configuring the import of route target 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# route-target import 6800:1

Removing the import of route target 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no route-target import 6800:1

Configuring the export of route target 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# route-target export 6800:1

Removing the export of route target 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no route-target export 6800:1

Configuring the import and export of route target 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# route-target both 6800:1

Removing the import and export of route target 6800:1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no route-target both 6800:1
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Command History

Release Modification

10.12 Command introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.

show evpn evi
show evpn evi

Description
Shows the information of EVPN instances.

Examples
Showing information for EVPN instances:

switch# show evpn evi

L2VNI : 100
Route Distinguisher : 10.10.10.1:10
VLAN : 10
Status : Up
RT Import : 1.1.1.1:1, 2.2.2.2:1, 3.3.3.3:1, 5:1
RT Export : 4.4.4.4:61, 1000:21
Local MACs : 30
Remote MACs : 945
Peer VTEPs : 8

L2VNI : 200
Route Distinguisher :
VLAN : 20
Status : Down, No RD
RT Import : 1.1.1.1:2, 2.2.2.2:2, 3.3.3.3:2, 4.4.4.4:2,

5.5.5.5:2, 5:2
RT Export : 4.4.4.4:62, 1000:22
Local MACs :
Remote MACs :
Peer VTEPs :

L2VNI : 300
Route Distinguisher : 10.10.10.1:30
VLAN : 30
Status : Up
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RT Import : 1.1.1.1:3, 2.2.2.2:3, 3.3.3.3:3, 5:3
RT Export : 4.4.4.4:63, 1000:23
Local MACs : 30
Remote MACs : 945
Peer VTEPs : 12

L3VNI : 1000
Route Distinguisher : 10.10.10.1:1000
VRF : vrf1000
Status : Up
RT Import : 1.1.1.1:4, 2.2.2.2:4, 3.3.3.3:4, 5:4
RT Export : 4.4.4.4:64, 1000:24
Local Type-5 Routes : 2
Remote Type-5 Routes : 3
Peer VTEPs : 6

switch# show evpn evi 1001001
L2VNI : 1001001
Route Distinguisher : 192.168.1.1:1001
VLAN : 1001
Status : up
RT Import : 65001:269436457
RT Export : 65001:269436457
Local MACs : 1
Remote MACs : 0
Peer VTEPs : 4

switch# show evpn mac-ip evi 1001001
Flags: Local(L), Remote(R), Sticky bit(S)
MAC IP Next-hop Seq-Num Flags
-----------------------------------------------------------------------
00:50:56:8d:44:13 0 L
00:50:56:8d:44:13 100.1.250.50 0 L
00:50:56:8d:44:13 1000:1:1:1::250:50
0 L
00:aa:bb:cc:11:01 100.1.1.1 1 L,S
00:aa:bb:cc:11:01 1000:1:1:1::1 1 L,S
00:aa:bb:cc:11:01 fe80:0:1::1 1 L,S

switch# show evpn mac-ip evi 1001001
Flags: Local(L), Remote(R), Sticky bit(S)
MAC IP Next-hop Seq-Num Flags
-----------------------------------------------------------------------
00:50:56:8d:44:13 0 L
00:50:56:8d:44:13 100.1.250.50 0 L
00:50:56:8d:44:13 1000:1:1:1::250:50
0 L
00:aa:bb:cc:11:01 100.1.1.1 1 L,S
00:aa:bb:cc:11:01 1000:1:1:1::1 1 L,S
00:aa:bb:cc:11:01 fe80:0:1::1 1 L,S
MACs : 2
Remote MACs : 0

switch# show evpn mac-ip evi 1001002
Flags: Local(L), Remote(R), Sticky bit(S)
MAC IP Next-hop Seq-Num
Flags
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----------------------------------------------------------------------------------
------------
00:50:56:8d:45:63 vxlan1(1920:1680:1:1::2) 0 R
00:50:56:8d:45:63 100.2.250.60 vxlan1(1920:1680:1:1::2) 0 R
00:50:56:8d:45:63 1000:2:1:1::250:60 vxlan1(1920:1680:1:1::2) 0 R
00:aa:bb:cc:11:01 100.2.1.1 0
L,S
00:aa:bb:cc:11:01 1000:2:1:1::1 0
L,S
00:aa:bb:cc:11:01 fe80:0:2::1 0
L,S
MACs : 2
Remote MACs : 1

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show evpn evi summary
show evpn evi summary

Description
Shows the summary information for EVPN instances.

Examples
Showing summary information for EVPN instances:

switch# show evpn evi summary

L2VNI VLAN Status
-------------------------------------
100 10 Up
200 20 Down, RT conflict
210 21 Up
220 22 Down, No RT
230 23 Down, No RT
240 24 Up
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250 25 Up
260 26 Up
270 27 Up
280 28 Up
290 29 Up
310 31 Up

L3VNI VRF Status
-------------------------------------
1000 vrf1000 Up
1001 vrf1001 Down, RT conflict
1002 vrf1002 Down, No RD
1004 vrf1003 Down, Administratively down
1005 vrf1003 Up

EVPN instances : 17
EVPN instances Up : 11

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show evpn evi <EVI-ID>
show evpn evi <EVI-ID>

Description
Shows the information for the particular EVPN instance.

Parameter Description

<EVI-ID> Specifies the EVPN instance ID.

Examples
Showing information for the particular EVPN instance:
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switch# show evpn evi 100
L2VNI : 100

Route Distinguisher : 10.10.10.1:10
VLAN : 10
Status : Up
RT Import : 1.1.1.1:1, 2.2.2.2:1, 3.3.3.3:1, 5:1
RT Export : 4.4.4.4:61, 1000:21
Local MACs : 30
Remote MACs : 945
Peer VTEPs : 8

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show evpn evi detail
show evpn evi detail

Description
Shows the detailed information for all EVPN instances.

Examples
Showing detailed information for EVPN instances:

switch# show evpn evi detail

L2VNI : 100
Route Distinguisher : 10.10.10.1:10
VLAN : 10
Status : Up
RT Import : 1.1.1.1:1, 2.2.2.2:1, 3.3.3.3:1, 5:1
RT Export : 4.4.4.4:61, 1000:21
Local MACs : 30
Remote MACs : 307
Peer VTEPs : 8

Peer VTEPs Remote MACs
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------------------------------------------------------
10.10.10.2 40
10.10.10.3 22
10.10.10.4 15
10.10.10.5 155
10.10.10.6 25
10.10.10.7 35
10.10.10.8 50
10.10.10.9 55

L2VNI : 200
Route Distinguisher :
VLAN : 20
Status : Down, No RD
RT Import : 1.1.1.1:2, 2.2.2.2:2, 3.3.3.3:2, 4.4.4.4:2,

5.5.5.5:2, 5:2
RT Export : 4.4.4.4:62, 1000:22
Local MACs :
Remote MACs :
Peer VTEPs :

Peer VTEPs Remote MACs
-------------------------------------------------------

L2VNI : 300
Route Distinguisher : 10.10.10.1:30
VLAN : 30
Status : Up
RT Import : 1.1.1.1:3, 2.2.2.2:3, 3.3.3.3:3, 5:3
RT Export : 4.4.4.4:63, 1000:23
Local MACs : 30
Remote MACs : 362
Peer VTEPs : 12

Peer VTEPs Remote MACs
------------------------------------------------------
10.10.10.2 60
10.10.10.3 12
10.10.10.4 13
10.10.10.5 15
10.10.10.6 15
10.10.10.7 35
10.10.10.8 53
10.10.10.9 45
10.10.10.10 11
10.10.10.11 12
10.10.10.12 35
10.10.10.13 56

L3VNI : 1000
Route Distinguisher : 10.10.10.1:1000
VRF : vrf1000
Status : Up
RT Import : 1.1.1.1:4, 2.2.2.2:4, 3.3.3.3:4, 5:4
RT Export : 4.4.4.4:64, 1000:24
Local Type-5 Routes : 2
Remote Type-5 Routes : 30
Peer VTEPs : 12

Peer VTEPs Remote Type-5 Routes
------------------------------------------------------
10.10.10.2 2
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10.10.10.3 1
10.10.10.4 1
10.10.10.5 1
10.10.10.6 1
10.10.10.7 3
10.10.10.8 5
10.10.10.9 4
10.10.10.10 1
10.10.10.11 3
10.10.10.12 3
10.10.10.13 5

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show evpn evi <EVI-ID> detail
show evpn evi <EVI-ID> detail

Description
Shows the detailed information for the particular EVPN instance.

Parameter Description

<EVI-ID> Specifies the EVPN instance ID.

Examples
Showing detailed information for the particular EVPN instance:

switch# show evpn evi 100 detail
L2VNI : 100

Route Distinguisher : 10.10.10.1:10
VLAN : 10
Status : Up
RT Import : 1.1.1.1:1, 2.2.2.2:1, 3.3.3.3:1, 5:1
RT Export : 4.4.4.4:61, 1000:21
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Local MACs : 30
Remote MACs : 397
Peer VTEPs : 8

Peer VTEPs Remote MACs
------------------------------------------------------
10.10.10.2 40
10.10.10.3 22
10.10.10.4 15
10.10.10.5 155
10.10.10.6 25
10.10.10.7 35
10.10.10.8 50
10.10.10.9 55

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show evpn mac-ip
show evpn mac-ip

Description
Show the information about the EVPN MAC-IP for the EVPN instances.

Examples
Showing information about the EVPN MAC-IP for the EVPN instances:

switch# show evpn mac-ip
Flags: Local(L), Remote(R)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------
100 14:50:56:96:76:56 vxlan1(11.1.1.3) 0 R
100 14:50:56:96:76:56 3.3.4.5 vxlan1(11.1.1.3) 0 R
100 14:50:56:96:76:56 3.3.5.5 vxlan1(11.1.1.3) 0 R
100 24:50:56:96:76:56 3.3.3.2 vxlan1(11.1.1.3) 1 R
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100 34:50:56:96:76:56 3.3.6.2 2 L
100 44:50:56:96:76:56 3.3.7.3 2 L
200 52:50:56:96:76:56 5.5.5.2 0 L

MACs : 5
Remote MACs : 2

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show evpn mac-ip evi
show evpn mac-ip evi <EVI-ID>

Description
Show the information about the EVPN MAC-IP for the particular EVPN instance.

Parameter Description

<EVI-ID> Specifies the EVPN instance ID.

Examples
Showing information about the EVPN MAC-IP for the particular EVPN instance:

switch# show evpn mac-ip evi 100
Flags: Local(L), Remote(R)

MAC IP Next-hop Seq-Num Flags
------------------------------------------------------------------
14:50:56:96:76:56 vxlan1(11.1.1.2) 0 R
14:50:56:96:76:56 3.3.4.5 vxlan1(11.1.1.3) 0 R
14:50:56:96:76:56 3.3.5.4 vxlan1(11.1.1.2) 0 R
24:50:56:96:76:56 3.3.3.2 vxlan1(11.1.1.3) 1 R
34:50:56:96:76:56 3.3.6.2 2 L
44:50:56:96:76:56 3.3.7.3 2 L
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MACs : 4
Remote MACs : 2

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show evpn vtep-neighbor
show evpn vtep-neighbor {all-vrfs | vrf <VRF-Name>}

Description
Shows the remote VTEPs MAC-IP binding. The state of the peer VTEP denotes whether VXLAN tunnel to
the VTEP is Up or Down.

Parameter Description

all-vrfs Display information for all VRFs.

vrf <vrf-name> Specify a VRF by VRF name (if no <VRF-NAME> is specified, the
default VRF is implied.

Examples
Showing EVPN VTEP neighbor information for all VRFs:

switch# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
------------------------------------------------------------------
2.2.2.2 1234 00:20:56:bd:27:bc VRF1234 Up
2.2.2.2 6789 00:20:56:bd:27:bc VRF6789 Up
3.3.3.3 1234 00:30:56:ef:aa:cc VRF1234 Down
4.4.4.4 6789 00:40:56:12:34:44 VRF6789 Up
5.5.5.5 6789 00:50:56:ab:11:ee VRF6789 Up

Showing EVPN VTEP neighbor information for the specified VRF name:
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switch# show evpn vtep-neighbor vrf VRF1234
VTEP-IP L3VNI MAC VRF State
-----------------------------------------------------------------
2.2.2.2 1234 00:20:56:bd:27:bc VRF1234 Up
3.3.3.3 1234 00:30:56:ef:aa:cc VRF1234 Down

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show running-config evpn
show running-config evpn

Description
Shows all EVPN configurations.

Examples
Showing all EVPN configurations:

switch# show running-config evpn
evpn

vlan 10
rd 6800:1
route-target import 6800:1
route-target export 6800:1

vlan 20
rd 6900:1
route-target import 6900:1
route-target export 6900:1

Command History

Release Modification

10.07 or earlier --
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Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

virtual-mac
virtual-mac <MAC-ADDR>
no virtual-mac <MAC-ADDR>

Description
Configures the virtual MAC address for EVPN.

The no form of this command removes the virtual MAC address configuration.

Parameter Description

<MAC-ADDR> Specifies the virtual MAC address.

Examples
Configuring virtual MAC address for EVPN:

switch(config)# virtual-mac ab:12:33:33:03:22

Removing the configuration of the virtual MAC address for EVPN:

switch(config)# no virtual-mac ab:12:33:33:03:22

For EVPN symmetric IRB to work, virtual-macmust be configured and it must be unique for all the VTEPs
involved in EVPN except for VSX nodes. In case of VSX VTEP (logical VTEP), the same virtual-macmust be
configured in both the VSX peers. For ease of troubleshooting, it is also recommended to configure the same
value of VSX system MAC in VSX VTEP (logical VTEP) peers.

Command History

Release Modification

10.07 or earlier --

Command Information



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 112

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config Administrators or local user group members with execution rights
for this command.

vlan
vlan <ID>
no vlan <ID>

Description
Specifies the VLAN ID and enters the VLAN context under EVPN.

The no form of this command removes this configuration.

Parameter Description

<ID> Specifies the VLAN ID. Range: 2 - 4040.

Examples

switch(config-evpn)# vlan 10
switch(config-evpn-vlan-10)#

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan Administrators or local user group members with execution rights
for this command.

vlan-aware-bundle
vlan-aware-bundle<BUNDLE-NAME>
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no vlan-aware-bundle<BUNDLE-NAME>

Description
Creates the VLAN aware bundle instance and enters the VLAN Aware Bundle context.

The no form of this command removes this configuration.

Parameter Description

<BUNDLE-NAME> Represents the VLAN Aware Bundle.

Usage
VLAN aware bundle and VLAN based service can coexist, but the same VLAN/VNI cannot be part of the
VLAN aware bundle and VLAN based service. The VLAN/VNI part of the VLAN aware bundle should be
part of the VLAN aware bundle on all vteps.

Examples
Creating the VLAN aware bundle instance bundle_1 and entering the VLAN Aware Bundle context.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)#

Removing the VLAN aware bundle instance bundle_1 and exiting the VLAN Aware Bundle context.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no vlan-aware-bundle bundle_1

Command History

Release Modification

10.12 Command introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.

vlan-ethernet-tag (evpn vlan-aware-bundles)
vlan-ethernet-tag <VLAN-ID> {ethernet tag}
no vlan-ethernet-tag <VLAN-ID> {ethernet tag}

Description
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Associates the Ethernet Tag ID value to VLANs of the VLAN aware bundles.

The no form of this command removes this configuration.

Parameter Description

<VLAN-ID> Specifies the VLAN to which the ethernet tag is configuring. Range:
1-4094.

{ethernet tag} Specifies the non-default ethernet tag for the VLAN. Range: 1-
16777215.

Usage
The Ethernet Tag ID value should be unique and associated to only one VLAN of the VLAN aware bundle.
The configuration of this command is not mandatory, but may be required for interoperability with
some third-party vendors.

Examples
Associating the Ethernet tag ID value for vlan aware bundle bundle_1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# vlan-ethernet-tag 10 20

Removing the Ethernet tag ID value for vlan aware bundle bundle_1.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no vlan-ethernet-tag 10 20

Command History

Release Modification

10.12 Command introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.

vlan <ID-RANGE>
vlan <ID-RANGE>
no vlan <ID-RANGE>

Description
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Specifies the list of VLANs that are part of the VLAN Aware Bundle.

The no form of this command removes this configuration.

Parameter Description

<ID-RANGE> Specifies the VLANS that are part of the bundle. Range: 1-4094.

Usage
If a VLAN is already part of VLAN based service, it cannot be configured under vlan-aware-bundle
service and vice versa.

A VLAN cannot be part of more than one EVPN VLAN aware bundles.

Examples
Creating the VLAN aware bundle instance bundle_1 and entering the VLAN Aware Bundle context for
vlan 5-10 and 15.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# vlan 5-10, 15

Removing the VLAN aware bundle instance bundle_1and exiting the VLAN Aware Bundle context for
vlan 5-10 and 15.

switch(config-evpn)# vlan-aware-bundle bundle_1
switch(config-evpn-vlan-aware-bundle-bundle_1)# no vlan 5-10, 15

Command History

Release Modification

10.12 Command introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8325
8360
8400
9300
10000

config-evpn-vlan-aware-bundle Administrators or local user group members with
execution rights for this command.



Chapter 5

EVPN VXLAN DCI

EVPN VXLAN DCI

EVPN VXLAN DCI solution is supported only on the 8325, 8360, 9300, and 10000 Switch Series.

EVPN VXLAN can be used as a technology to provide Data Center Interconnect (DCI) between two or
more data centers.

Using EVPN VXLAN for DCI provides the following advantages:

n Both layer 2 (L2) and layer 3 (L3) network connectivity between data centers can be provided over L3
WAN underlay.

n The underlay need not be aware of overlay VRFs, VLANs, or subnets within the data ceners.
n Loops are prevented between data centers.

DCI solution details
EVPN provides network mapping intelligence and enables the VTEPs to exchange endpoint reachability
information with each other. EVPN is used as the overlay control plane, which is a standards-based
protocol that carries both layer 2 and layer 3 information to optimize routing and switching decisions. It
uses MP-BGP for MAC and IP address endpoint distribution. VXLAN tunnels are established between
data centers that carry traffic between the endpoints.

Each data center has VTEPs that establish VXLAN tunnels to the other data centers. The underlay
network for the VXLAN tunnels can be an IP-based network—it would not have any intelligence of the
data centers, but provides reachability for the data centers by using routing protocols. VSX logical VTEP
would be used to provide VTEP high availability.

Following are the two solutions for deploying DCI using AOS-CX switches:

n L2 DCI over VXLAN (Figure 23): L2 DCI over VXLAN refers to the solution that uses only L2 VTEP
functionality.

Figure 23 L2 DCI over VXLAN
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n L3 DCI over VXLAN (Figure 24): L3 DCI over VXLAN refers to the solution that uses both L2 and L3
VTEP functionality. Traffic between data centers can reach other data centers over multiple underlay
links with Equal Cost Multi Pathing (ECMP) as shown in both Figure 23 and Figure 24.

Figure 24 L3 DCI over VXLAN

The following sections describe the various scenarios for VXLAN DCI solution:

n L2 DCI over VXLAN
n L3 DCI over VXLAN

L2 DCI over VXLAN
L2 DCI over VXLAN is deployed when another external router or firewall exists within each data center
outside the fabric to perform routing. The traffic within same VLAN is L2 switched by the VTEPs, but
inter-VLAN traffic is routed by the external router or firewall. The external router or firewall device could
connect to L2 VTEPs using 802.1Q trunking and VSX LAGs with LACP. VXLAN full mesh tunnels are
established between border leafs of different data centers.

Figure 25 shows an example of L2 DCI over VXLAN along with VRRP on AOS-CX switches. Each data
center has a border VSX L2 VTEP and a external VRRP router to provide overlay routing. The core router
is used for underlay routing over the WAN. If host (1.1.1.1) on VLAN 10 on DC-1 has traffic destined to
another host (1.1.1.20) on VLAN 10 but on DC-3, the traffic would get L2 switched on the tunnel which
connects DC-1 and DC-3. Similarly if a host (2.2.2.2) on VLAN 10 on DC-1 has traffic destined to another
host (1.1.1.10) on VLAN 20 in DC-2, the traffic would be sent on VXLAN tunnel after the VRRP router does
the L3 lookup of traffic in DC-1.

The VRRP solution supported here is active-standby. Only one VRRP router will be active from all three
data centers. If DC-1 has the VRRP Commander, any inter data center routed traffic is routed to the
VRRP commander in DC-1. Routing of traffic will not be local for DC-2 and DC-3.
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Figure 25 L2 DCI over VXLAN with VRRP router and external router or firewall device for underlay
connectivity

L3 DCI over VXLAN
L3 DCI over VXLAN can be deployed when distributed L3 gateways are required to provide both L2 and
L3 network connectivity across data centers. Anycast distributed L3 gateways utilize the same MAC or IP
address as default gateway. This way VMs do not need to resend ARP requests if the anycast distributed
L3 gateways move from one data center to another. ARP suppression can be enabled on anycast
distributed L3 gateways to minimize ARP broadcasts between VTEPs.

In this solution, all switches are VTEPs and additional racks of anycast distributed L3 gateways can be
deployed to expand the L3 DCI over VXLAN solution as shown in Figure 26. This leads to a full mesh of
tunnels between all VTEPs of both VXLAN fabrics. L2 VNI is used to bridge traffic between same subnet
or different VTEP while L3 VNI is used to route between different subnets or VTEPs.

Figure 26 L3 DCI over VXLAN (expanded)
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Figure 27 shows an example of L3 DCI over VXLAN. Each data center has a VSX logical VTEP and VLAN or
subnets to be stretched across the data center. The core router is used for underlay routing over the
WAN. VTEPs will have full mesh VXLAN tunnels across data centers.

If host (1.1.1.1) on VLAN 10 on DC-1 on VRF1 has traffic destined to another host (5.5.5.20) on VLAN 50
but on DC-3, the traffic would get routed on the tunnel which is connected to DC-3 over a L3VNI 10000.
The overlay route on the VRF1 would be pointing to a L3 VNI 10000 VXLAN tunnel.

Similarly, if the traffic on VLAN 20 on DC-1 on VRF2 has traffic destined to another host 4.4.4.10 on DC-2,
the overlay route on VRF2 would point to a tunnel with L3 VNI 20000.

If the same VLAN exists in multiple data centers, the same VNI would be used to provide L2 network
connectivity.

Figure 27 L3 DCI over VXLAN

Supported platforms
EVPN VXLAN DCI solution is supported only on the 8325, 8360, 9300, and 10000 Switch Series.

EVPN VXLAN DCI scale information
For information on VXLAN scale information, see 8325 Switch Series Data Sheet, 8360 Switch Series
Data Sheet, and 10000 Switch Series Data Sheet.

Supported RFCs and standards
The EVPN VXLAN DCI solutions use standards based protocols such as RFC 7348.

https://www.arubanetworks.com/assets/ds/DS_8325Series.pdf
https://www.arubanetworks.com/assets/ds/DS_8360Series.pdf
https://www.arubanetworks.com/assets/ds/DS_8360Series.pdf
https://www.arubanetworks.com/assets/ds/DS_10000Series.pdf
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Considerations and restrictions
The following considerations and best practices are recommended for EVPN VXLAN DCI:

n WAN MTU of 1600 bytes and above is recommended. An MTU of 9000 bytes is the ideal value.

The following restrictions are applicable for EVPN VXLAN DCI:

n Fragmentation and MTU discovery over VXLAN is not supported. Therefore, the WAN path between
VTEPs across data centers are expected to accommodate an increase in MTU of 50 bytes because of
VXLAN encapsulation.

Use cases
The following use cases provide examples of networks using EVPN VXLAN DCI configuration:

n Use case 1—L2 DCI over VXLAN
n Use case 2—L3 DCI over VXLAN
n Use case 3—dual-stack multi-fabric with L2 stretch

Use case 1—L2 DCI over VXLAN
In this use case, sample configurations, relevant verification commands for L2 DCI over VXLAN with
three data centers are shown. VSX L2 VTEPs in each data center provides L2 network connectivity for
servers and external routers. IBGPs with the same AS number are used in all data center VTEPs. The
underlay inside the data centers is OSPF, while between the data centers, the underlay is IBGP. An
underlay must exist between the border VTEPs to route the packets between the data centers.

External routers or firewalls act as gateways for services and applications in the data centers. This
release only supports VRRP routers. The VRRP packets will be synced across data centers using
VXLAN tunnels between the data centers. This solution does not support any other L3 gateway
protocols.

Figure 28 Use case 1—L2 DCI over VXLAN
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Configuration and verification details for the devices in this use case are provided in the following
sections:

n 1A
n 1B
n Verification of switches on DC-1
n 2A
n 2B
n Verification of switches on DC-2
n 3A
n 3B
n Verification of switches on DC-3

Configuration of switches on DC-1

1A

hostname 1A
!
!
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
evpn

vlan 1001
rd auto
route-target export 65500:1001
route-target import 65500:1001

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002

interface mgmt
no shutdown
ip dhcp

system interface-group 1 speed 10g
!interface group 1 contains ports 1/1/1-1/1/12

system interface-group 3 speed 10g
!interface group 3 contains ports 1/1/25-1/1/36

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 100 multi-chassis
no shutdown
description Gateway_Uplink
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast
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interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 3.3.3.1/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all

interface 1/1/1
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.11.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/4
no shutdown
mtu 9000
lag 2

interface 1/1/25
no shutdown
mtu 9000
lag 100

interface 1/1/26
no shutdown
mtu 9000
lag 100

interface 1/1/44
no shutdown
mtu 9000
lag 255

interface 1/1/47
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.101.3/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.101.33/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 100.100.101.3
vxlan-counters aggregate
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vsx

inter-switch-link lag 256
role primary
keepalive peer 3.3.3.2 source 3.3.3.1
vsx-sync evpn

!
!
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!
!
router ospf 1

router-id 100.100.101.33
bfd all-interfaces
area 0.0.0.0

router bgp 65500
bgp router-id 100.100.101.33
no bgp fast-external-fallover
neighbor 100.100.102.55 remote-as 65500
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 65500
neighbor 100.100.102.66 update-source loopback 1
neighbor 100.100.103.77 remote-as 65500
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 65500
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.102.55 activate
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 send-community both

exit-address-family
!
https-server vrf mgmt

1B

hostname 1B
!
!
!
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
evpn

vlan 1001
rd auto
route-target export 65500:1001
route-target import 65500:1001

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002

interface mgmt
no shutdown
ip dhcp

system interface-group 1 speed 10g
!interface group 1 contains ports 1/1/1-1/1/12

system interface-group 3 speed 10g
!interface group 3 contains ports 1/1/25-1/1/36

interface lag 2 multi-chassis
no shutdown
description Servers
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no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 100 multi-chassis
no shutdown
description Gateway_Uplink
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 3.3.3.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1 tag
vlan trunk allowed all

interface 1/1/1
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.11.6/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/4
no shutdown
mtu 9000
lag 2

interface 1/1/25
no shutdown
mtu 9000
lag 100

interface 1/1/26
no shutdown
mtu 9000
lag 100

interface 1/1/44
no shutdown
mtu 9000
lag 255

interface 1/1/47
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.101.3/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.101.44/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 100.100.101.3
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vxlan-counters aggregate
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vsx

inter-switch-link lag 256
role secondary
keepalive peer 3.3.3.1 source 3.3.3.2
vsx-sync evpn

!
!
!
!
!
router ospf 1

router-id 100.100.101.44
bfd all-interfaces
area 0.0.0.0

router bgp 65500
bgp router-id 100.100.101.44
no bgp fast-external-fallover
neighbor 100.100.102.55 remote-as 65500
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 65500
neighbor 100.100.102.66 update-source loopback 1
neighbor 100.100.103.77 remote-as 65500
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 65500
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.102.55 activate
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 send-community both

exit-address-family
!
https-server vrf mgmt

Verification of switches on DC-1

Verify VXLAN peers on 1A and 1B

1A#show interface vxlan vtep

Source Destination Origin Status VNI
Routing VLAN VRF
---------------- ---------------- ------------ --------------------- --------- ---
------ ----- ----------
100.100.101.3 100.100.102.5 evpn operational 1001
disabled 1001 --
100.100.101.3 100.100.102.5 evpn operational 1002
disabled 1002 --
100.100.101.3 100.100.103.7 evpn operational 1001
disabled 1001 --
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100.100.101.3 100.100.103.7 evpn operational 1002
disabled 1002 --

Verify BGP EVPN table with remote MAC entries on 1A and 1B

1A#show bgp l2vpn evpn
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 100.100.101.33

Network Nexthop Metric
LocPrf Weight Path

----------------------------------------------------------------------------------
-------------------------
Route Distinguisher: 100.100.102.5:1001 (L2VNI 1001)
*>i [2]:[0]:[0]:[00:12:01:00:00:01]:[] 100.100.102.5 0

100 0 ?
* i [2]:[0]:[0]:[00:12:01:00:00:01]:[] 100.100.102.5 0

100 0 ?
*>i [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 ?
* i [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 ?
*>i [2]:[0]:[0]:[00:12:01:00:00:03]:[] 100.100.102.5 0

100 0 ?
* i [2]:[0]:[0]:[00:12:01:00:00:03]:[] 100.100.102.5 0

100 0 ?

Route Distinguisher: 100.100.103.7:1001 (L2VNI 1001)
*>i [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 ?
* i [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 ?
*>i [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0

100 0 ?
* i [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0

100 0 ?
*>i [2]:[0]:[0]:[00:13:01:00:00:03]:[] 100.100.103.7 0

100 0 ?
* i [2]:[0]:[0]:[00:13:01:00:00:03]:[] 100.100.103.7 0

100 0 ?

Route Distinguisher: 100.100.102.5:1002 (L2VNI 1002)
*>i [2]:[0]:[0]:[00:12:01:00:00:10]:[] 100.100.102.5 0

100 0 ?
* i [2]:[0]:[0]:[00:12:01:00:00:10]:[] 100.100.102.5 0

100 0 ?
*>i [2]:[0]:[0]:[00:12:01:00:00:11]:[] 100.100.102.5 0

100 0 ?
* i [2]:[0]:[0]:[00:12:01:00:00:11]:[] 100.100.102.5 0

100 0 ?
*>i [2]:[0]:[0]:[00:12:01:00:00:12]:[] 100.100.102.5 0

100 0 ?
* i [2]:[0]:[0]:[00:12:01:00:00:12]:[] 100.100.102.5 0
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100 0 ?
!snip

Verify MAC table with remote MAC entries on 1A and 1B

1A#show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 26257

MAC Address VLAN Type Port
--------------------------------------------------------------
00:13:02:00:00:0f 1001 evpn vxlan1(100.100.103.7)
00:13:02:00:00:0e 1001 evpn vxlan1(100.100.103.7)
00:13:02:00:00:0d 1001 evpn vxlan1(100.100.103.7)
88:3a:30:fe:0f:00 1002 evpn vxlan1(100.100.103.7)
04:09:73:58:4b:00 1002 evpn vxlan1(100.100.102.5)
00:13:02:00:00:1e 1002 evpn vxlan1(100.100.103.7)
!snip

Configuration of switches on DC-2

2A

hostname 2A
!
!
!
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
evpn

vlan 1001
rd auto
route-target export 65500:1001
route-target import 65500:1001

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002

interface mgmt
no shutdown
ip dhcp

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 100 multi-chassis
no shutdown
no routing
description Gateway_Uplink
vlan trunk native 1
vlan trunk allowed 1001-1002
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lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 5.5.5.1/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all

interface 1/1/1
no shutdown
mtu 9000
lag 2

interface 1/1/2
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.12.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/3
no shutdown
mtu 9000
lag 100

interface 1/1/21
no shutdown
mtu 9000
lag 255

interface 1/1/23
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.102.5/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.102.55/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 100.100.102.5
vxlan-counters aggregate
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vsx

inter-switch-link lag 256
role primary
keepalive peer 5.5.5.2 source 5.5.5.1
vsx-sync evpn

!
!
!
!
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!
router ospf 1

router-id 100.100.102.55
bfd all-interfaces
area 0.0.0.0

router bgp 65500
bgp router-id 100.100.102.55
no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 65500
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 65500
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.103.77 remote-as 65500
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 65500
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 send-community both

exit-address-family
!
https-server vrf mgmt

2B

hostname 2B
!
!
!
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
evpn

vlan 1001
rd auto
route-target export 65500:1001
route-target import 65500:1001

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002

interface mgmt
no shutdown
ip dhcp

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast
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interface lag 100 multi-chassis
no shutdown
no routing
description Gateway_Uplink
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 5.5.5.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all

interface 1/1/1
no shutdown
mtu 9000
lag 2

interface 1/1/2
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.12.6/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/3
no shutdown
mtu 9000
lag 100

interface 1/1/21
no shutdown
mtu 9000
lag 255

interface 1/1/23
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.102.5/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.102.66/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 100.100.102.5
vxlan-counters aggregate
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vsx

inter-switch-link lag 256
role secondary
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keepalive peer 5.5.5.1 source 5.5.5.2
vsx-sync evpn

!
!
!
!
!
router ospf 1

router-id 100.100.102.66
bfd all-interfaces
area 0.0.0.0

router bgp 65500
bgp router-id 100.100.102.66
no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 65500
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 65500
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.103.77 remote-as 65500
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 65500
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 send-community both

exit-address-family
!
https-server vrf mgmt

Verification of switches on DC-2

Verify VXLAN peers on 2A and 2B

2A#show interface vxlan vtep
Source Destination Origin Status VNI
Routing VLAN VRF
---------------- ---------------- ------------ --------------------- --------- ---
------ ----- ----------
100.100.102.5 100.100.101.3 evpn operational 1001
disabled 1001 --
100.100.102.5 100.100.101.3 evpn operational 1002
disabled 1002 --
100.100.102.5 100.100.103.7 evpn operational 1001
disabled 1001 --
100.100.102.5 100.100.103.7 evpn operational 1002
disabled 1002 --

Verify BGP EVPN table with remote MAC entries on 2A and 2B

2A#show bgp l2vpn evpn
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete
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EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 100.100.102.55

Network Nexthop Metric
LocPrf Weight Path

----------------------------------------------------------------------------------
--------------------------
Route Distinguisher: 100.100.101.3:1001 (L2VNI 1001)
*>i [2]:[0]:[0]:[00:00:5e:00:01:01]:[] 100.100.101.3 0

100 0 ?
* i [2]:[0]:[0]:[00:00:5e:00:01:01]:[] 100.100.101.3 0

100 0 ?
*>i [2]:[0]:[0]:[00:00:5e:00:02:01]:[] 100.100.101.3 0

100 0 ?
* i [2]:[0]:[0]:[00:00:5e:00:02:01]:[] 100.100.101.3 0

100 0 ?

Route Distinguisher: 100.100.103.7:1001 (L2VNI 1001)
*>i [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 ?
* i [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 ?
*>i [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0

100 0 ?
* i [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0

100 0 ?
!snip

Verify MAC table with remote MAC entries on 2A and 2B

2A#show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 26257

MAC Address VLAN Type Port
--------------------------------------------------------------
88:3a:30:fe:0f:00 1001 evpn vxlan1(100.100.103.7)
04:09:73:58:4b:00 1001 evpn vxlan1(100.100.102.5)
00:50:56:85:62:a9 1001 evpn vxlan1(100.100.103.7)
00:13:02:00:00:0f 1001 evpn vxlan1(100.100.103.7)
88:3a:30:fe:0f:00 1002 evpn vxlan1(100.100.103.7)
04:09:73:58:4b:00 1002 evpn vxlan1(100.100.102.5)
00:13:02:00:00:1e 1002 evpn vxlan1(100.100.103.7)
!snip

Configuration of switches on DC-3

3A

hostname 3A
!
!
!
!
!
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ssh server vrf mgmt
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
evpn

vlan 1001
rd auto
route-target export 65500:1001
route-target import 65500:1001

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002

interface mgmt
no shutdown
ip dhcp

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 100 multi-chassis
no shutdown
description Gateway_Uplink
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
routing
ip mtu 9000
ip address 7.7.7.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
description VSX LAG
no routing
vlan trunk native 1
vlan trunk allowed all

interface 1/3/1
no shutdown
mtu 9000
lag 2

interface 1/3/3
no shutdown
mtu 9000
lag 100

interface 1/4/2
no shutdown
description WAN
mtu 9000
routing
ip mtu 9000
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ip address 192.168.13.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/4/45
no shutdown
mtu 9000
lag 255

interface 1/4/47
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.103.7/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.103.77/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 100.100.103.7
vxlan-counters aggregate
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vsx

inter-switch-link lag 256
role primary
keepalive peer 7.7.7.1 source 7.7.7.2
vsx-sync evpn

!
!
!
!
!
router ospf 1

router-id 100.100.103.77
bfd all-interfaces
redistribute bgp
area 0.0.0.0

router bgp 65500
bgp router-id 100.100.103.77
no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 65500
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 65500
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.102.55 remote-as 65500
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 65500
neighbor 100.100.102.66 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 send-community both
neighbor 100.100.102.55 activate
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 send-community both

exit-address-family
!
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https-server vrf mgmt

3B

hostname 3B
!
!
!
!
ssh server vrf mgmt
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
evpn

vlan 1001
rd auto
route-target export 65500:1001
route-target import 65500:1001

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 100 multi-chassis
no shutdown
description Gateway_Uplink
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
routing
ip mtu 9000
ip address 7.7.7.1/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
description VSX LAG
no routing
vlan trunk native 1
vlan trunk allowed all

interface 1/3/1
no shutdown
mtu 9000
lag 2

interface 1/3/2
no shutdown
description WAN
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mtu 9000
routing
ip mtu 9000
ip address 192.168.13.6/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/3/3
no shutdown
mtu 9000
lag 100

interface 1/4/45
no shutdown
mtu 9000
lag 255

interface 1/4/47
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.103.7/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.103.88/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 100.100.103.7
vxlan-counters aggregate
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vsx

inter-switch-link lag 256
role secondary
keepalive peer 7.7.7.2 source 7.7.7.1
vsx-sync evpn

!
!
!
!
!
router ospf 1

router-id 100.100.103.88
bfd all-interfaces
area 0.0.0.0

router bgp 65500
bgp router-id 100.100.103.88
no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 65500
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 65500
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.102.55 remote-as 65500
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 65500
neighbor 100.100.102.66 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 send-community both
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neighbor 100.100.102.55 activate
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 send-community both

exit-address-family
!
https-server vrf mgmt

Verification of switches on DC-3

Verify VXLAN peers on 3A and 3B

3A#show interface vxlan vtep
Source Destination Origin Status VNI
Routing VLAN VRF
---------------- ---------------- ------------ --------------------- --------- ---
------ ----- ----------
100.100.103.7 100.100.101.3 evpn operational 1001
disabled 1001 --
100.100.103.7 100.100.101.3 evpn operational 1002
disabled 1002 --
100.100.103.7 100.100.102.5 evpn operational 1001
disabled 1001 --
100.100.103.7 100.100.102.5 evpn operational 1002
disabled 1002 --

Verify BGP EVPN table with remote MAC entries on 3A and 3B

3A#show bgp l2vpn evpn
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 100.100.103.77

Network Nexthop Metric
LocPrf Weight Path

----------------------------------------------------------------------------------
--------------------------
Route Distinguisher: 100.100.101.3:1001 (L2VNI 1001)
*> [2]:[0]:[0]:[00:00:5e:00:01:01]:[] 100.100.101.3 0

100 0 ?
* [2]:[0]:[0]:[00:00:5e:00:01:01]:[] 100.100.101.3 0

100 0 ?
*>i [2]:[0]:[0]:[00:00:5e:00:02:01]:[] 100.100.101.3 0

100 0 ?
* i [2]:[0]:[0]:[00:00:5e:00:02:01]:[] 100.100.101.3 0

100 0 ?
*>i [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 ?
* i [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 ?
*>i [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0

100 0 ?
* i [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0
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100 0 ?

Route Distinguisher: 100.100.102.5:1001 (L2VNI 1001)
*> [2]:[0]:[0]:[00:12:01:00:00:01]:[] 100.100.102.5 0

100 0 ?
* [2]:[0]:[0]:[00:12:01:00:00:01]:[] 100.100.102.5 0

100 0 ?
*>i [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 ?
* i [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 ?
*>i [2]:[0]:[0]:[00:12:01:00:00:03]:[] 100.100.102.5 0

100 0 ?
!snip

Verify MAC table with remote MAC entries on 3A and 3B

3A#show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 26225

MAC Address VLAN Type Port
--------------------------------------------------------------
04:09:73:58:4b:00 1001 evpn vxlan1(100.100.102.5)
04:09:73:49:29:00 1001 evpn vxlan1(100.100.101.3)
00:50:56:85:25:ac 1001 evpn vxlan1(100.100.101.3)
00:12:02:00:00:0f 1001 evpn vxlan1(100.100.102.5)
00:12:02:00:00:0e 1001 evpn vxlan1(100.100.102.5)
00:12:02:00:00:0d 1001 evpn vxlan1(100.100.102.5)
00:13:01:00:00:97 1011 dynamic lag2
00:13:01:00:00:98 1011 dynamic lag2
!snip

Use case 2—L3 DCI over VXLAN
In this use case, sample configurations, relevant verification commands for L3 DCI over VXLAN with
three data centers are shown. Distributed L3 gateway VSX VTEPs in each data center provides L2 or L3
network connectivity for servers. This use case is based on Symmetric IRB deployment. The underlay
inside the data centers are running OSPF.
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Figure 29 Use case 2—L3 DCI over VXLAN

Configuration and verification details for the devices in this use case are provided in the following
sections:

n 1A
n 1B
n Verification of switches on DC-1
n 2A
n 2B
n Verification of switches on DC-2
n 3A
n 3B
n Verification of switches on DC-3

Configuration of switches on DC-1

1A

hostname 1A
vrf vrf1

rd 100.100.101.3:11001
route-target export 75501:1250 evpn
route-target import 75501:1250 evpn

!
ssh server vrf mgmt
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
virtual-mac 00:00:00:00:00:33
evpn

arp-suppression
vlan 1001
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rd auto
route-target export 65500:1001
route-target import 65500:1001
redistribute host-route

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002
redistribute host-route

vlan 10
rd auto
route-target export 65500:10
route-target import 65500:10
redistribute host-route

interface mgmt
no shutdown
ip dhcp

system interface-group 1 speed 10g
!interface group 1 contains ports 1/1/1-1/1/12

system interface-group 3 speed 10g
!interface group 3 contains ports 1/1/25-1/1/36

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 3.3.3.1/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all

interface 1/1/1
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.11.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/4
no shutdown
mtu 9000
lag 2

interface 1/1/44
no shutdown
mtu 9000
lag 255

interface 1/1/47
no shutdown
mtu 9000
lag 256
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interface 1/1/49
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.11.17/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface loopback 0
ip address 100.100.101.3/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.101.33/32
ip ospf 1 area 0.0.0.0

interface vlan 1001
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.1.0.13/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254

interface vlan 1002
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.2.0.13/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.2.0.254

interface vlan 10
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.10.0.13/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254

interface vxlan 1
source ip 100.100.101.3
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vni 11001

vrf vrf1
routing

vsx
inter-switch-link lag 256
role primary
keepalive peer 3.3.3.2 source 3.3.3.1
vsx-sync bgp evpn

!
!
!
!
!
router ospf 1

router-id 100.100.101.33
bfd all-interfaces
area 0.0.0.0

router bgp 75501
bgp router-id 100.100.101.33
no bgp fast-external-fallover
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neighbor 100.100.101.111 remote-as 65500
neighbor 100.100.101.111 update-source loopback 1
neighbor 100.100.102.55 remote-as 75502
neighbor 100.100.102.55 ebgp-multihop 3
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 75502
neighbor 100.100.102.66 ebgp-multihop 3
neighbor 100.100.102.66 update-source loopback 1
neighbor 100.100.103.77 remote-as 75503
neighbor 100.100.103.77 ebgp-multihop 3
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 75503
neighbor 100.100.103.88 ebgp-multihop 3
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.111 activate
neighbor 100.100.101.111 next-hop-unchanged
neighbor 100.100.101.111 send-community both
neighbor 100.100.102.55 activate
neighbor 100.100.102.55 next-hop-unchanged
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 next-hop-unchanged
neighbor 100.100.102.66 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 next-hop-unchanged
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 next-hop-unchanged
neighbor 100.100.103.88 send-community both

exit-address-family
!

vrf vrf1
address-family ipv4 unicast

redistribute connected
exit-address-family

!
https-server vrf mgmt

1B

hostname 1B
vrf vrf1

rd 100.100.101.3:11001
route-target export 75501:1250 evpn
route-target import 75501:1250 evpn

!
ssh server vrf mgmt
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
virtual-mac 00:00:00:00:00:33
evpn

arp-suppression
vlan 1001

rd auto
route-target export 65500:1001
route-target import 65500:1001
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redistribute host-route
vlan 1002

rd auto
route-target export 65500:1002
route-target import 65500:1002
redistribute host-route

vlan 20
rd auto
route-target export 65500:20
route-target import 65500:20
redistribute host-route

!
interface mgmt

no shutdown
ip dhcp

system interface-group 1 speed 10g
!interface group 1 contains ports 1/1/1-1/1/12

system interface-group 3 speed 10g
!interface group 3 contains ports 1/1/25-1/1/36

interface lag 2 multi-chassis
vsx-sync policies
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 3.3.3.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1 tag
vlan trunk allowed all

interface 1/1/1
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.11.6/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/4
no shutdown
mtu 9000
lag 2

interface 1/1/44
no shutdown
mtu 9000
lag 255

interface 1/1/47
no shutdown
mtu 9000
lag 256

interface 1/1/49
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no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.11.21/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface loopback 0
ip address 100.100.101.3/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.101.44/32
ip ospf 1 area 0.0.0.0

interface vlan 1001
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.1.0.14/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254

interface vlan 1002
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.2.0.14/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.2.0.254

interface vlan 20
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.20.0.13/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254

interface vxlan 1
source ip 100.100.101.3
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vni 11001

vrf vrf1
routing

vsx
inter-switch-link lag 256
role secondary
keepalive peer 3.3.3.1 source 3.3.3.2
vsx-sync bgp evpn

!
!
!
!
!
router ospf 1

router-id 100.100.101.44
bfd all-interfaces
area 0.0.0.0

router bgp 75501
bgp router-id 100.100.101.44
no bgp fast-external-fallover
neighbor 100.100.101.111 remote-as 65500
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neighbor 100.100.101.111 update-source loopback 1
neighbor 100.100.102.55 remote-as 75502
neighbor 100.100.102.55 ebgp-multihop 3
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 75502
neighbor 100.100.102.66 ebgp-multihop 3
neighbor 100.100.102.66 update-source loopback 1
neighbor 100.100.103.77 remote-as 75503
neighbor 100.100.103.77 ebgp-multihop 3
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 75503
neighbor 100.100.103.88 ebgp-multihop 3
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.111 activate
neighbor 100.100.101.111 next-hop-unchanged
neighbor 100.100.101.111 send-community both
neighbor 100.100.102.55 activate
neighbor 100.100.102.55 next-hop-unchanged
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 next-hop-unchanged
neighbor 100.100.102.66 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 next-hop-unchanged
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 next-hop-unchanged
neighbor 100.100.103.88 send-community both

exit-address-family
!

vrf vrf1
address-family ipv4 unicast

redistribute connected
exit-address-family

!
https-server vrf mgmt

Verification of switches on DC-1

Verify VXLAN peers on 1A and 1B

1A#show interface vxlan vtep
Source Destination Origin Status VNI
Routing VLAN VRF
---------------- ---------------- ------------ --------------------- --------- ---
------ ----- ----------
100.100.101.3 100.100.102.5 evpn operational 1001
disabled 1001 --
100.100.101.3 100.100.102.5 evpn operational 1002
disabled 1002 --
100.100.101.3 100.100.102.5 evpn operational 11001
enabled -- vrf1
100.100.101.3 100.100.103.7 evpn operational 1001
disabled 1001 --
100.100.101.3 100.100.103.7 evpn operational 1002
disabled 1002 --
100.100.101.3 100.100.103.7 evpn operational 11001
enabled -- vrf1

Verify BGP EVPN table with remote MAC/IP entries on 1A and 1B
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1A#show bgp l2vpn evpn
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 100.100.101.33

Network Nexthop Metric
LocPrf Weight Path

----------------------------------------------------------------------------------
--------------------------
Route Distinguisher: 100.100.102.5:1001 (L2VNI 1001)
* e [2]:[0]:[0]:[00:12:01:00:00:02]:[10.1.2.2] 100.100.102.5 0

100 0 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:02]:[10.1.2.2] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:02]:[10.1.2.2] 100.100.102.5 0

100 0 75503 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:02]:[10.1.2.2] 100.100.102.5 0

100 0 75503 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 75503 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:02]:[] 100.100.102.5 0

100 0 75503 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:03]:[10.1.2.3] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:03]:[10.1.2.3] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:03]:[10.1.2.3] 100.100.102.5 0

100 0 75503 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:03]:[10.1.2.3] 100.100.102.5 0

100 0 75503 75502 ?

Route Distinguisher: 100.100.103.7:1001 (L2VNI 1001)
* e [2]:[0]:[0]:[00:13:01:00:00:01]:[10.1.3.1] 100.100.103.7 0

100 0 75502 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:01]:[10.1.3.1] 100.100.103.7 0

100 0 75502 75503 ?
*>e [2]:[0]:[0]:[00:13:01:00:00:01]:[10.1.3.1] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:01]:[10.1.3.1] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 75502 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 75502 75503 ?
*>e [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:01]:[] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:02]:[10.1.3.2] 100.100.103.7 0

100 0 75502 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:02]:[10.1.3.2] 100.100.103.7 0

100 0 75502 75503 ?
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*>e [2]:[0]:[0]:[00:13:01:00:00:02]:[10.1.3.2] 100.100.103.7 0
100 0 75503 ?

* e [2]:[0]:[0]:[00:13:01:00:00:02]:[10.1.3.2] 100.100.103.7 0
100 0 75503 ?

* e [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0
100 0 75502 75503 ?

* e [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0
100 0 75502 75503 ?

*>e [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0
100 0 75503 ?

* e [2]:[0]:[0]:[00:13:01:00:00:02]:[] 100.100.103.7 0
100 0 75503 ?

!snip

Verify MAC table with remote MAC entries on 1A and 1B

1A#show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 25257

MAC Address VLAN Type Port
--------------------------------------------------------------
00:50:56:85:62:a9 1001 evpn vxlan1(100.100.103.7)
00:12:01:00:00:05 1001 evpn vxlan1(100.100.102.5)
00:12:01:00:00:04 1001 evpn vxlan1(100.100.102.5)
!snip

Verify ARP table with remote MAC/IP entries on 1A and 1B

1A#show arp all-vrfs
IPv4 Address MAC Port Physical Port State

VRF
----------------------------------------------------------------------------------
----------------------
10.1.3.11 00:13:01:00:00:0b vlan1001 vxlan1(100.100.103.7)
permanent vrf1
10.1.3.3 00:13:01:00:00:03 vlan1001 vxlan1(100.100.103.7)
permanent vrf1
10.1.2.9 00:12:01:00:00:09 vlan1001 vxlan1(100.100.102.5)
permanent vrf1
10.2.2.3 00:12:01:00:00:12 vlan1002 vxlan1(100.100.102.5)
permanent vrf1
!snip

Verify ARP table with nexthop entries on 1A and 1B

1A# sh ip ro vrf vrf1
Displaying ipv4 routes selected for forwarding
Origin Codes: C - connected, S - static, L - local

R - RIP, B - BGP, O - OSPF
Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN

IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: vrf1
Prefix Nexthop Interface VRF(egress) Origin/
Distance/ Age

Type
Metric
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----------------------------------------------------------------------------------
-----------------------
10.20.0.0/16 100.100.101.3 - - B/EV
[200/0] 02m:00w:01d

Configuration of switches on DC-2

2A

hostname 2A
vrf vrf1

rd 100.100.102.5:11001
route-target export 75501:1250 evpn
route-target import 75501:1250 evpn

!
ssh server vrf default
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
virtual-mac 00:00:00:00:00:55
evpn

arp-suppression
vlan 1001

rd auto
route-target export 65500:1001
route-target import 65500:1001
redistribute host-route

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002
redistribute host-route

!
interface mgmt

no shutdown
ip dhcp

interface lag 2 multi-chassis
vsx-sync policies
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 5.5.5.1/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all
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interface 1/1/1
no shutdown
mtu 9000
lag 2

interface 1/1/2
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.12.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/21
no shutdown
mtu 9000
lag 255

interface 1/1/23
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.102.5/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.102.55/32
ip ospf 1 area 0.0.0.0

interface vlan 1001
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.1.0.15/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254

interface vlan 1002
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.2.0.15/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.2.0.254

interface vxlan 1
source ip 100.100.102.5
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vni 11001

vrf vrf1
routing

vsx
inter-switch-link lag 256
role primary
keepalive peer 5.5.5.2 source 5.5.5.1
vsx-sync bgp evpn

!
router ospf 1

router-id 100.100.102.55
bfd all-interfaces
area 0.0.0.0

router bgp 75502
bgp router-id 100.100.102.55
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no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 75501
neighbor 100.100.101.33 ebgp-multihop 3
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 75501
neighbor 100.100.101.44 ebgp-multihop 3
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.103.77 remote-as 75503
neighbor 100.100.103.77 ebgp-multihop 3
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 75503
neighbor 100.100.103.88 ebgp-multihop 3
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 next-hop-unchanged
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 next-hop-unchanged
neighbor 100.100.101.44 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 next-hop-unchanged
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 next-hop-unchanged
neighbor 100.100.103.88 send-community both

exit-address-family
!

vrf vrf1
address-family ipv4 unicast

redistribute connected
exit-address-family

!
https-server vrf mgmt

2B

hostname 2B
vrf vrf1

rd 100.100.102.5:11001
route-target export 75501:1250 evpn
route-target import 75501:1250 evpn

!
ssh server vrf mgmt
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
virtual-mac 00:00:00:00:00:55
evpn

arp-suppression
vlan 1001

rd auto
route-target export 65500:1001
route-target import 65500:1001
redistribute host-route

vlan 1002
rd auto
route-target export 65500:1002
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route-target import 65500:1002
redistribute host-route

interface mgmt
no shutdown
ip dhcp

interface lag 2 multi-chassis
vsx-sync policies
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
ip mtu 9000
ip address 5.5.5.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all

interface 1/1/1
no shutdown
mtu 9000
lag 2

interface 1/1/2
no shutdown
description WAN
mtu 9000
ip mtu 9000
ip address 192.168.12.6/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/1/21
no shutdown
mtu 9000
lag 255

interface 1/1/23
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.102.5/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.102.66/32
ip ospf 1 area 0.0.0.0

interface vlan 1001
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.1.0.16/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254

interface vlan 1002
vsx-sync active-gateways
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vrf attach vrf1
ip mtu 9000
ip address 10.2.0.16/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.2.0.254

interface vxlan 1
source ip 100.100.102.5
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vni 11001

vrf vrf1
routing

vsx
inter-switch-link lag 256
role secondary
keepalive peer 5.5.5.1 source 5.5.5.2
vsx-sync bgp evpn

!
!
!
!
router ospf 1

router-id 100.100.102.66
bfd all-interfaces
area 0.0.0.0

router bgp 75502
bgp router-id 100.100.102.66
no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 75501
neighbor 100.100.101.33 ebgp-multihop 3
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 75501
neighbor 100.100.101.44 ebgp-multihop 3
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.103.77 remote-as 75503
neighbor 100.100.103.77 ebgp-multihop 3
neighbor 100.100.103.77 update-source loopback 1
neighbor 100.100.103.88 remote-as 75503
neighbor 100.100.103.88 ebgp-multihop 3
neighbor 100.100.103.88 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 next-hop-unchanged
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 next-hop-unchanged
neighbor 100.100.101.44 send-community both
neighbor 100.100.103.77 activate
neighbor 100.100.103.77 next-hop-unchanged
neighbor 100.100.103.77 send-community both
neighbor 100.100.103.88 activate
neighbor 100.100.103.88 next-hop-unchanged
neighbor 100.100.103.88 send-community both

exit-address-family
!

vrf vrf1
address-family ipv4 unicast

redistribute connected
exit-address-family
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!
https-server vrf mgmt

Verification of switches on DC-2

Verify VXLAN peers on 2A and 2B

2A#show interface vxlan vtep
Source Destination Origin Status VNI
Routing VLAN VRF
---------------- ---------------- ------------ --------------------- --------- ---
------ ----- ----------
100.100.102.5 100.100.101.3 evpn operational 1001
disabled 1001 --
100.100.102.5 100.100.101.3 evpn operational 1002
disabled 1002 --
100.100.102.5 100.100.101.3 evpn operational 11001
enabled -- vrf1
100.100.102.5 100.100.103.7 evpn operational 1001
disabled 1001 --
100.100.102.5 100.100.103.7 evpn operational 1002
disabled 1002 --
100.100.102.5 100.100.103.7 evpn operational 11001
enabled -- vrf1

Verify BGP EVPN table with remote MAC/IP entries on 2A and 2B

2A#show bgp l2vpn evpn
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 100.100.102.55

Network Nexthop Metric
LocPrf Weight Path

----------------------------------------------------------------------------------
--------------------------
Route Distinguisher: 100.100.101.3:1001 (L2VNI 1001)
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75501 ?
*>e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75503 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75503 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75501 ?
*>e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75503 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75503 75501 ?
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* e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0
100 0 75501 ?

*>e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0
100 0 75501 ?

* e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0
100 0 75503 75501 ?

* e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0
100 0 75503 75501 ?

* e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0
100 0 75501 ?

*>e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0
100 0 75501 ?

* e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0
100 0 75503 75501 ?

* e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0
100 0 75503 75501 ?

Route Distinguisher: 100.100.103.7:1002 (L2VNI 1002)
* e [2]:[0]:[0]:[00:13:01:00:00:10]:[10.2.3.1] 100.100.103.7 0

100 0 75501 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:10]:[10.2.3.1] 100.100.103.7 0

100 0 75501 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:10]:[10.2.3.1] 100.100.103.7 0

100 0 75503 ?
*>e [2]:[0]:[0]:[00:13:01:00:00:10]:[10.2.3.1] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:10]:[] 100.100.103.7 0

100 0 75501 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:10]:[] 100.100.103.7 0

100 0 75501 75503 ?
*>e [2]:[0]:[0]:[00:13:01:00:00:10]:[] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:10]:[] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:11]:[10.2.3.2] 100.100.103.7 0

100 0 75501 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:11]:[10.2.3.2] 100.100.103.7 0

100 0 75501 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:11]:[10.2.3.2] 100.100.103.7 0

100 0 75503 ?
*>e [2]:[0]:[0]:[00:13:01:00:00:11]:[10.2.3.2] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:11]:[] 100.100.103.7 0

100 0 75501 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:11]:[] 100.100.103.7 0

100 0 75501 75503 ?
*>e [2]:[0]:[0]:[00:13:01:00:00:11]:[] 100.100.103.7 0

100 0 75503 ?
* e [2]:[0]:[0]:[00:13:01:00:00:11]:[] 100.100.103.7 0

100 0 75503 ?
!snip

Verify MAC table with remote MAC entries on 2A and 2B

2A#show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 25254

MAC Address VLAN Type Port
--------------------------------------------------------------
00:50:56:85:62:a9 1001 evpn vxlan1(100.100.103.7)
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00:50:56:85:25:ac 1001 evpn vxlan1(100.100.101.3)
00:50:56:85:13:04 1001 evpn vxlan1(100.100.101.3)
00:13:02:00:00:12 1002 evpn vxlan1(100.100.103.7)
00:13:02:00:00:11 1002 evpn vxlan1(100.100.103.7)
!snip

Verify ARP table with remote MAC/IP entries on 2A and 2B

2A#show arp all-vrfs
IPv4 Address MAC Port Physical Port State

VRF
----------------------------------------------------------------------------------
------------------------
10.2.1.8 00:11:01:00:00:17 vlan1002 vxlan1(100.100.101.3)
permanent vrf1
10.2.1.111 00:11:02:00:00:1a vlan1002 vxlan1(100.100.101.3)
permanent vrf1
10.2.3.106 00:13:02:00:00:15 vlan1002 vxlan1(100.100.103.7)
permanent vrf1
10.1.1.5 00:11:01:00:00:05 vlan1001 vxlan1(100.100.101.3)
permanent vrf1
10.1.3.3 00:13:01:00:00:03 vlan1001 vxlan1(100.100.103.7)
permanent vrf1
!snip

Configuration of switches on DC-3

3A

hostname 3A
vrf vrf1

rd 100.100.103.7:11001
route-target export 75501:1250 evpn
route-target import 75501:1250 evpn

!
!
!
!
!
ssh server vrf default
!
vlan 1
vlan 3

vsx-sync
vlan 1001

vsx-sync
vlan 1002

vsx-sync
virtual-mac 00:00:00:00:00:77
evpn

arp-suppression
vlan 1001

rd auto
route-target export 65500:1001
route-target import 65500:1001
redistribute host-route

vlan 1002
rd auto
route-target export 65500:1002
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route-target import 65500:1002
redistribute host-route

!
interface mgmt

no shutdown
ip dhcp

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
routing
ip mtu 9000
ip address 7.7.7.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all

interface 1/3/1
no shutdown
mtu 9000
lag 2

interface 1/4/2
no shutdown
description WAN
mtu 9000
routing
ip mtu 9000
ip address 192.168.13.2/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/4/45
no shutdown
mtu 9000
lag 255

interface 1/4/47
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.103.7/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.103.77/32
ip ospf 1 area 0.0.0.0

interface vlan 1001
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.1.0.17/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254
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interface vlan 1002
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.2.0.17/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.2.0.254

interface vxlan 1
source ip 100.100.103.7
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vni 11001

vrf vrf1
routing

vsx
inter-switch-link lag 256
role primary
keepalive peer 7.7.7.1 source 7.7.7.2
vsx-sync bgp evpn

!
!
!
!
router ospf 1

router-id 100.100.103.77
bfd all-interfaces
redistribute bgp
area 0.0.0.0

router bgp 75503
bgp router-id 100.100.103.77
no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 75501
neighbor 100.100.101.33 ebgp-multihop 3
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 75501
neighbor 100.100.101.44 ebgp-multihop 3
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.102.55 remote-as 75502
neighbor 100.100.102.55 ebgp-multihop 3
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 75502
neighbor 100.100.102.66 ebgp-multihop 3
neighbor 100.100.102.66 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 next-hop-unchanged
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 next-hop-unchanged
neighbor 100.100.101.44 send-community both
neighbor 100.100.102.55 activate
neighbor 100.100.102.55 next-hop-unchanged
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 next-hop-unchanged
neighbor 100.100.102.66 send-community both

exit-address-family
!

vrf vrf1
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address-family ipv4 unicast
redistribute connected

exit-address-family
!
https-server vrf mgmt

3B

hostname 3B
vrf vrf1

rd 100.100.103.7:11001
route-target export 75501:1250 evpn
route-target import 75501:1250 evpn

!
ssh server vrf default
!
vlan 1
vlan 1001

vsx-sync
vlan 1002

vsx-sync
virtual-mac 00:00:00:00:00:77
evpn

arp-suppression
vlan 1001

rd auto
route-target export 65500:1001
route-target import 65500:1001
redistribute host-route

vlan 1002
rd auto
route-target export 65500:1002
route-target import 65500:1002
redistribute host-route

!
interface mgmt

no shutdown
ip dhcp

interface lag 2 multi-chassis
no shutdown
description Servers
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast

interface lag 255
no shutdown
description VSX Keepalive
routing
ip mtu 9000
ip address 7.7.7.1/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface lag 256
no shutdown
no routing
description VSX LAG
vlan trunk native 1
vlan trunk allowed all

interface 1/3/1
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no shutdown
mtu 9000
lag 2

interface 1/3/2
no shutdown
description WAN
mtu 9000
routing
ip mtu 9000
ip address 192.168.13.6/30
ip ospf 1 area 0.0.0.0
ip ospf network point-to-point

interface 1/4/45
no shutdown
mtu 9000
lag 255

interface 1/4/47
no shutdown
mtu 9000
lag 256

interface loopback 0
ip address 100.100.103.7/32
ip ospf 1 area 0.0.0.0

interface loopback 1
ip address 100.100.103.88/32
ip ospf 1 area 0.0.0.0

interface vlan 1001
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.1.0.18/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.1.0.254

interface vlan 1002
vsx-sync active-gateways
vrf attach vrf1
ip mtu 9000
ip address 10.2.0.18/16
active-gateway ip mac 00:00:00:dd:ee:ff
active-gateway ip 10.2.0.254

interface vxlan 1
source ip 100.100.103.7
no shutdown
vni 1001

vlan 1001
vni 1002

vlan 1002
vni 11001

vrf vrf1
routing

vsx
inter-switch-link lag 256
role secondary
keepalive peer 7.7.7.2 source 7.7.7.1
vsx-sync bgp evpn

!
!
!
router ospf 1

router-id 100.100.103.88
bfd all-interfaces
area 0.0.0.0
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router bgp 75503
bgp router-id 100.100.103.88
no bgp fast-external-fallover
neighbor 100.100.101.33 remote-as 75501
neighbor 100.100.101.33 ebgp-multihop 3
neighbor 100.100.101.33 update-source loopback 1
neighbor 100.100.101.44 remote-as 75501
neighbor 100.100.101.44 ebgp-multihop 3
neighbor 100.100.101.44 update-source loopback 1
neighbor 100.100.102.55 remote-as 75502
neighbor 100.100.102.55 ebgp-multihop 3
neighbor 100.100.102.55 update-source loopback 1
neighbor 100.100.102.66 remote-as 75502
neighbor 100.100.102.66 ebgp-multihop 3
neighbor 100.100.102.66 update-source loopback 1
address-family l2vpn evpn

neighbor 100.100.101.33 activate
neighbor 100.100.101.33 next-hop-unchanged
neighbor 100.100.101.33 send-community both
neighbor 100.100.101.44 activate
neighbor 100.100.101.44 next-hop-unchanged
neighbor 100.100.101.44 send-community both
neighbor 100.100.102.55 activate
neighbor 100.100.102.55 next-hop-unchanged
neighbor 100.100.102.55 send-community both
neighbor 100.100.102.66 activate
neighbor 100.100.102.66 next-hop-unchanged
neighbor 100.100.102.66 send-community both

exit-address-family
!

vrf vrf1
address-family ipv4 unicast

redistribute connected
exit-address-family

!
https-server vrf mgmt

Verification of switches on DC-3

Verify VXLAN peers on 3A and 3B

3A#show interface vxlan vtep
Source Destination Origin Status VNI
Routing VLAN VRF
---------------- ---------------- ------------ --------------------- --------- ---
------ ----- ----------
100.100.103.7 100.100.101.3 evpn operational 1001
disabled 1001 --
100.100.103.7 100.100.101.3 evpn operational 1002
disabled 1002 --
100.100.103.7 100.100.101.3 evpn operational 11001
enabled -- vrf1
100.100.103.7 100.100.102.5 evpn operational 1001
disabled 1001 --
100.100.103.7 100.100.102.5 evpn operational 1002
disabled 1002 --
100.100.103.7 100.100.102.5 evpn operational 11001
enabled -- vrf1

Verify BGP EVPN table with remote MAC/IP entries on 3A and 3B
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3A#show bgp l2vpn evpn
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 100.100.103.77

Route Distinguisher: 100.100.101.3:1001 (L2VNI 1001)
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75501 ?
*>e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[10.1.1.1] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75501 ?
*>e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:01]:[] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0

100 0 75501 ?
*>e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0

100 0 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:02]:[10.1.1.2] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0

100 0 75501 ?
*>e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0

100 0 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:02]:[] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:03]:[10.1.1.3] 100.100.101.3 0

100 0 75501 ?
*>e [2]:[0]:[0]:[00:11:01:00:00:03]:[10.1.1.3] 100.100.101.3 0

100 0 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:03]:[10.1.1.3] 100.100.101.3 0

100 0 75502 75501 ?
* e [2]:[0]:[0]:[00:11:01:00:00:03]:[10.1.1.3] 100.100.101.3 0

100 0 75502 75501 ?
!snip

Route Distinguisher: 100.100.102.5:1002 (L2VNI 1002)
* e [2]:[0]:[0]:[00:12:01:00:00:10]:[10.2.2.1] 100.100.102.5 0

100 0 75501 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:10]:[10.2.2.1] 100.100.102.5 0

100 0 75501 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:10]:[10.2.2.1] 100.100.102.5 0

100 0 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:10]:[10.2.2.1] 100.100.102.5 0
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100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:10]:[] 100.100.102.5 0

100 0 75501 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:10]:[] 100.100.102.5 0

100 0 75501 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:10]:[] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:10]:[] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:11]:[10.2.2.2] 100.100.102.5 0

100 0 75501 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:11]:[10.2.2.2] 100.100.102.5 0

100 0 75501 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:11]:[10.2.2.2] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:11]:[10.2.2.2] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:11]:[] 100.100.102.5 0

100 0 75501 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:11]:[] 100.100.102.5 0

100 0 75501 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:11]:[] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:11]:[] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:12]:[10.2.2.3] 100.100.102.5 0

100 0 75501 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:12]:[10.2.2.3] 100.100.102.5 0

100 0 75501 75502 ?
*>e [2]:[0]:[0]:[00:12:01:00:00:12]:[10.2.2.3] 100.100.102.5 0

100 0 75502 ?
* e [2]:[0]:[0]:[00:12:01:00:00:12]:[10.2.2.3] 100.100.102.5 0

100 0 75502 ?
!snip

Verify MAC table with remote MAC entries on 3A and 3B

3A#show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 25255

MAC Address VLAN Type Port
--------------------------------------------------------------
00:50:56:85:25:ac 1001 evpn vxlan1(100.100.101.3)
00:50:56:85:13:04 1001 evpn vxlan1(100.100.101.3)
00:12:01:00:00:05 1001 evpn vxlan1(100.100.102.5)
00:12:01:00:00:06 1001 evpn vxlan1(100.100.102.5)
!snip

Verify ARP table with remote MAC/IP entries on 3A and 3B

3A#show arp all-vrfs
IPv4 Address MAC Port Physical Port State

VRF
----------------------------------------------------------------------------------
------------------------
10.1.1.109 00:11:02:00:00:09 vlan1001 vxlan1(100.100.101.3)
permanent vrf1
10.1.2.6 00:12:01:00:00:06 vlan1001 vxlan1(100.100.102.5)
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permanent vrf1
10.2.2.5 00:12:01:00:00:14 vlan1002 vxlan1(100.100.102.5)
permanent vrf1
10.2.1.15 00:11:01:00:00:1e vlan1002 vxlan1(100.100.101.3)
permanent vrf1
!snip

FAQs

What is the recommended network latency between data centers?
The network latency is dependent on application latency requirements.

For example, the network might be able to support 100-200 ms network latency between data centers,
but applications between the data centers might not support this value.

Does the solution require EVPN control plane?
Yes, the DCI solution requires EVPN based control plane. The DCI solution does not support static
VXLAN.

Does the solution support multicast traffic over VXLAN?
Yes, see AOS-CX Multicast Guide for Multicast VXLAN configurations that you can add.

References
n AOS-CX EVPN VXLAN Guide
n AOS-CX Multicast Guide
n AOS-CX EVPN VXLAN Symmetric IRB Distributed L3 Gateways
n AOS-CX Switch Simulator

https://community.arubanetworks.com/blogs/dwan1/2020/07/30/aos-cx-vxlan-evpn-symmetric-irb-distributed-l3-gateways
https://community.arubanetworks.com/community-home?CommunityKey=aa40c287-728e-4827-b062-5eff4ed6410b


Chapter 6

EVPN VXLAN multi-fabric solution

EVPN VXLAN multi-fabric solution
This chapter describes the supported topologies and features of the EVPN VXLAN multi-fabric solution,
which extends the basic single-fabric EVPN VXLAN solution to support multi-fabric deployments.

This feature is not supported on 6200 Switch series.

A Data Center (DC) network can be divided into multiple fabrics due the following reasons:

n DCs are geographically distributed.
n Scale—There is a limit to the number of supported VTEPs per fabric. When VTEP scale increases, it is

recommended to split a single fabric into multiple fabrics.
n Simplified management of the network—A single DC can also be split into multiple fabrics based on

logical functions (for example, QA PoD (Point of Delivery)/fabric, Production PoD/fabric) for simplified
management.

n Security—DCs can be split into multiple fabrics with perimeter firewalls/security policies.

Multiple fabrics are interconnected by an IP network and 2 types of multi-fabrics are supported:

n L3 multi-fabric: Inter-fabric overlay traffic has to be routed while intra-fabric traffic can be bridged or
routed. In other words tenant IP subnets do not stretch beyond fabrics.

n L2 multi-fabric: At least one tenant subnet stretches across two or more fabrics. In DCs, tenant subnet
stretch across fabrics is a very critical requirement. Geographical redundancy and VM migration are
the common use cases demanding subnet stretch.

n Both L2 and L3 multi-fabric can be enabled at the same time; they are not mutually-exclusive.

The technology used in this solution is applicable to both DC and Campus networks.

For more details, refer to the resources listed in the References section.

Terminology

Acronym/
Term Definition

AF Address Family (ExIPv4, IPv6 or EVPN address families used in MP-BGP)

AG Active Gateway (anycast IP address used for default-gateway)

ASN Autonomous System Number (used in BGP)

Border VTEP VTEP acting as boundary for the fabric

Border leader Border VTEP hosting BGP sessions with other fabrics

DCI Data Center Interconnect

Table 2: Acronyms and terms used in this chapter
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Acronym/
Term Definition

eBGP External BGP

EVPN Ethernet Virtual Private Network

Fabric A set of VTEPs in the same fully-meshed VXLAN data plane with a single hop

iBGP Internal BGP

IRB Integrated Routing and Bridging (symmetric or asymmetric IRB used in VXLAN overlay)

ISL Inter Switch Link(link between VSX peers)

L2VNI Layer2 VXLAN Network Identifier (to extend L2 traffic)

L3VNI Layer3 VXLAN Network Identifier (to send routed traffic)

Local fabric Internal fabric (iBGP)

MP-BG Multi-Protocol Border Gateway Protocol

MP-BGP EVPN Refers to the EVPN AF in MP-BGP

NHS Next-Hop-Self

NHU Next-Hop-Unchanged

POD Point Of Delivery

Remote fabric External fabric (eBGP)

RT Refers to EVPN Route-Type or Type of Route(AOS-CX supports RT2, RT3, RT5)

SVI Switch Virtual Interface (VLAN L3 interface)

VNI VXLAN Network Identifier

VRF Virtual Routing and Forwarding

VSX Virtual Switching eXtension

VSX VTEP VTEP function hosted on a VSX cluster for dual-homing capability

VTEP VXLAN Tunnel End Point

VXLAN Virtual eXtensible LAN

EVPN VXLAN multi-fabric solution overview
This section provides a brief description of the single-hop single VXLAN fabric solution before discussing
the multi-fabric solution in greater detail.

As shown below, the terms campus zone, DC, and site are used interchangeably depending on the
environment.

Even though a single VTEP is shown in the diagrams below, VSX VTEPs for device redundancy should be
utilized where applicable.
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Single-hop single VXLAN fabric
Figure 30 Single-hop single VXLAN fabric across DCs/sites

The single-hop VXLAN solution with a single fabric provides the following:

n Full mesh of VXLAN tunnels between VTEPs within a VXLAN fabric
n A single VXLAN fabric with limited VTEP scale (128 VTEPs recommended)

EVPN VXLAN multi-fabric with single fabric per site
Figure 31 Multi-hop VXLAN with multiple fabrics across DCs/sites

The EVPN VXLAN multi-fabric solution with single fabric per site provides the following:

n Full mesh of VXLAN tunnels between VTEPs within a VXLAN fabric
n VTEPs between different fabrics avoid full mesh of tunnels and BGP peering between fabrics
n Border VTEPs establish VXLAN tunnels between fabrics. A full mesh is required between border

VTEPs.
n Border VTEPs provide tunnel-to-tunnel forwarding (intermediate VTEP hopping) for L2/L3 traffic

between fabrics and prevent loops between fabrics
n Multiple VXLAN fabrics across sites provide improved VTEP scale
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EVPN VXLAN multi-fabric with multiple fabrics per site
Figure 32 EVPN VXLAN multi-fabric with multiple fabrics per site - eBGP control plane

Figure 33 EVPN VXLAN multi-fabric with multiple fabrics per site - VXLAN data plane

In environments that require multiple fabrics per site (e.g. multiple pods in a DC), the EVPN
VXLAN multi-fabric solution with multiple fabrics per site provides the following:
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n Full mesh of VXLAN tunnels between VTEPs within a VXLAN fabric
n VTEPs between different fabrics avoid full mesh of tunnels and BGP peering between fabrics
n The concept of a border leader VTEP is introduced (1 per site), this border leader VTEP will eBGP peer

to all border VTEPs within the same site and also eBGP peer with border leaders in other sites as
shown in Figure 3
o 8325 can be deployed as border leader VTEP (e.g. Fabric1)
o 8325 or 8360 can be deployed as border VTEP (e.g. Fabric11)
o Any CX switch platform that supports EVPN VXLAN can be deployed as VTEPs within a fabric

n The border leader VTEP will also function as border VTEP for it's own fabric
n Border leader and border VTEPs automatically establish VXLAN tunnels with other border leader and

border VTEPs with the help of EVPN control plane. A full mesh of VXLAN tunnels is required between
them as shown in Figure 33.

n Border leader and border VTEPs provide tunnel-to-tunnel forwarding (intermediate VTEP hopping)
for L2/L3 traffic between fabrics and prevent loops between fabrics

n Multiple VXLAN fabrics provide improved VTEP scale to go beyond the limit of number VTEPs per
fabric.

Related features

L2 VXLAN—selective split-horizon enforcement

Figure 34 L2 split horizon in VXLAN

Default split-horizon behavior in VXLAN switches

By default, VXLAN networks require full-mesh connectivity between VTEPs. Consider the full mesh
single-fabric network shown in Figure 34 above. For example, Host H1 originates a BUM packet and one
copy of this packet reaches Switch S2 and Switch S3 over the direct VXLAN tunnel from Switch S1 on the
L2VNI corresponding to VLAN 10.  Now if Switch S2 and Switch S3 forward this packet on the same
L2VNI to Switch S3 and Switch S2 respectively, a loop is formed in the overlay. Therefore, VTEPs perform
split horizon and do not perform multi-fabric VXLAN bridging by default; VXLAN bridging between
VXLAN tunnels is prohibited.

The full mesh assumption is valid when it comes multi-hop VXLAN bridging between intra-fabric and
inter-fabric VXLAN tunnels. Here, split horizon enforcement should not be performed in order to deliver
BUM traffic from one fabric to another. Therefore, the border VTEP has to enforce split horizon
selectively as shown in Figure 35 below.
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Figure 35 Selective split horizon in border VTEPs

Such selective split horizon can be enforced (in supported platforms) with additional configurations.
This is achieved by associating by allowing traffic between intra-fabric and inter-fabric tunnels only. The
switch enforces split horizon when VXLAN bridging between tunnels belonging to the same broadcast
domain and disable split horizon enforcement across different broadcast domains. By associating all
intra-fabric tunnels to one broadcast domain and all inter-fabric tunnels to another, the desired
selective split horizon behavior is achieved.

Broadcast domain association is not per L2VNI, it is per VXLAN tunnel - the local and remote VTEP pair.

To change the default behavior, the command dyn-vxlan-tunnel-bridging-mode ibgp-ebgp is
available to disable split horizon between iBGP learned VXLAN tunnels and eBGP learned VXLAN
tunnels. This mandates the use of iBGP within a fabric and eBGP between fabrics.

EVPN route-map
The EVPN route map provides the following:

n Provides EVPN route filtering support for VXLAN deployments
n Allows a VTEP to apply an inbound or/and outbound route-map to a BGP peer under EVPN address-

family context
o Match conditions: IPv4/IPv6 address prefix-list, aspath-list, VNI (L2/L3)
o Set clauses: local-preference, as-path prepend/exclude, IP next-hop
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n Required when EVPN VXLAN multi-fabric is deployed to minimize the number of routes

Figure 36 shows an example with the objective and solution provided by the EVPN route map.

Figure 36 EVPN route map

Objective: Border VTEP2 should be preferred as outbound VTEP over Border VTEP1 for routes towards
AS#65100

Solutions:

n On VTEP2, set higher local-preference for EVPN routes learned from AS#65100 and lower local
preference on VTEP1 for AS#65100 routes.

n Set AS-path prepending on VTEP1 for EVPN routes learned from AS#65100.

EVPN next-hop-self
EVPN next-hop-self provides the ability to modify the next-hop VTEP IP address.

Figure 37 shows an example where VTEPs in AS#65001 use border leader VTEP (1.1.1.1/32) as the next-
hop VTEP IP address to establish VXLAN tunnels since the expectation is for VTEPs within a fabric not to
establish VXLAN tunnels with VTEPs in other fabrics.

Figure 37 EVPN next-hop-self
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EVPN VXLAN multi-fabric solution details
As shown below, campus zone/DC/site terminology are used interchangeably depending on the
environment.

Even though a single VTEP is shown in the diagrams below, VSX VTEPs for device redundancy should be
utilized where applicable.

EVPN route-map with a single fabric per site
Figure 38 EVPN route-map with a single fabric per site

n If single fabric per site is desired, the border VTEP at each site will configure eBGP peering and
outbound EVPN route map towards remote border VTEPs in other sites.

n The route map will match and allow EVPN routes/MACs from it's Local-AS (^$), this will prevent
unnecessary routes from being advertised out.

EVPN route-map with multiple fabrics per site
Figure 39 EVPN route-map with multiple fabrics per site

If multiple fabrics per site is desired:
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n The border leader VTEP at each site will eBGP peer and apply outbound EVPN route map towards
remote border leader VTEPs in remote sites
o Using Figure 2 as an example, border leader VTEP1 will have an outbound route-map towards

other border leader VTEPs in remote sites, match on AS#65011 and set next-hop IP to 1.1.1.11
(border VTEP of AS#65011 fabric) so that other remote border VTEPs are aware of the correct
next-hop IP to build the VXLAN tunnel and forward traffic

o Border leader VTEP1 will also have an entry in the outbound route-map towards other border
leader VTEPs in remote sites to match on it's Local-AS (^$) and set next-hop IP to 1.1.1.1 (border
VTEP of AS#65001 fabric) so that other remote border VTEPs are aware of the correct next-hop IP
to build the VXLAN tunnel and forward traffic while preventing unnecessary routes from being
advertised out

n The border leader VTEP at each site will eBGP peer and apply outbound EVPN route map towards
remote border VTEPs in the same site
o Using Figure 2 as an example, border leader VTEP1 will have an outbound route-map towards

other border VTEPs in the same site, match on AS#65012 and set next-hop IP to 1.1.1.12 (border
VTEP of AS#65012 fabric) so that border VTEPs in site1 are aware of the correct next-hop IP to
build the VXLAN tunnel and forward traffic

EVPN next-hop-self
Figure 40 EVPN next-hop-self within each fabric

n Within each fabric, the border VTEP will set EVPN next-hop-self towards other VTEPs.
n This will ensure VTEPs within a fabric will build VXLAN tunnels towards the border VTEPs and not to

VTEPs in other fabrics.
n It also replaces the router-mac extended community of EVPN routes with its own MAC.

L3 multi-fabric forwarding
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Figure 41 L3 multi-fabric forwarding for routed traffic

n This is applicable to both single fabric per site and multiple fabrics per site.
n Assuming EVPN control plane and VXLAN tunnels are active between all VTEPs, host routes are

advertised and learned.
n When Host1 (connected to VTEP1) sends traffic to Host2 (connected to VTEP4):

1. VTEP1 sees destination IP in VRF1 route table with next-hop IP of Border-VTEP2 via L3VNI of VRF1
VTEP1 encapsulates and forwards traffic into VXLAN tunnel with next-hop IP of Border-VTEP2

2. Border-VTEP2 sees destination IP in VRF route table with next-hop IP of Border-VTEP3 via L3VNI
of VRF1
Border-VTEP2 performs tunnel to tunnel forwarding with next-hop IP of Border-VTEP3

3. Border-VTEP3 sees destination IP in VRF route table with next-hop IP of VTEP4 via L3VNI of
VRF1Border-VTEP3 performs tunnel to tunnel forwarding with next-hop IP of VTEP4

4. VTEP4 sees destination IP in VRF route table with interface/port of directly connected host.VTEP4
performs VXLAN decapsulation and forwards traffic to Host2

n L3 EVPN VXLAN multi-fabric capability is only required on Border-VTEPs
n VTEP1 and VTEP4 could be VTEPs that do not support EVPN VXLAN multi-fabric

L2 multi-fabric forwarding
Figure 42 L2 multi-fabric forwarding for bridged traffic
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n This is applicable to both single fabric per site and multiple fabrics per site
n VXLAN split horizon is enabled by default for BUM traffic

o L2 tunnel to tunnel forwarding requires disabling VXLAN split-horizon between iBGP and eBGP
broadcast groups on Border-VTEPs

n Assuming EVPN control plane and VXLAN tunnels are established between all VTEPs, MAC addresses
are advertised and learned

n When Host1 connected to VTEP1 sends traffic to Host2 connected to VTEP4:
1. VTEP1 sees destination MAC in MAC table with next-hop IP of Border-VTEP2 via L2VNI

VTEP1 encapsulates and forwards traffic into VXLAN tunnel with next-hop IP of Border-VTEP2
2. Border VTEP2 sees destination MAC in MAC table with next-hop IP of Border VTEP3 via L2VNI

Border VTEP2 performs tunnel to tunnel forwarding with next-hop IP of Border VTEP3
3. Border VTEP3 sees destination MAC in MAC table with next-hop IP of VTEP4 via L2VNIBorder

VTEP3 performs tunnel to tunnel forwarding with next-hop IP of VTEP4
4. VTEP4 sees destination MAC in MAC table with interface/port of directly connected host.VTEP4

performs VXLAN decapsulation and forwards traffic to Host2
n L2 EVPN VXLAN multi-fabric capability is only required on Border VTEPs
n VTEP1 and VTEP4 could be VTEPs that do not support EVPN VXLAN multi-fabric

Supported platform
The EVPN VXLAN multi-fabric solution is supported only with the 8325 and 10000* Switch Series as a
border-leader VTEP.

Border VTEPs (but non-border-leaders) that support this solution include the 8325, 8360, 8400, and
10000 Switch Series.

Non-border VTEPS that support this solution include the 6300, 6400, 8325, 8360, 8400, and 10000 Switch
Series.

For the 10000 Switch series, a firewall policy is not supported when the switch is acting as a border-VTEP or
border-leader.

VXLAN-EVPN multi-fabric scale information
The following table provides scale information for the VXLAN-EVPN multi-fabric solution.

Border Leader VTEP

8325

HW profile Leaf

VTEPs per fabric (standalone or VSX logical VTEP pair) 64

Sites (Number of VSX border-leader VTEPs) 32

Fabrics across sites (Number of VSX border-VTEPs, VXLAN full-mesh) 32

Table 3: VXLAN-EVPN multi-fabric scale
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Border Leader VTEP

8325

L2 VNI 512

L3 VNI 16

Considerations and best practices
The following considerations and best practices are recommended for EVPN VXLAN multi-fabric
solution:

n When inbound or outbound route-maps are applied to a BGP neighbor under the l2vpn-evpn
address-family context, a clear bgp l2vpn evpn A.B.C.D hard reset should be performed for this
neighbor session to take effect.

n On a fabric-border VTEP having eBGP peers and iBGP peers, it is mandatory to configure next-hop-
self on the iBGP neighbors under the l2vpn-evpn address-family to change the next-hop for external
fabric EVPN routes.

n When next-hop-self is configured for a neighbor under l2vpn-evpn address-family context, a clear
bgp l2vpn evpn A.B.C.D hard reset should be performed for it to take effect.

n Route-Distinguisher are defined in two different parts: in EVPN VLAN configuration to set identity of
type-2 NLRI and in VRF configuration to set identity of type-5 NLRI.
o Route-Distinguisher in EVPN VLAN :In the EVPN configuration, it is recommended to use RD auto

for each VLAN. The auto configuration will set RD as VTEP_IP:VLAN_ID which is a good identifier
when troubleshooting (the VLAN-ID is automatically appended to the logical VTEP IP for each
VLAN).

o Route-Distinguisher in VRF:It is a best practice to have a different Route-Distinguisher per VRF,
and different Route-Distinguisher on each logical VTEP while having the same RD within a VSX
logical VTEP (same value on VSX primary and on VSX secondary) to optimize number of L3VNI
routes.

n Route-target are import/export filters used in EVPN and in VRF. For multi-fabric overlay
communication, it is required to defined a common route-target value for a given VLAN or a given
VRF in order to permit the export and import of the type-2 routes or type-5 routes for the
interconnected overlay networks. This common global route-target value is defined as the global-
scope. Other route-target values can remain local to the fabric and allow some specific local route
filtering. This are the local-scope values.
o Global scope (required)

l Not all VRFs might require a global scope. Some networks may not need a global scope. Most
of the time, a global scope route-target is defined on all local-fabric and remote-fabric VTEPs in
the scope of the intercommunication between fabrics.

l Per VRF, define one RT value used to import and export routes, identical on all VTEPs
associated to the given VRF, in all fabrics.
Example: route-target both 1:1 evpn in VRF1 and route-target both 1:2 evpnin VRF2.

l Per EVPN VLAN, define one RT value used to import and export routes, identical on all VTEPs
associated to the given VLAN that is extended between fabrics.
Example: route-target both 1:10 in VLAN10 and route-target both 1:20in VLAN20.
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o Local scope (optional)
l A local scope route-target may be defined on every VTEPs of the local fabric. only; set on all
local-fabric VTEPs in the scope of the VRF.

l VRF RT is defined for VRF.
l EVPN RT is defined for VLAN.

o The recommendation is to use both local scope and global scope for greater flexibility, and to use
global scope only when operational simplicity is the main objective.

n Underlay Loopbacks routing:
o It is recommended to include all VTEP loopbacks in the underlay default VRF routing, and not only

the loopback of border and of the local-fabric VTEP. This makes troubleshooting easier to ping
and traceroute from any VTEP of any fabric to any other VTEP from any other fabric. IP address of
loopback must not overlap.

o Local fabric loopback are learned in OSPF and redistributed in BGP through controlled OSPF-to-
BGP redistribution.

o Remote fabric loopback are learned from eBGP and redistributed in OSPF through controlled
BGP-to-OSPF redistribution.

o For more details about such controlled redistribution, refer to use-case example.
o To maintain alternate paths for loopback reachability during link failure between fabrics, it might

be recommended to guarantee the continuity of the BGP IPv4 AF underlay control-plane between
all fabric PEs, by establishing iBGP IPv4 AF underlay sessions between PE nodes of the same
fabric, same PE nodes that interconnect to other fabrics. In such a context of iBGP underlay
sessions, the routes redistributed from BGP into OSPF should have a higher Admin Distance (AD)
than iBGP in order to prevent routing loop in case of uplink failure ('distance external 210').

n In order to optimization of the total number of EVPN routes maintained on each VTEP, it is
recommended to:
o avoid redistribute local-SVI (since 10.09.0010, identical IP address for SVI and Active-Gateway is

supported).
o use same VRF Route-Distinguisher value on VSX Primary and VSX Secondary
o remove site-transit functionality for the fabric; i.e. the border-leader VTEP does not reflect to

remote sites the EVPN routes learned from other non-local fabrics.
o route aggregation helps with optimizing the routing table when possible.
o /32 host routes might not be required and can be filtered outbound or inbound with route-map

using IP prefix-list (deny of 32 mask length).
n Configuration normalization for L2VNI, L3VNI, and VRF

o For L3 VXLAN multi-fabric:
l Configure the same L3 VNI, VRF and EVPN Route-Targets (global scope) on all VTEPs in the data-
plane path

o For L2 VXLAN multi-fabric:
l Configure the same L2 VNI, EVPN Route-Targets (global scope) on all VTEPs in the data-plane
path.

l Same VLAN per L2VNI is also recommended for simplicity.
n Route-aggregation requires additional route maps with prefix-list applied on the border leader for

outbound:
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ip prefix-list sum seq 10 permit 10.2.20.0/24 ge 25 le 32
route-map to-borders deny seq 5

match ip address prefix-list sum
route-map to-borders permit seq 10

Perform summarization under the BGP-VRF context as well:

router bgp 65001
vrf VRF2

address-family ipv4 unicast
...
aggregate-address 10.2.20.0/24

exit-address-family

Restrictions
The following restrictions are applicable to EVPN VXLAN multi-fabric:

n There is no support for:
o L2/L3 multicast in the VXLAN overlay between fabrics
o VXLAN GBP between fabrics

n Only iBGP is supported within each fabric (one ASN per fabric).
n External-BGP (eBGP) must be used between fabrics.
n Only distributed L3 gateways (symmetric IRB) that support both L2/L3 connectivity or pure L2 VXLAN

is supported between fabrics.
n One border-VTEP must be deployed per fabric, and cannot be shared between fabrics.
n Only a single border-VTEP (standalone or VSX logical VTEP) can be deployed per fabric.
n The same L2VNI, L3VNI, and VRF must be used across fabrics if in the scope of the fabric.
n ARP suppression is supported for distributed L3 gateways, for suppression to occur, the SVI should

exist on the remote peer with active-gateway configured.
n Border VTEPs should not have any static VXLAN tunnels configured as disabling VXLAN split-horizon

between iBGP and eBGP-based VXLAN tunnels will also disable split-horizon on static VXLAN tunnels.
n The 8360 Switch Series is supported as a border VTEP but not as a border leader.
n When firewall functionality is enabled on the CX 10000 Switch Series, it cannot be used as a border or

as a border leader. If the firewall redirection is disabled, it can be used as a border or as a border
leader.

Use cases
The use cases in this section provide an overview of single fabric and multiple fabric
VXLAN configuration.

Use case—One fabric (1 ASN) per campus zone or DC or site
This use case is recommended for the majority of deployments.

Advantages:

n Increases VTEP scale beyond a single fabric.
n Supports tunnel-to-tunnel forwarding for both L2/L3 traffic between fabrics.



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 178

Figure 43 One fabric (1 ASN) per campus zone/DC/site use case

Use case—multiple pods/fabrics/ASNs within each campus
zone/DC/site
This use case is recommended for deployments that require multiple AS or pods within each campus
zone/DC/site to increase VTEP scale even further.

n Full mesh eBGP peering between campus zone/DC/site border VTEPs is avoided as a border leader is
used as a control plane liaison at each campus zone/DC/Site

n EVPN route-maps are required on border leaders to set the correct border VTEP next-hop IP to get
around the default eBGP behavior of setting the next-hop to self.
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Figure 44 Use case—multiple pods/fabrics/ASNs within each campus zone/DC/site

Use case 3—dual-stack multi-fabric with L2 stretch
In this use case, sample configurations, relevant verification commands for dual-stack multi-fabric with
L2 strech are shown. This use case is based on Symmetric IRB deployment. The underlay inside the data
centers are running OSPF.

Figure 45 Use case 3—Dual-stack multi-fabric with L2 stretch
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Configuration summary
This section provides a brief summary of key configuration features.

VXLAN tunnels bridging (data plane)
Key features include:

n This configuration is used for L2 connectivity across fabrics.
n It must be used/applied on border-VTEPs and border-leader-VTEPs.
n Guidelines for configuring route-maps on a border leader include:

o Keeping next-hop unchanged when forwarding the route from eBGP-to-eBGP peer: This can be
achieved by configuring a route-map which matches the AS number of the originating fabric and
explicitly setting the next-hop IP to the border VTEP of the originating AS.

o Manipulate the next-hop by configuring the outbound route-maps on the send side.

Sample configuration:

evpn
arp-suppression
nd-suppression
dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
vlan 10

rd auto
route-target export 1:10
route-target import 1:10

For a description of the dyn-vxlan-tunnel-bridging-mode command, see EVPN commands in this document.

EVPN next-hop-self plus route-map (control plane)
Key features include:

n next-hop-self is required on all borders for intra-fabric peering to iBGP RRs. Note that the RR
configuration on border-VTEPs is not supported.

n route-map is required on border-leader-VTEPs of sites featuring more than one fabric.

Sample configuration:

ip aspath-list fabric2 seq 10 permit _65002
ip aspath-list fabric3 seq 10 permit _65003$
ip aspath-list fabricid seq 10 permit _<ASN>$
!
route-map to-borders permit seq 10

match aspath-list fabric2
set ip next-hop <remote-vtep-ip-fabric2>

route-map to-borders permit seq 20
match aspath-list fabric3
set ip next-hop <remote-vtep-ip-fabric3>

route-map to-borders permit seq <n>
match aspath-list fabricid
set ip next-hop <remote-vtep-ip-fabricid>

route-map to-borders permit seq 1000
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!
router bgp 65001
…
address-family l2vpn evpn

neighbor borders route-map to-borders out
neighbor borders send-community both
neighbor spine-RR next-hop-self

For a description of the neighbor next-hop-self command, see BGP commands in the AOS-CX IP Routing
Guide.



Debugging and troubleshooting
The recommended multi-hop VXLAN troubleshooting flow is provided in the following figure. Additional
tips and guidance for each step are provided below.

Figure 46 Recommended EVPN VXLAN multi-fabric troubleshooting flow

The recommended L3 and L2 troubleshooting procedure includes the following sequence of steps:

Step 1: Check multi-hop VXLAN and EVPN route-maps are correctly configured.
Refer to configuration and demo sections for L3 and L2 multi-fabric and EVPN route-map sample
configurations. (LINK)

Step 2: Verify EVPN peers are up between expected VTEPs

n Check that the expected EVPN peers are established within the same AS and to other ASNs (if
expected).

8325-1# show bgp l2vpn evpn sum
VRF : default
BGP Summary
-----------
Local AS : 65001 BGP Router Identifier : 192.168.1.3
Peers : 6 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.1 65001 1075 896 04h:14m:38s Established Up
192.168.1.2 65001 1040 906 04h:14m:38s Established Up
192.168.2.8 65002 779 948 04h:14m:37s Established Up
192.168.3.1 65003 949 981 04h:14m:24s Established Up
192.168.4.1 65004 973 979 04h:14m:38s Established Up
192.168.4.2 65004 957 972 04h:14m:38s Established Up

n Also verify VNI/VLAN/VRF mappings between EVPN peers.

NOTE: EVI refers to the EVPN instance.
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Check on the border-VTEP that non-directly attached VLANs have L2VNI-VLAN entry in the EVPN configuration;
these VLANs must be extended between fabrics.

8325-2# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10011 11 Up
10020 20 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 5
EVPN instances Up : 5

NOTE: Important verification for L3VNI: Check binding between VTEP-IP and router-MAC.

8325-2# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.3.1 100001 02:00:00:00:06:00 VRF1 Up
192.168.10.5 100001 02:00:00:00:02:00 VRF1 Up
192.168.40.1 100002 02:00:00:00:07:00 VRF2 Up
192.168.40.1 100001 02:00:00:00:07:00 VRF1 Up
192.168.2.8 100002 02:00:00:00:05:00 VRF2 Up
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up
192.168.10.5 100002 02:00:00:00:02:00 VRF2 Up

NOTE: Important verification: Check that route-target values are set as expected, especially the L2VNI and L3VNI
requiring a global scope.

8325-2# sh evpn evi detail
L2VNI : 10010

Route Distinguisher : 192.168.10.3:10
VLAN : 10
Status : up
RT Import : 1:10, 65001:10
RT Export : 1:10, 65001:10
Local MACs : 10
Remote MACs : 23
Peer VTEPs : 3

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.10.5 8
192.168.2.8 7
192.168.40.1 8

L2VNI : 10011
Route Distinguisher : 192.168.10.3:11
VLAN : 11
Status : up
RT Import : 1:11, 65001:11
RT Export : 1:11, 65001:11



Local MACs : 7
Remote MACs : 4
Peer VTEPs : 1

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.3.1 4

L2VNI : 10020
Route Distinguisher : 192.168.10.3:20
VLAN : 20
Status : up
RT Import : 65001:20
RT Export : 65001:20
Local MACs : 4
Remote MACs : 5
Peer VTEPs : 1

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.10.5 5

L3VNI : 100001
Route Distinguisher : 192.168.1.4:1
VRF : VRF1
Status : up
RT Import : 1:1, 65001:1
RT Export : 1:1, 65001:1
Local Type-5 Routes : 6
Remote Type-5 Routes : 47
Peer VTEPs : 4

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.10.5 22
192.168.2.8 13
192.168.40.1 9
192.168.3.1 3

L3VNI : 100002
Route Distinguisher : 192.168.1.4:2
VRF : VRF2
Status : up
RT Import : 1:2, 65001:2
RT Export : 1:2, 65001:2
Local Type-5 Routes : 1
Remote Type-5 Routes : 14
Peer VTEPs : 4

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.10.5 5
192.168.2.8 5
192.168.40.1 4
192.168.3.1 0

Step 3: Verify VXLAN tunnels are up with expected next hop
VXLAN tunnels should be up for the desired VNIs with expected next-hop VTEP IP.
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NOTE: Check on the border VTEP to which non-directly-attached VLANs have L2VNI-VLAN mapping in the VXLAN
interface; check whether these VLANs must be extended between fabrics.

8325-1# show interface vxlan
Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.10.3

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.2.8 evpn
10010 disabled 10 -- 192.168.10.5 evpn
10010 disabled 10 -- 192.168.40.1 evpn
10011 disabled 11 -- 192.168.3.1 evpn
10020 disabled 20 -- 192.168.10.5 evpn
100001 enabled -- VRF1 192.168.2.8 evpn
100001 enabled -- VRF1 192.168.3.1 evpn
100001 enabled -- VRF1 192.168.10.5 evpn
100001 enabled -- VRF1 192.168.40.1 evpn
100002 enabled -- VRF2 192.168.2.8 evpn
100002 enabled -- VRF2 192.168.10.5 evpn
100002 enabled -- VRF2 192.168.40.1 evpn

Aggregate Statistics
--------------------
Decap:

8 input packets 1168 bytes
4053 broadcast packets 666916 bytes

0 drop packets
Encap:

47449 output packets 3929299 bytes
3839 BUM packets 356512 bytes

0 drop packets

8325-1# show interface vxlan vni vteps
VNI : 10010 VLAN : 10
Routing : disabled VRF : --
VNI-Status : operational
VTEPS
=====

Origin Source Destination VRF VTEP-STATUS
----------- ---------------- ---------------- ----------- ----------------
evpn 192.168.10.3 192.168.2.8 default operational
evpn 192.168.10.3 192.168.10.5 default operational
evpn 192.168.10.3 192.168.40.1 default operational

VNI : 10011 VLAN : 11
Routing : disabled VRF : --
VNI-Status : operational
VTEPS
=====

Origin Source Destination VRF VTEP-STATUS
----------- ---------------- ---------------- ----------- ----------------
evpn 192.168.10.3 192.168.3.1 default operational



VNI : 10020 VLAN : 20
Routing : disabled VRF : --
VNI-Status : operational
VTEPS
=====

Origin Source Destination VRF VTEP-STATUS
----------- ---------------- ---------------- ----------- ----------------
evpn 192.168.10.3 192.168.10.5 default operational

VNI : 100001 VLAN : --
Routing : enabled VRF : VRF1
VNI-Status : operational
VTEPS
=====

Origin Source Destination VRF VTEP-STATUS
----------- ---------------- ---------------- ----------- ----------------
evpn 192.168.10.3 192.168.2.8 default operational
evpn 192.168.10.3 192.168.3.1 default operational
evpn 192.168.10.3 192.168.10.5 default operational
evpn 192.168.10.3 192.168.40.1 default operational

8325-1# sh int vxlan vteps detail
Destination : 192.168.2.8
Source : 192.168.10.3
Origin : evpn
VRF : default
Status : operational
Nexthops
========

IP-ADDRESS INTERFACE NEXTHOP-MAC
--------------- ---------- --------------------
192.168.29.6 1/1/51 94:f1:28:1d:0f:00

Destination : 192.168.3.1
Source : 192.168.10.3
Origin : evpn
VRF : default
Status : operational
Nexthops
========

IP-ADDRESS INTERFACE NEXTHOP-MAC
--------------- ---------- --------------------
192.168.29.6 1/1/51 94:f1:28:1d:0f:00

Destination : 192.168.10.5
Source : 192.168.10.3
Origin : evpn
VRF : default
Status : operational
Nexthops
========

IP-ADDRESS INTERFACE NEXTHOP-MAC
--------------- ---------- --------------------
192.168.19.8 1/1/24 88:3a:30:93:bc:00
192.168.19.0 1/1/23 88:3a:30:93:ca:40

Destination : 192.168.40.1
Source : 192.168.10.3
Origin : evpn
VRF : default
Status : operational
Nexthops
========
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IP-ADDRESS INTERFACE NEXTHOP-MAC
--------------- ---------- --------------------
192.168.29.6 1/1/51 94:f1:28:1d:0f:00

Step 4: Verify destination host routes are in VRF routing table

n Applicable to L3 multi-fabric
n /32 host route should be seen with expected next-hop

8325-1# show ip route vrf VRF1
!snip
VRF: VRF1
Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric
--------------------------------------------------------------------------------------------
--
10.1.10.0/24 - vlan10 - C [0/0]
-
10.1.10.1/32 - vlan10 - L [0/0]
-
10.1.10.6/32 192.168.2.8 - - B/EV [200/0]
05h:00m:35s
10.1.10.13/32 192.168.10.5 - - B/EV [200/0]
00h:05m:22s
10.1.10.15/32 192.168.2.8 - - B/EV [200/0]
05h:00m:35s
10.1.10.18/32 192.168.40.1 - - B/EV [200/0]
00h:02m:30s
10.1.11.0/24 - vlan11 - C [0/0]
-
10.1.11.1/32 - vlan11 - L [0/0]
-
10.1.11.17/32 192.168.3.1 - - B/EV [200/0]
00h:00m:34s
10.1.12.0/24 192.168.10.5 - - B/EV [200/0]
05h:00m:36s
10.1.12.1/32 192.168.10.5 - - B/EV [200/0]
05h:00m:36s
10.1.12.14/32 192.168.10.5 - - B/EV [200/0]
00h:05m:19s
10.1.12.16/32 192.168.2.8 - - B/EV [200/0]
05h:00m:35s
192.168.11.3/32 - loopback12 - L [0/0]
-
192.168.11.5/32 192.168.10.5 - - B/EV [200/0]
05h:00m:36s
192.168.11.6/32 192.168.10.5 - - B/EV [200/0]
05h:00m:36s
192.168.11.103/32 - loopback11 - L [0/0]
-

n ARP table should also be populated with remote host information if the same VLANs/VNIs exist with
appropriate import route-target configuration.

8325-1# sh arp vrf VRF1

IPv4 Address MAC Port Physical Port State VRF



--------------------------------------------------------------------------------------------
--
10.1.10.15 00:50:56:8e:d7:96 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.1.10.6 88:3a:30:9a:7a:00 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.1.11.11 00:50:56:8e:4d:9c vlan11 lag1 reachable VRF1
10.1.10.50 00:50:56:8e:cf:69 vlan10 lag2 reachable VRF1
10.1.10.10 00:50:56:8e:61:91 vlan10 lag1 reachable VRF1
10.1.10.13 00:50:56:86:2d:79 vlan10 vxlan1(192.168.10.5) permanent VRF1
10.1.11.17 00:50:56:8e:92:44 vlan11 vxlan1(192.168.3.1) permanent VRF1
10.1.10.18 00:50:56:8e:4e:88 vlan10 vxlan1(192.168.40.1) permanent VRF1

Total Number Of ARP Entries Listed: 8.

Step 5: Verify destination MAC addresses are learned

n Applicable to L2 multi-fabric
n Destination MAC address should be seen with expected next-hop if the same VLANs/VNIs exist with

appropriate import route-target configuration.

8325-1# sh mac-add
MAC age-time : 300 seconds
Number of MAC addresses : 20

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.10.5)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.2.8)
54:80:28:fc:5c:00 10 dynamic lag256
00:50:56:8e:cf:69 10 dynamic lag2
00:50:56:8e:61:91 10 dynamic lag1
00:50:56:86:2d:79 10 evpn vxlan1(192.168.10.5)
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.40.1)
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.2.8)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.10.5)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.40.1)

n This is another method to verify MACs are learned across L2 VNIs.
o L flag refers to locally learned MAC
o R flag refers to remotely learned MAC
o S flag refers to sticky bit where MAC is not aging, corresponding to MAC not dynamically learned

through dataplane

8325-2# sh evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:8e:61:91 0 L
10010 00:50:56:8e:61:91 10.1.10.10 0 L
10010 00:50:56:8e:cf:69 0 L
10010 00:50:56:8e:cf:69 10.1.10.50 0 L

0 L
10010 00:50:56:8e:d7:96 vxlan1(192.168.2.8) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.2.8) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.2.8) 0 R,S
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10010 54:80:28:fc:5c:00 10.1.10.1 0 L,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.10.5) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.40.1) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.2.8) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.10.5) 0 R,S
10011 00:50:56:8e:4d:9c 0 L
10011 00:50:56:8e:4d:9c 10.1.11.11 0 L
10011 00:50:56:8e:92:44 vxlan1(192.168.3.1) 0 R
10011 00:50:56:8e:92:44 10.1.11.17 vxlan1(192.168.3.1) 0 R
10011 12:00:00:00:01:00 10.1.11.1 vxlan1(192.168.3.1) 0 R,S
10011 54:80:28:fc:5c:00 10.1.11.1 0 L,S
10011 b4:99:ba:54:8b:60 10.1.11.1 vxlan1(192.168.3.1) 0 R,S
10020 00:50:56:8e:32:e8 0 L
10020 00:50:56:8e:32:e8 10.2.20.20 0 L
10020 00:50:56:8e:6b:d8 vxlan1(192.168.10.5) 0 R
10020 00:50:56:8e:6b:d8 10.2.20.21 vxlan1(192.168.10.5) 0 R
10020 12:00:00:00:01:00 10.2.20.1 0 L,S
10020 54:80:28:fc:5c:00 10.2.20.3 0 L,S
10020 54:80:28:fd:f3:00 10.2.20.5 vxlan1(192.168.10.5) 0 R,S
10020 b8:d4:e7:da:28:00 10.2.20.4 vxlan1(192.168.10.5) 0 R,S

MACs : 20
Remote MACs : 12

Step 6: Verify hosts have L2/L3 connectivity across fabrics
Ping/traceroute between hosts and verify L2/L3 connectivity across fabrics.

n Mirror traffic and packet capture, if required.

mirror session 1
enable
destination interface 1/1/40
source interface 1/1/51 both
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Use-case example: EVPN VXLAN multi-fabric DCI – one ASN
per fabric
The following solution example is provided to help the deployment of the EVPN VXLAN multi-fabric for
DCI (DataCenter Interconnect) with detailed step-by-step configuration of all the nodes for all the
fabrics.

The objective of the solution it to allow L2 VLAN extension between fabrics and between multiple sites,
as well as routed traffic per tenant VRF with distributed L3 gateway model (Symmetric IRB).

The example contains all details for single-fabric as well. The configuration is based on the AOS-CX 10.09
release.

Topology
The topology proposed here could serve as an example for a real deployment:

n 3 sites: Site1, Site2, Site3
n 4 fabrics or PODs: Fabric1 (POD1), Fabric2 (POD2), Fabric3 (POD3), Fabric4 (POD4)
n Fabric1 and Fabric2 are located in Site1.
n Fabric3 is located in Site2.
n Fabric4 is located in Site3.

All site inter-connectivity circuits are not necessarily connected on fabric borders as connectivity is
determined by constraints such as fiber availability, available ports, and existing intermediate
aggregation nodes. In the following example spine nodes are used to achieve inter-connectivity to other
sites for illustrative purposes. Other deployments with site inter-connectivity circuits between borders
are also supported and are simpler.

Solution objectives: multi-sites + multi-fabric VXLAN
In the topology in Figure 47, VXLAN overlay tunnels should operate between all fabrics:

Figure 47 Multi-site multi-fabric overview

In each fabric there is at least one border-gateway.
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n Fabric1 features 2 spines (S1, S2) and 2 leaves (VTEP1, VTEP2), VTEP1 being the fabric border.
n Fabric2 features 2 spines (S3, S4), and 3 leaves (VTEP3, VTEP4, VTEP5), VTEP5 being the fabric border.
n Fabric3 features only one VTEP node: VTEP6 being also the fabric border
n Fabric4 features 2 leaves (VTEP7, VTEP8), VTEP7 being the fabric border. Fabric4 has no spine.

Figure 48 Multi-site multi-fabric leaf-spine example

Site inter-connectivity
Figure 49 represents the physical links between sites:

Figure 49 Physical site inter-connectivity

VXLAN tunnels and control-plane overview
The following drawings illustrate the VXLAN data-plane, the MP-BGP EVPN peering, and the underlay
routing for loopback interfaces.
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VXLAN data-plane
Below is the symbolic view of VXLAN tunnels inside a fabric (in orange color) and between fabrics (in
blue).

Please note that the overlay traffic between Fabric2 and Fabric3 goes directly over the VXLAN tunnel
between Border VTEP5 and Border VTEP6. Likewise between Border VTEP5 and Border VTEP7.

Per design, Border VTEP1 does not act as an intermediate transit VTEP node for the overlay data-path
between Fabric2 and Fabric3.

Figure 50 VXLAN tunnels inside and in-between fabrics

For inter-site or inter-fabric overlay traffic, there are always 3 VXLAN tunnels in the data-path:

n one intra-fabric VXLAN tunnel (in orange color in the figure) from the leaf VTEP to the border VTEP
inside the same fabric

n one inter-fabric VXLAN tunnel (in blue color in the figure) between border VTEPs of different fabrics
n one intra-fabric VXLAN tunnel in orange color in the figure) from the border VTEP to the leaf VTEP

inside the same fabric.

In Figure 51, you can see an example of overlay traffic between 2 servers, one in Fabric2 and the other
in Fabric4:
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Figure 51 Example overlay traffic between two servers

There is no VXLAN tunnel between leaf VTEPs of different fabrics, which is on purpose in order to achieve high
scalability in multi-fabric deployment.

EVPN control-plane and MP-BGP EVPN iBGP/eBGP sessions
There are multiple MP-BGP EVPN sessions:

n Intra-fabric leaf/spine internal-BGP sessions between loopback interfaces
n Intra-site fabric-border to site-border-leader external-BGP sessions between loopback interfaces with

ebgp-multihop setting
n Inter-site border-leader to border-leader external-BGP sessions between loopback interfaces with

ebgp-multihop setting

One of the benefits of this solution is that there is no need for inter-site fabric-border to fabric-border-leader
peering or inter-site fabric-border to fabric-border peering. The eBGP EVPN peering between sites is only
required between site-border-leaders; which significantly reduces the configuration and maintenance.

There are no intra-VSX-cluster iBGP EVPN sessions between the primary and secondary nodes of the same VSX
cluster as each node is a route-reflector client of spine route-reflectors.
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Figure 52 Multiple MP-BGP EVPN sessions

n Spine S1 and S2 are route-reflectors for Fabric1, S3 and S4 are route-reflectors for Fabric2.
n There are 4 eBGP sessions between VSX border-leader VTEP1 and VSX border-leader VTEP7: 2

from/to VSX primary node and 2 from/to VSX secondary node.
n There are 2 eBGP sessions between VSX border-leader VTEP1 and border-leader VTEP6: 1 session per

VSX node.
n There are 2 eBGP sessions between VSX border-leader VTEP1 and border VTEP5: 1 session per VSX

node.

All these eBGP EVPN sessions, as established between loopback interfaces, are set with ebgp-multihop
value that is high enough to allow peering over multiple intermediate L3 nodes. The stability of these
sessions relies entirely on the underlay routing of loopback interfaces.

eBGP IPv4 underlay routing of loopback interfaces
It is required to have a very reliable routing design for loopback interfaces. Indeed, EVPN control-plane
relies on the reachability of loopback interfaces, and any network failure such as a link failure or node
failure should not impact the MP-BGP EVPN sessions. In the proposed example, Figure 53 shows the
IPv4 address-family sessions that are configured:
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Figure 53 eBGP IPv4 sessions

As the Spine is a route-reflector only for the EVPN address-family, depending on the targeted failure scenarios, it
might be recommended to also configure an iBGP IPv4 address-family session between VSX Primary and VSX
Secondary for loopback interface routing. In the present example this part is not covered.

EVPN VTEP next-hop
In order to established the VXLAN tunnels between the proper nodes inside and between fabrics, there
are some specific configuration requirements. The objective for next-hop is shown below:

Figure 54 EVPN VTEP next-hop objective

n VTEP1 should receive AS2-sourced EVPN routes with VTEP5 as the Next-Hop and it should not be
VTEP3 or VTEP4, which are regular leaf-VTEPs inside Fabric2.
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n VTEP3 or VTEP4 should receive AS1-sourced EVPN routes with VTEP5 as the Next-Hop and it should
not be VTEP1 or VTEP2 which are outside the Fabric2.

n VTEP6 should receive AS2-sourced EVPN routes with VTEP5 as the Next-Hop and it should not be
VTEP1, which is the site1-border-leader advertizing the EVPN routes to site2-border-leader-VTEP6.

n VTEP5 should receive AS3-sourced EVPN routes with VTEP6 as the Next-Hop and it should not be
VTEP1, which is the site1-border-leader advertizing the EVPN routes to site1-border-VTEP5.

n VTEP6 should receive AS1-sourced EVPN routes with VTEP1 as the Next-Hop and it should not be
VTEP2, which is the regular leaf-VTEP inside Fabric1.

In order to get the right VTEP Next-Hop, there are 3 aspects to consider:

1. iBGP next-hop-self: this is used for VTEP3 and VTEP4 to get the right next-hop VTEP5 to exit the
Fabric2. Similarly, for VTEP2 to get VTEP1 as next-hop for any desalination outside Fabric1. This
command is set on the border-VTEP to route-reflector peering.

2. eBGP standard next-hop modification: when a route is learned from iBGP and advertised to
eBGP peer, the next-hop is automatically changed with the BGP speaker IP. Similarly when a
route is received from one AS and advertised to an other external AS. This nominal mechanism
will ensure that VTEP1 receive routes originated from VTEP3 and VTEP4 with next-hop being
VTEP5.

3. Outbound route-map with next-hop-ip reset: due to previous point -2-, VTEP5 would receive
AS4-sourced EVPN routes with VTEP1 as the next-hop. However, a direct VXLAN tunnel is desired
for overlay traffic between Fabric2 and Fabric4, so the next-hop must be VTEP7. Outbound route-
map is configured on VTEP1 to reset the next-hop IP address advertised to VTEP5 for routes
sourced from Fabric4. Similar outbound route-maps are applied on peering between VTEP1 and
Site2/Site3.

These actions are highlighted on the current topology with numbered circles (1 for iBGP next-hop-self,
and 3 for route-map). Point 2 is not highlighted as this is the standard BGP next-hop modification for
routes crossing an autonomous-number routing domain.

Figure 55 EVPN VTEP next-hop setting (methods highlighted)
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Each site has also a route-map to prevent advertizing routes learned from an other site to a third site, i.e. the site-
transit standard function is removed by implementing filtering in the outbound route-map. This is described later
in this document.

Detailed topology
This section presents the topology details of switch models, loopback, ASN, connectivity, EVPN networks
and hosts.

It is not recommended to deploy spines nodes with the 6300 Switch platform. This platform is used in Fabric1 in
this example as an exception for documentation constraints, and configuration is anyhow similar to the other
qualified spines such as the 8400.

Figure 56 Topology, Autonomous-Numbers, switch models, circuits, VTEP ID
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Figure 57 all BGP sessions over the topology

Figure 58 VXLAN Tunnels
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Figure 59 Tenant VRFs, networks and extended VLANS

Each of the 4 VRFs have one or multiple subnets, local to a site or extended among multiple sites. For
instance,

n VLAN 10 is extended among Fabric1 and Fabric2 of Site1 and Fabric4 of Site3
n VLAN 11 is extended between Fabric1 and Fabric3
n VLAN 12 is extended between Fabric1 and Fabric2.

Figure 60 Inter-connectivity subnets, hosts details (IP/MAC)

Site1 Fabric1 configuration

Overlay hosts can be IPv6 as of AOS-CX 10.12. Examples in this section show IPv4.

Here are the configuration steps for Fabric1 in the following order:
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1. Spines configuration:

Step 1 - OSPF routing

Step 2 - Routed ports to Fabric1 leaf-VTEPs and Loopback

Step 3 - BGP routing
2. Leaves configuration:

Step 4 - Leaf1-A VSX primary VTEP1 configuration

Step 5 - Leaf1-B VSX Secondary VTEP1 configuration

Step 6 - Leaf2 VSX VTEP2 configuration

Step 7 - Leaf2 VSX VTEP2 - additional configuration for multi-fabric
3. Incremental configuration for leaf1 VTEP acting as border VTEP:

Step 8 - Leaf1-A VSX Primary VTEP1 border configuration

Step 9 - Leaf1-B VSX secondary VTEP1 border configuration

This part is intentionally described as an incremental step in order to start first with single fabric
deployment, and then add multi-fabric adjustment, with an objective of gradual complexity.

Fabric1 spines configuration

Figure 61 Fabric1 spines configuration

Step 1 - OSPF routing

Controlled redistribution of loopback interfaces between OSPF and BGP is based on OSPF tagging of
looback interfaces, so that only local-fabric tagged interfaces are advertized in BGP. Tag value 1000 is
used for this purpose in this example.

Spine S1 - OSPF
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max-metric router-lsa include-stub on-startup is added as a mandatory requirement for this use
case. For a VSX node acting as both Border-vtep and RR, it is recommended to configure max-metric router-

lsa include-stub on-startup under ospf.

route-map connected-ospf permit seq 10
set tag 1000

!
router ospf 1

router-id 192.168.1.1
! optional best practice (2 next lines)
max-metric router-lsa include-stub on-startup 300
trap-enable
!
passive-interface default
!
redistribute local loopback route-map connected-ospf
area 0.0.0.0

Spine S2 - OSPF

route-map connected-ospf permit seq 10
set tag 1000

!
router ospf 1

router-id 192.168.1.2
! optional best practice (2 next lines)max-metric router-lsa include-stub on-

startup 300
trap-enable
!
passive-interface default
!
redistribute local loopback route-map connected-ospf

area 0.0.0.0

Step 2 - Routed ports to Fabric1 leaf-VTEPs and Loopback

IP addresses and OSPF authentication, if used, need to be adjusted accordingly (here plaintext password
used for OSPF authentication is "aruba").
If possible, set the maximum MTU value 9198 for the underlay circuits. The value must be reduced to
the maximum MTU that the WAN carrier can provide for the VXLAN datapath between sites.

Spine S1 - L3 Link to BL1-A (8325-1)

interface 1/1/25
no shutdown
mtu 9198
description link to leaf1-A
routing
ip mtu 9198
ip address 192.168.19.0/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext
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AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S1 - L3 Link to BL1-B (8325-2)

interface 1/1/26
no shutdown
mtu 9198
description link to leaf1-B
routing
ip mtu 9198
ip address 192.168.19.2/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S1 - L3 Link to L2-A (8325-3)

interface 1/1/27
no shutdown
mtu 9198
description link to leaf2-A
routing
ip mtu 9198
ip address 192.168.19.4/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S1 - L3 Link to L2-B (8325-4)

interface 1/1/28
no shutdown
mtu 9198
description link to leaf2-B
routing
ip mtu 9198
ip address 192.168.19.6/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S1 - Loopback0

interface loopback 0
ip address 192.168.1.1/32

Spine S2 - L3 Link to BL1-A (8325-1)
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interface 1/1/25
no shutdown
mtu 9198
description link to leaf1-A
routing
ip mtu 9198
ip address 192.168.19.8/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S2 - L3 Link to BL1-B (8325-2)

interface 1/1/26
no shutdown
mtu 9198
description link to leaf1-B
routing
ip mtu 9198
ip address 192.168.19.10/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S2 - L3 Link to L2-A (8325-3)

interface 1/1/27
no shutdown
mtu 9198
description link to leaf2-A
routing
ip mtu 9198
ip address 192.168.19.12/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S2 - L3 Link to L2-B (8325-4)

interface 1/1/28
no shutdown
mtu 9198
description link to leaf2-B
routing
ip mtu 9198
ip address 192.168.19.14/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
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ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S2 - Loopback0

interface loopback 0
ip address 192.168.1.2/32

Step 3 - BGP routing

Spines, in addition to the usual high-bandwidth fabric connectivity, serve the function of MP-BGP EVPN
route-reflectors.

For best high-availability, BGP neighbor fall-over ensures fast BGP convergence after notification from
OSPF routing event.

Spine S1 - BGP

router bgp 65001
bgp router-id 192.168.1.1
! optional best practice (2 next lines)
trap-enable
bgp log-neighbor-changes
!
neighbor leaf peer-group
neighbor leaf remote-as 65001
neighbor leaf description Leaf RR clients
! optional best practice (1 next line)
neighbor leaf password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
neighbor leaf fall-over
neighbor leaf update-source loopback 0
!
neighbor 192.168.1.3 peer-group leaf
neighbor 192.168.1.4 peer-group leaf
neighbor 192.168.1.5 peer-group leaf
neighbor 192.168.1.6 peer-group leaf
!
address-family l2vpn evpn

neighbor leaf route-reflector-client
neighbor leaf send-community both
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.1.5 activate
neighbor 192.168.1.6 activate

exit-address-family

Spine S2 - BGP

router bgp 65001
bgp router-id 192.168.1.2
! optional best practice (2 next lines)
trap-enable
bgp log-neighbor-changes
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!
neighbor leaf peer-group
neighbor leaf remote-as 65001
neighbor leaf description Leaf RR clients
! optional best practice (1 next line)
neighbor leaf password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
neighbor leaf fall-over
neighbor leaf update-source loopback 0
!
neighbor 192.168.1.3 peer-group leaf
neighbor 192.168.1.4 peer-group leaf
neighbor 192.168.1.5 peer-group leaf
neighbor 192.168.1.6 peer-group leaf
!
address-family l2vpn evpn

neighbor leaf route-reflector-client
neighbor leaf send-community both
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.1.5 activate
neighbor 192.168.1.6 activate

exit-address-family

Fabric1 leaves configuration
The following section describes Leaf1 (VTEP1) and Leaf2 (VTEP2) configuration.

Figure 62 Fabric1 leaves configuration

Step 4 - Leaf1-A VSX primary VTEP1 configuration

The first part of VTEP1 configuration is the VSX Primary Leaf1-A part.

Note: the border VTEP function will be added later in configuration steps of the current document.
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Figure 63 VSX primary Leaf1-A configuration

Step 4.1 - VSX configuration and VLANs
Please refer to the VSX configuration best practices document for detailed explanation on VSX.

VLAN 1019 is the transit VLAN between VSX nodes for OSPF routing continuity. VLAN 10,11,20 are server
VLANs.

vrf KA
!
interface lag 256

vsx-sync vlans
no shutdown
description ISL LAG
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/41
no shutdown
vrf attach KA
description 8325-2 1/1/41 for keepalive
ip address 192.168.0.0/31

interface 1/1/49
no shutdown
mtu 9198
description VSX ISL link
lag 256

interface 1/1/50
no shutdown
mtu 9198
description VSX ISL link
lag 256

!
vsx

system-mac 02:00:00:00:01:00
inter-switch-link lag 256

https://support.hpe.com/hpsc/doc/public/display?docId=a00094242en_us
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role primary
keepalive peer 192.168.0.1 source 192.168.0.0 vrf KA
! adjust vsx-sync based on management framework
vsx-sync aaa bgp copp-policy dhcp-relay dns evpn l2-vlan-mac-cfg-mode mclag-

interfaces qos-global route-map sflow-global snmp ssh stp-global time vsx-global
!
vlan 10

vsx-sync
vlan 11

vsx-sync
vlan 20

vsx-sync
vlan 1019

vsx-sync

Step 4.2 - VSX LAGs to servers

interface lag 1 multi-chassis
no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 10-11
lacp mode active
! optional L4 hashing
hash l4-src-dst

!
interface lag 2 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 20
lacp mode active

!
interface 1/1/1

no shutdown
mtu 9000
description link to server - LAG1 member
lag 1

!
interface 1/1/2

no shutdown
mtu 9000
description link to server - LAG2 member
lag 2

Step 4.3 - OSPF routing
OSPF configuration is similar to the configuration of spines.

route-map connected-ospf permit seq 10
set tag 1000

!
router ospf 1

router-id 192.168.1.3
! optional best practice (2 next lines)
max-metric router-lsa include-stub on-startup 300
trap-enable
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!
passive-interface default
!
redistribute local loopback route-map connected-ospf
area 0.0.0.0

Step 4.4 - L3 Link to spines, loopback, and transit VLAN L3 interface
The OSPF cost on transit VLAN is higher than the default cost on L3 links between leaf and spine.

interface 1/1/23
no shutdown
mtu 9198
description link to Spine1
ip mtu 9198
ip address 192.168.19.1/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/24

no shutdown
mtu 9198
description link to Spine2
ip mtu 9198
ip address 192.168.19.9/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface loopback 0

description unicast default loopback for control-plane
ip address 192.168.1.3/32

!
! Anycast Loopback IP address used to source the VXLAN tunnel
!
interface loopback 1

description VSX anycast loopback for VXLAN sourcing in default VRF
ip address 192.168.10.3/32

!
interface vlan 1019

description transit VLAN L3 interface for OSPF peering with VSX secondary
ip mtu 9198
ip address 192.168.19.200/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf cost 50
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Step 4.5 - VRFs configuration
In the VRF configuration, there are two options for Route-Distinguisher:
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n distinct RD per VSX node in the VSX cluster: this provides more granular troubleshooting as routes
from each BGP speaker in the VSX cluster appear in the BGP RIB, with the associated consequence
that more routes are populated and maintained.

n common RD, same RD value for VSX Primary and Secondary nodes: this provides RIB table size
optimization. This option is preferred and recommended to keep the RIB table size as low as possible
(less memory and cpu and better convergence time).

The recommendation value for VSX VTEP is the anycast loopback1 IP address followed by the VRF Index
in the VRF list: L1:VRF_ID.
The route-target defined below is local to the fabric with the best practice value being ASN:VRF_ID.
Later, a global-scope additional value is defined for inter-fabric route exchange.

vrf VRF1
rd 192.168.10.3:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn

vrf VRF2
rd 192.168.10.3:2
route-target export 65001:2 evpn
route-target import 65001:2 evpn

Step 4.6 - EVPN configuration
ARP (and ND) caching is recommended but optional.

"redistribute local-svi" is used only when the SVI IP is different than the active-gateway IP. It is
highly recommended to not use redistribute local-svi if there is no necessity. It is kept in the current
example for educative purposes to show the impact of the number of additional MAC-addresses that
this command induces.

It is recommended to use auto-value for Route-Distinguisher inside the EVPN configuration (do not mix
with VRF L3 configuration). The auto command will set the Route-Distinguisher value as L1:VLAN_ID
which is the appropriate identifier for troubleshooting. The VLAN ID is automatically appended to the
logical VTEP IP address.

Route-Target should not be set to auto as this would create non-predictive identifier values, unpractical for other
fabric configuration when importing or exporting EVPN routes.
It is recommended to set RT value to ASN:VLAN_ID

"redistribute host-route"is used to advertise /32 host routes to other remote VTEPs. This command
is required when the same subnet is spread across multiple VTEPs so that the remote VTEPs can select
the correct unique destination VTEP to send the traffic to the host. Without this command, the traffic will
reach the destination but with one potential additional hop, leading to sub-optimised path.

evpn
arp-suppression
redistribute local-svi
vlan 10

rd auto
route-target export 65001:10
route-target import 65001:10
redistribute host-route

vlan 11
rd auto
route-target export 65001:11



EVPN VXLAN multi-fabric solution | 210

route-target import 65001:11
redistribute host-route

vlan 20
rd auto
route-target export 65001:20
route-target import 65001:20
redistribute host-route

Step 4.7 - Endpoint (Server) SVI and DHCP relay
Configuration simplification with same IPv4 address for both SVI and Active Gateway is provided in
10.09.0010 release. It is recommended to use the same SVI IP address among VTEPs to simplify the
IP address allocation management. This applies to VRF1 below. For VRF2, SVI IP and active-gateway
IP are different for comparison and educational purpose.

Active-Gateway virtual-MAC address can be configured following the best practice of the VSX
configuration best practices.

In the current example, it is assumed that the DHCP server resides in the default VRF to serve DHCP
request issued from tenant VRFs. The DHCP relay packet is sourced from the anycast loopback1
IP address of the VSX VTEP. Option 82 is required to bind the request to the appropriate scope of the
DHCP server. Other scenario are possible with DHCP server residing in tenant VRFs. This is described in
the other part of the VXLAN User Guide.

interface vlan 10
vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.10.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
ip helper-address 10.10.129.30 vrf default

!
interface vlan 11

vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.11.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.11.1

!
interface vlan 20

vsx-sync active-gateways
vrf attach VRF2
ip mtu 9000
ip addess 10.2.20.2/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.2.20.1

!
ip source-interface dhcp_relay interface loopback1
dhcp-relay option 82 source-interface
dhcp-relay option 82 replace

Step 4.8 - VXLAN interface and VTEP virtual-MAC or router-MAC
Several items need some attention:

https://support.hpe.com/hpsc/doc/public/display?docId=a00094242en_us
https://support.hpe.com/hpsc/doc/public/display?docId=a00094242en_us
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n The VXLAN tunnel source IP address is the anycast common IP address of the loopback1 of VSX
primary and secondary.

n It is recommended to enable the vxlan-counters to troubleshoot the volume of traffic encapsulated
or decapsulated through the VXLAN interface.

n There is a one-to-one mapping between VLAN_ID and VNI. It is recommended to use a simple
convention for this binding; in this use-case example, VNI=10000+VLAN_ID.

n In the current example, each VTEP hosts the same L3 gateway Virtual IP for each endpoint
subnet/SVI: this is the distributed L3 gateway deployment model. Other deployment could use L2
Centralized model where L3VNI is not needed. One VNI is assigned for each VRF for L3VNI routing.

n The virtual-MAC command is required to assigned a router-MAC for symmetric IRB purpose. This
virtual-MAC is used as the destination router-MAC for L3VNI routing to reach the egress VTEP router,
after the local VTEP determines the egress VTEP from L3VNI routing table, it receives the router-MAC
information of destination route as a NLRI attribute attached to the route. On a VSX logical VTEP, the
same virtual-MAC must be used on both VSX nodes of the same VSX cluster. Different virtual-MAC
values must be used on every VTEP (standalone or VSX VTEP).

interface vxlan 1
source ip 192.168.10.3
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 10011

vlan 11
vni 10020

vlan 20
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing

!
virtual-mac 02:00:00:00:01:00

Step 4.9 - BGP routing
BGP configuration is divided into two parts:

n EVPN address-family: to exchanging all type-2, type-3 and type-5 EVPN routes between all VTEPs of
the fabric.

n IPv4 address-family for each tenant VRF: to inject local and connected routes into VRF BGP table
which appear into EVPN as type-5 routes.

It is recommended to control the connected subnet redistribution with route-map to avoid operational
cut and paste errors.

ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
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!
router bgp 65001

bgp router-id 192.168.1.3
trap-enable
bgp log-neighbor-changes
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor spine-RR fall-over
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
!
address-family l2vpn evpn

neighbor spine-RR send-community both
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

exit-address-family
!
vrf VRF1

bgp router-id 192.168.1.3
address-family ipv4 unicast

redistribute connected route-map connected-bgp-VRF1
exit-address-family

!
vrf VRF2

bgp router-id 192.168.1.3
address-family ipv4 unicast

redistribute connected route-map connected-bgp-VRF2
exit-address-family

Step 5 - Leaf1-B VSX Secondary VTEP1 configuration

The VSX Secondary configuration is very similar to the VSX Primary configuration.

Figure 64 Leaf1-B VSX Secondary VTEP1 configuration

If vsx-sync feature is used, much of the synchronization already occurs.
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As a reminder, VRF RD is equal to VSX Primary RD (common RD value on VSX VTEP).

Here is the overall configuration of Leaf1-B VSX Secondary as member of VTEP1:

vrf KA
!
interface lag 256

vsx-sync vlans
no shutdown
description ISL LAG
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/41
no shutdown
vrf attach KA
description 8325-1 1/1/41 for keepalive
ip address 192.168.0.1/31

interface 1/1/49
no shutdown
mtu 9198
description VSX ISL link
lag 256

interface 1/1/50
no shutdown
mtu 9198
description VSX ISL link
lag 256

!
vsx

system-mac 02:00:00:00:01:00
inter-switch-link lag 256
role secondary
keepalive peer 192.168.0.0 source 192.168.0.1 vrf KA
! this should be inherited from VSX synchronization
vsx-sync aaa bgp copp-policy dhcp-relay dns evpn l2-vlan-mac-cfg-mode mclag-

interfaces qos-global route-map sflow-global snmp ssh stp-global time vsx-global
!
! VLANs should be inherited from VSX synchronization
vlan 10

vsx-sync
vlan 11

vsx-sync
vlan 20

vsx-sync
vlan 1019

vsx-sync
!
interface lag 1 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 10-11
lacp mode active
! optional L4 hashing
hash l4-src-dst

!
interface lag 2 multi-chassis

no shutdown
description server LAG
no routing
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vlan trunk native 1
vlan trunk allowed 20
lacp mode active

!
interface 1/1/1

no shutdown
mtu 9000
description link to server - LAG1 member
lag 1

!
interface 1/1/2

no shutdown
mtu 9000
description link to server - LAG2 member
lag 2

!
route-map connected-ospf permit seq 10

set tag 1000
!
router ospf 1

router-id 192.168.1.4
! optional best practice (2 next lines)
max-metric router-lsa include-stub on-startup 300
trap-enable
!
passive-interface default
!
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface 1/1/23

no shutdown
mtu 9198
description link to Spine1
ip mtu 9198
ip address 192.168.19.3/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/24

no shutdown
mtu 9198
description link to Spine2
ip mtu 9198
ip address 192.168.19.11/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface loopback 0

description unicast default loopback for control-plane
ip address 192.168.1.4/32

!
interface loopback 1

description VSX anycast loopback for VXLAN sourcing in default VRF
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ip address 192.168.10.3/32
!
interface vlan 1019

description transit VLAN L3 interface for OSPF peering with VSX secondary
ip mtu 9198
ip address 192.168.19.201/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf cost 50
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
vrf VRF1

rd 192.168.10.3:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn

vrf VRF2
rd 192.168.10.3:2
route-target export 65001:2 evpn
route-target import 65001:2 evpn

!
! EVPN should be inherited from VSX synchronization
evpn

arp-suppression
redistribute local-svi
vlan 10

rd auto
route-target export 65001:10
route-target import 65001:10
redistribute host-route

vlan 11
rd auto
route-target export 65001:11
route-target import 65001:11
redistribute host-route

vlan 20
rd auto
route-target export 65001:20
route-target import 65001:20
redistribute host-route

!
interface vlan 10

vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.10.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
ip helper-address 10.10.129.30 vrf default

!
interface vlan 11

vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.11.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.11.1

!
interface vlan 20

vsx-sync active-gateways
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vrf attach VRF2
ip mtu 9000
ip addess 10.2.20.3/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.2.20.1

!
ip source-interface dhcp_relay interface loopback1
dhcp-relay option 82 source-interface
dhcp-relay option 82 replace
!
interface vxlan 1

source ip 192.168.10.3
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 10011

vlan 11
vni 10020

vlan 20
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing

!
virtual-mac 02:00:00:00:01:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
!
router bgp 65001

bgp router-id 192.168.1.3
trap-enable
bgp log-neighbor-changes
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor spine-RR fall-over
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
!
address-family l2vpn evpn

neighbor spine-RR send-community both
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

exit-address-family
!
vrf VRF1

bgp router-id 192.168.1.3
address-family ipv4 unicast

redistribute connected route-map connected-bgp-VRF1
exit-address-family
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!
vrf VRF2

bgp router-id 192.168.1.3
address-family ipv4 unicast

redistribute connected route-map connected-bgp-VRF2
exit-address-family

Step 6 - Leaf2 VSX VTEP2 configuration

Leaf2-A VSX Primary and Leaf2-B VSX Secondary configuration are very similar to Leaf1 VTEP
configuration.

Step 6.1 - Leaf2-A VSX Primary VTEP2 configuration

Figure 65 Leaf2-A VSX Primary VTEP2 configuration

Here is the overall configuration of Leaf2-A VSX Primary as member of VTEP2:

vrf KA
!
interface lag 256

vsx-sync vlans
no shutdown
description ISL LAG
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/25
no shutdown
vrf attach KA
description 8325-4 1/1/25 for keepalive
ip address 192.168.0.2/31

interface 1/1/55
no shutdown
mtu 9198
description VSX ISL link
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lag 256
interface 1/1/56

no shutdown
mtu 9198
description VSX ISL link
lag 256

!
vsx

system-mac 02:00:00:00:02:00
inter-switch-link lag 256
role primary
keepalive peer 192.168.0.3 source 192.168.0.2 vrf KA
vsx-sync aaa bgp copp-policy dhcp-relay dns evpn l2-vlan-mac-cfg-mode mclag-

interfaces qos-global route-map sflow-global snmp ssh stp-global time vsx-global
!
vlan 10

vsx-sync
vlan 12

vsx-sync
vlan 20

vsx-sync
vlan 1019

vsx-sync
!
interface lag 7 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 20
lacp mode active

!
interface lag 37 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 10,12,20
lacp mode active

!
interface lag 39 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 12
lacp mode active

!
interface 1/1/7

no shutdown
mtu 9000
description link to server - LAG7 member
lag 7

!
interface 1/1/37

no shutdown
mtu 9000
description link to server - LAG37 member
lag 37

!
interface 1/1/39

no shutdown
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mtu 9000
description link to server - LAG39 member
lag 39

!
route-map connected-ospf permit seq 10

set tag 1000
!
router ospf 1

router-id 192.168.1.5
! optional best practice (2 next lines)
max-metric router-lsa include-stub on-startup 300
trap-enable
!
passive-interface default
!
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface 1/1/23

no shutdown
mtu 9198
description link to Spine1
ip mtu 9198
ip address 192.168.19.5/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/24

no shutdown
mtu 9198
description link to Spine2
ip mtu 9198
ip address 192.168.19.13/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface loopback 0

description unicast default loopback for control-plane
ip address 192.168.1.5/32

!
interface loopback 1

description VSX anycast loopback for VXLAN sourcing in default VRF
ip address 192.168.10.5/32

!
interface vlan 1019

description transit VLAN L3 interface for OSPF peering with VSX secondary
ip mtu 9198
ip address 192.168.19.202/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf cost 50
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext
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AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
vrf VRF1

rd 192.168.10.5:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn

vrf VRF2
rd 192.168.10.5:2
route-target export 65001:2 evpn
route-target import 65001:2 evpn

!
evpn

arp-suppression
redistribute local-svi
vlan 10

rd auto
route-target export 65001:10
route-target import 65001:10
redistribute host-route

vlan 12
rd auto
route-target export 65001:12
route-target import 65001:12
redistribute host-route

vlan 20
rd auto
route-target export 65001:20
route-target import 65001:20
redistribute host-route

!
interface vlan 10

vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.10.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
ip helper-address 10.10.129.30 vrf default

!
interface vlan 12

vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.12.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.12.1

!
interface vlan 20

vsx-sync active-gateways
vrf attach VRF2
ip mtu 9000
ip addess 10.2.20.4/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.2.20.1

!
ip source-interface dhcp_relay interface loopback1
dhcp-relay option 82 source-interface
dhcp-relay option 82 replace
!
interface vxlan 1

source ip 192.168.10.5
vxlan-counters aggregate
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no shutdown
vni 10010

vlan 10
vni 10012

vlan 12
vni 10020

vlan 20
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing

!
virtual-mac 02:00:00:00:02:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
!
router bgp 65001

bgp router-id 192.168.1.5
trap-enable
bgp log-neighbor-changes
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor spine-RR fall-over
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
!
address-family l2vpn evpn

neighbor spine-RR send-community both
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

exit-address-family
!
vrf VRF1

bgp router-id 192.168.1.5
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family
!
vrf VRF2

bgp router-id 192.168.1.5
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF2

exit-address-family

Step 6.2 - Leaf2-B VSX Secondary VTEP2 configuration
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Figure 66 Leaf2-B VSX Secondary VTEP2 configuration

Here is the overall configuration of Leaf2-B VSX Secondary as member of VTEP2:

vrf KA
!
interface lag 256

vsx-sync vlans
no shutdown
description ISL LAG
no routing
vlan trunk native 1 tag
vlan trunk allowed all
lacp mode active

interface 1/1/25
no shutdown
vrf attach KA
description 8325-3 1/1/25 for keepalive
ip address 192.168.0.3/31

interface 1/1/55
no shutdown
mtu 9198
description VSX ISL link
lag 256

interface 1/1/56
no shutdown
mtu 9198
description VSX ISL link
lag 256

!
vsx

system-mac 02:00:00:00:02:00
inter-switch-link lag 256
role secondary
keepalive peer 192.168.0.2 source 192.168.0.3 vrf KA
vsx-sync aaa bgp copp-policy dhcp-relay dns evpn l2-vlan-mac-cfg-mode mclag-

interfaces qos-global route-map sflow-global snmp ssh stp-global time vsx-global
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!
vlan 10

vsx-sync
vlan 12

vsx-sync
vlan 20

vsx-sync
vlan 1019

vsx-sync
!
interface lag 7 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 20
lacp mode active

!
interface lag 37 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 10,12,20
lacp mode active

!
interface lag 39 multi-chassis

no shutdown
description server LAG
no routing
vlan trunk native 1
vlan trunk allowed 12
lacp mode active

!
interface 1/1/7

no shutdown
mtu 9000
description link to server - LAG7 member
lag 7

!
interface 1/1/37

no shutdown
mtu 9000
description link to server - LAG37 member
lag 37

!
interface 1/1/39

no shutdown
mtu 9000
description link to server - LAG39 member
lag 39

!
route-map connected-ospf permit seq 10

set tag 1000
!
router ospf 1

router-id 192.168.1.6
! optional best practice (2 next lines)
max-metric router-lsa include-stub on-startup 300
trap-enable
!
passive-interface default
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!
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface 1/1/23

no shutdown
mtu 9198
description link to Spine1
ip mtu 9198
ip address 192.168.19.7/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/24

no shutdown
mtu 9198
description link to Spine2
ip mtu 9198
ip address 192.168.19.15/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface loopback 0

description unicast default loopback for control-plane
ip address 192.168.1.6/32

!
interface loopback 1

description VSX anycast loopback for VXLAN sourcing in default VRF
ip address 192.168.10.5/32

!
interface vlan 1019

description transit VLAN L3 interface for OSPF peering with VSX secondary
ip mtu 9198
ip address 192.168.19.203/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf cost 50
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
vrf VRF1

rd 192.168.10.5:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn

vrf VRF2
rd 192.168.10.5:2
route-target export 65001:2 evpn
route-target import 65001:2 evpn

!
evpn

arp-suppression
redistribute local-svi
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vlan 10
rd auto
route-target export 65001:10
route-target import 65001:10
redistribute host-route

vlan 12
rd auto
route-target export 65001:12
route-target import 65001:12
redistribute host-route

vlan 20
rd auto
route-target export 65001:20
route-target import 65001:20
redistribute host-route

!
interface vlan 10

vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.10.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
ip helper-address 10.10.129.30 vrf default

!
interface vlan 12

vsx-sync active-gateways
vrf attach VRF1
ip mtu 9000
ip address 10.1.12.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.12.1

!
interface vlan 20

vsx-sync active-gateways
vrf attach VRF2
ip mtu 9000
ip addess 10.2.20.5/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.2.20.1

!
ip source-interface dhcp_relay interface loopback1
dhcp-relay option 82 source-interface
dhcp-relay option 82 replace
!
interface vxlan 1

source ip 192.168.10.5
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 10012

vlan 12
vni 10020

vlan 20
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing
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!
virtual-mac 02:00:00:00:02:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
!
router bgp 65001

bgp router-id 192.168.1.6
trap-enable
bgp log-neighbor-changes
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65001
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor spine-RR fall-over
neighbor spine-RR update-source loopback 0
neighbor 192.168.1.1 peer-group spine-RR
neighbor 192.168.1.2 peer-group spine-RR
!
address-family l2vpn evpn

neighbor spine-RR send-community both
neighbor 192.168.1.1 activate
neighbor 192.168.1.2 activate

exit-address-family
!
vrf VRF1

bgp router-id 192.168.1.6
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family
!
vrf VRF2

bgp router-id 192.168.1.6
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF2

exit-address-family

Step 7 - Leaf2 VSX VTEP2 - additional configuration for multi-fabric

For exchanging EVPN routes between multiple fabrics, Leaf2-A VSX Primary and Leaf2-B VSX Secondary
must be configured with the proper global-scope route-target in VRF and EVPN.

Step 7.1 - Leaf2-A VSX Primary VTEP2 route-target configuration adjustment

vrf VRF1
rd 192.168.10.5:1
route-target export 1:1 evpn
route-target import 1:1 evpn
route-target export 65001:1 evpn
route-target import 65001:1 evpn

vrf VRF2
rd 192.168.10.5:2
route-target export 1:2 evpn
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route-target import 1:2 evpn
route-target export 65001:2 evpn
route-target import 65001:2 evpn

!
evpn

arp-suppression
redistribute local-svi
vlan 10

rd auto
route-target export 1:10
route-target import 1:10
route-target export 65001:10
route-target import 65001:10
redistribute host-route

vlan 12
rd auto
route-target export 1:12
route-target import 1:12
route-target export 65001:12
route-target import 65001:12
redistribute host-route

vlan 20
rd auto
route-target export 65001:20
route-target import 65001:20
redistribute host-route

Step 7.2 - Leaf2-B VSX Secondary VTEP2 route-target configuration adjustment

vrf VRF1
rd 192.168.10.5:1
route-target export 1:1 evpn
route-target import 1:1 evpn
route-target export 65001:1 evpn
route-target import 65001:1 evpn

vrf VRF2
rd 192.168.10.5:2
route-target export 1:2 evpn
route-target import 1:2 evpn
route-target export 65001:2 evpn
route-target import 65001:2 evpn

!
evpn

arp-suppression
redistribute local-svi
vlan 10

rd auto
route-target export 1:10
route-target import 1:10
route-target export 65001:10
route-target import 65001:10
redistribute host-route

vlan 12
rd auto
route-target export 1:12
route-target import 1:12
route-target export 65001:12
route-target import 65001:12
redistribute host-route

vlan 20
rd auto
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route-target export 65001:20
route-target import 65001:20
redistribute host-route

Fabric1 border configuration
The following section describes VTEP1 additional configuration to become border-gateway of Fabric1
and border-leader of Site1.

The following configuration makes reference to connectivity and BGP peering with other fabrics that are
described later in this document.

Step 8 - Leaf1-A VSX Primary VTEP1 border configuration

The first part of VTEP1 Border configuration is the VSX Primary Leaf1-A part.

Figure 67 Leaf1-A VSX Primary VTEP1 border configuration

Step 8.1 - L3 link to Fabric2 Spine S3
Fabric2 Spine S3 and S4 are used for underlay connectivity between other fabrics and sites.

interface 1/1/51
no shutdown
mtu 9198
description 8400-1 1/3/3
ip mtu 9198
ip address 192.168.29.7/31

Step 8.2 - OSPF routing adjustment for underlay loopbacks on border-gateway (shown in
bold type)
All BGP IPv4 underlay routes are injected into OSPF, except for the local-fabric loopbacks which are
already in OSPF due to redistribution of local interface in OSPF. This principle avoid cross-redistribution
and routing issues for loopbacks.

The local-fabric loopback routes match tag 1000 value as defined earlier in the configuration.

Note: It is assumed that underlay IPv4 routes is kept as minimum with mainly L3 circuits of VTEPs
interconnections and loopbacks. Would the default underlay IPv4 address-family carries lot of route some
additional filtering would be required for the BGP redistribution into OSPF.

route-map BGP-OSPF deny seq 10
match tag 1000

route-map BGP-OSPF permit seq 20
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!
router ospf 1

router-id 192.168.1.3
max-metric router-lsa include-stub on-startup 240
passive-interface default
redistribute bgp route-map BGP-OSPF
redistribute local loopback route-map connected-ospf
area 0.0.0.0

Step 8.3 - BGP routing adjustment for underlay loopbacks on border-gateway (shown in bold
type)
Only local-fabric loopbacks are redistributed from OSPF into BGP IPv4 AF (in underlay default VRF),
thanks to tag 1000 match.

Border VTEP loopback must also be redistributed directly into BGP IPV4 AF (in underlay default VRF) due
to default command “route-redistribute active-routes-only”: OSPF route for the local loopback is not
redistributed in BGP because it is not active in OSPF, locally on the border VTEP, as the loopback is of
"connected" type (which is preferred against OSPF due to lower administrative distance).

Border VTEP1 of Fabric1 peers with border VTEP5 of Fabric2 with directly-connected L3 link IP address.
In case of inter-fabric link failure, the default BGP fast-external-fallover command will ensure fast
convergence.

Similar configuration for loopbacks will apply on all fabric border VTEPs.

route-map OSPF-BGP permit seq 10
match tag 1000

!
router bgp 65001

bgp router-id 192.168.1.3
!

neighbor 192.168.29.6 remote-as 65002
neighbor 192.168.29.6 description Fabric2 S3
neighbor 192.168.29.6 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
address-family ipv4 unicast

neighbor 192.168.29.6 activate
redistribute local loopback
redistribute ospf 1 route-map OSPF-BGP

exit-address-family

Step 8.4 - BGP routing adjustment for EVPN address-family (shown in bold type): next-hop-
self, peering with other borders and border-leaders
Peering with other border VTEPs is established over loopback0 interface, and as a consequence requires
the ebgp-multihop parameter to be set with a value allowing enough intermediate L3 transit hops. In
the example, ebgp-multihop 10 is proposed as suitable for most cases.

Next-hop-self, in EVPN address-family, allows the received eBGP EVPN routes to be learned on Fabric1
route-reflectors (spines) with next-hop IP address being replaced by VTEP1 border loopback1 IP address
(i.e. VXLAN tunnel source IP).

router bgp 65001
bgp router-id 192.168.1.3

! borders peer group for peering to other fabrics of the same site
neighbor borders peer-group
neighbor borders description eBGP EVPN peering with intra-site fFabrics
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neighbor borders password ciphertext
AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

neighbor borders fall-over
neighbor borders update-source loopback 0

! border-leaders peer group for peering to other sites
neighbor border-leaders peer-group
neighbor border-leaders description eBGP EVPN peering with remote sites
neighbor border-leaders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor border-leaders fall-over
neighbor border-leaders update-source loopback 0

! Fabric2 VTEP5 peer
neighbor 192.168.2.8 remote-as 65002
neighbor 192.168.2.8 peer-group borders
neighbor 192.168.2.8 description Fabric2 VTEP5
neighbor 192.168.2.8 ebgp-multihop 10

! Fabric3 VTEP6 peer
neighbor 192.168.3.1 remote-as 65003
neighbor 192.168.3.1 peer-group border-leaders
neighbor 192.168.3.1 description Fabric3 BL
neighbor 192.168.3.1 ebgp-multihop 10

! Fabric4 VTEP7 SX Primary peer
neighbor 192.168.4.1 remote-as 65004
neighbor 192.168.4.1 peer-group border-leaders
neighbor 192.168.4.1 description Fabric4 BL-A
neighbor 192.168.4.1 ebgp-multihop 10

! Fabric4 VTEP7 VSX Secondary peer
neighbor 192.168.4.2 remote-as 65004
neighbor 192.168.4.2 peer-group border-leaders
neighbor 192.168.4.2 description Fabric4 BL-B
neighbor 192.168.4.2 ebgp-multihop 10

!
address-family l2vpn evpn

neighbor spine-RR next-hop-self
neighbor spine-RR send-community both
neighbor borders send-community both
neighbor border-leaders send-community both
neighbor 192.168.2.8 activate
neighbor 192.168.3.1 activate
neighbor 192.168.4.1 activate
neighbor 192.168.4.2 activate

exit-address-family

Step 8.5 - Route-target adjustment for L3VNI (shown in bold type)
For greater flexibility, it is recommended to use local-fabric and inter-fabric route-target so that L3VNI
routes can be exported and imported at fabric level or at global level. It is perfectly acceptable as well to
define only one route-target value per VRF that is global for all fabrics. In the example, both local and
global route-target are kept for better example coverage. Local-fabric route-target was already
configured previously, and here is the addition of the global-scope route-target per VRF: 1:1 for VRF1,
1:2 for VRF2.

Any VTEP that must export/import EVPN L3VNI routes to/from other fabrics, must have the global-scope
route-target defined, even on non-border (i.e. regular leaf) VTEP.

vrf VRF1
rd 192.168.10.3:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn
route-target export 1:1 evpn
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route-target import 1:1 evpn
vrf VRF2

rd 192.168.10.3:2
route-target export 65001:2 evpn
route-target import 65001:2 evpn
route-target export 1:2 evpn
route-target import 1:2 evpn

Step 8.6 - Route-target adjustment for L2VNI (shown in bold type)
For greater flexibility, it is recommended to use local-fabric and inter-fabric route-target so that L2VNI
routes can be exported and imported at fabric level or a global level. It is perfectly acceptable as well to
define only one route-target value per VLAN that is global for all fabrics. In the example, both local and
global route-target are kept for better example coverage. Local-fabric route-target was already
configured previously, and here is the addition of the global-scope route-target per VLAN: 1:10 for VLAN
10.

This global-scope/inter-fabric route-target is defined only for VLANs that must be extended between fabrics. In
addition, a VLAN can be extended between some fabrics, some sites but not necessary across all sites. In the
example, VLAN 10 is stretched between Fabric1, Fabric2, Fabric4 (i.e inside Site1 and between Site1 and Site3),
but nothing prevent the administrator to have VLAN 10 used in Fabric2 without extended VLAN 10 broadcast
domain to Fabric1 and Fabric4. There is lot of flexibility with local and global route-target definition.

To extend a VLAN between fabrics, the VLAN and VNI must be configured on the border VTEP even if the said
VLAN has not local member-ports on the VTEP to downstream servers or switches.

Any VTEP that has to export/import EVPN L2VNI routes to/from other fabrics , must have the global-
scope route-target defined, even on non-border (i.e. regular leaf) VTEP.

! create VLAN 12 on border VTEP1 as mandatory step to extend VLAN 12 to other
fabrics
! even if VLAN 12 has no local member-port
vlan 12

vsx-sync
!
evpn
! ...

vlan 10
rd auto
route-target export 65001:10
route-target import 65001:10
route-target export 1:10
route-target import 1:10
redistribute host-route

vlan 11
rd auto
route-target export 65001:11
route-target import 65001:11
route-target export 1:11
route-target import 1:11
redistribute host-route

vlan 12
rd auto
route-target export 65001:12
route-target import 65001:12
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route-target export 1:12
route-target import 1:12
redistribute host-route

vlan 20
rd auto
route-target export 65001:20
route-target import 65001:20
redistribute host-route

In the example, VLANs 10,11,12 are extended between fabrics, however VLAN 20 is not, so there is no
need to append a global-scope route-target for VLAN 20.

Step 8.7 - VXLAN Tunnels Bridging (disabling VXLAN split-horizon rule for L2VNI)
In order to extend L2VNI between fabrics, the dataplane must also allow VXLAN traffic bridding for the
same L2 domain between internal-fabric tunnels (iBGP peers) and external-fabric tunnels.

evpn
!

dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
!

WARNING: Enabling this command would bridge the traffic between EVPN and STATIC VXLAN tunnels.

Step 8.8 - EVPN route-map
EVPN route-map is required for at least two objectives:

n prevent transit-AS routing for EVPN address-family:
it is highly recommended to avoid that a site border-leader advertizes to other sites the learned
EVPN routes received from other sites. Preventing such transit mechanism to happen reduces
significantly the number of EVPN routes to maintain among all border-leaders and VTEPs, with the
associated benefit of faster convergence. Such transit mechanism is however required for underlay
IPv4 routing of loopback IPs in order to ensure resiliency during links or nodes failure thanks to
underlay rerouting of loopback IP. For EVPN address-familiy, such transit-AS routing is not needed as
the EVPN eBGP sessions are established between border-leader loopback IP addresses. These
sessions are unaffected by underlay failures if the underlay routing is able to restore the underlay
path between loopbacks (which can be provided by the underlay transit-AS for IPv4 address-family).
As a consequence, there is no need for alternate EVPN paths through other sites.

n set VTEP next-hop IP for full-mesh VXLAN tunnels between fabric borders:
EVPN eBGP sessions are established between site border-leaders for configuration simplification and
optimization. However, in order to minimize the number of VTEP hops, all fabric borders must be
able to establish a VXLAN tunnel datapath directly with any other VTEP. As a consequence the site
border-leaders must advertise to the site borders and to other sites border-leaders the EVPN routes
with the proper fabric border VTEP IP address. This is achieved with a route-map matching on the
sourcing AS and setting the corresponding next-hop IP of the sourcing border VTEP IP.

There are other outcome of route-map usage like filtering on specific VNI or using ip-prefix-list to send
only aggregate routes, or to set local-preference. These are additional options that are not described in
this use-case example.

Step 8.8.1 - Route-map of VTEP1 border-leader to same-site fabric borders

The following outbound route-map applies to peering with other fabrics of the same site. The purpose
is to have all fabric border VTEPs of the same site than the border-leader VTEP1 to get the right next
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hop to construct VXLAN tunnel to fabric3 and fabric4. Fabric2 is also included as a best practices in case
a third fabric is created in Site1.

ip aspath-list fabric2 seq 10 permit _65002$ 
ip aspath-list fabric3 seq 10 permit _65003$ 
ip aspath-list fabric4 seq 10 permit _65004$
!
route-map to-borders permit seq 10

match aspath-list fabric2
set ip next-hop 192.168.2.8

route-map to-borders permit seq 20
match aspath-list fabric3
set ip next-hop 192.168.3.1

route-map to-borders permit seq 30
match aspath-list fabric4
set ip next-hop 192.168.40.1

route-map to-borders permit seq 1000
!
router bgp 65001
!
address-family l2vpn evpn

neighbor borders route-map to-borders out

Step 8.8.2 - Route-map of VTEP1 border-leader of multi-fabric site to other-site border-leaders

The following outbound route-map applies to peering with other sites. The purpose is to have all site
border-leader VTEPs to get the right next hop to construct VXLAN tunnel to fabric2 and fabric1. Such
route-map construct applies for border-leader of multi-fabric site.

ip aspath-list local-fabric seq 10 permit^$ 
!
route-map to-border-leaders permit seq 10

match aspath-list local-fabric
route-map to-border-leaders permit seq 20

match aspath-list fabric2
set ip next-hop 192.168.2.8

!
router bgp 65001
!
address-family l2vpn evpn

neighbor border-leaders route-map to-border-leaders out

Step 9 - Leaf1-B VSX secondary VTEP1 border configuration

The second part of VTEP1 Border configuration is the VSX Secondary Leaf1-B part.

Figure 68 Leaf1-B VSX secondary VTEP1 border configuration

Here is the additional configuration to apply on Leaf1-B VSX secondary as member of border VTEP1:
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If the vsx-sync feature is used, much of the configuration synchronization already occurs.

Step 9.1 - L3 link to Fabric2 Spine S4

interface 1/1/51
no shutdown
mtu 9198
description 8400-2 1/3/3
ip mtu 9198
ip address 192.168.29.15/31

Step 9.2 - OSPF routing adjustment for underlay loopbacks on border-gateway (shown in
bold type)

route-map BGP-OSPF deny seq 10
match tag 1000

route-map BGP-OSPF permit seq 20
!
router ospf 1

router-id 192.168.1.4
max-metric router-lsa include-stub on-startup 240
passive-interface default
redistribute bgp route-map BGP-OSPF
redistribute local loopback route-map connected-ospf
area 0.0.0.0

Step 9.3 - BGP routing adjustment for underlay loopbacks on border-gateway (shown in bold
type)

router bgp 65001
bgp router-id 192.168.1.4

!
neighbor 192.168.29.14 remote-as 65002
neighbor 192.168.29.14 description Fabric2 S4
neighbor 192.168.29.14 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
address-family ipv4 unicast

neighbor 192.168.29.14 activate
redistribute local loopback
redistribute ospf 1 route-map OSPF-BGP

exit-address-family

Step 9.4 - BGP routing adjustment for EVPN address-family (shown in bold type): next-hop-
self, peering with other borders and border-leaders

router bgp 65001
bgp router-id 192.168.1.4

! borders peer group for peering to other fabrics of the same site
neighbor borders peer-group
neighbor borders description eBGP EVPN peering with intra-site fFabrics
neighbor borders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor borders fall-over
neighbor borders update-source loopback 0

! border-leaders peer group for peering to other sites
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neighbor border-leaders peer-group
neighbor border-leaders description eBGP EVPN peering with remote sites
neighbor border-leaders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor border-leaders fall-over
neighbor border-leaders update-source loopback 0

! Fabric2 VTEP5 peer
neighbor 192.168.2.8 remote-as 65002
neighbor 192.168.2.8 peer-group borders
neighbor 192.168.2.8 description Fabric2 VTEP5
neighbor 192.168.2.8 ebgp-multihop 10

! Fabric3 VTEP6 peer
neighbor 192.168.3.1 remote-as 65003
neighbor 192.168.3.1 peer-group border-leaders
neighbor 192.168.3.1 description Fabric3 BL
neighbor 192.168.3.1 ebgp-multihop 10

! Fabric4 VTEP7 SX Primary peer
neighbor 192.168.4.1 remote-as 65004
neighbor 192.168.4.1 peer-group border-leaders
neighbor 192.168.4.1 description Fabric4 BL-A
neighbor 192.168.4.1 ebgp-multihop 10

! Fabric4 VTEP7 VSX Secondary peer
neighbor 192.168.4.2 remote-as 65004
neighbor 192.168.4.2 peer-group border-leaders
neighbor 192.168.4.2 description Fabric4 BL-B
neighbor 192.168.4.2 ebgp-multihop 10

!
address-family l2vpn evpn

neighbor spine-RR next-hop-self
neighbor spine-RR send-community both
neighbor borders send-community both
neighbor border-leaders send-community both
neighbor 192.168.2.8 activate
neighbor 192.168.3.1 activate
neighbor 192.168.4.1 activate
neighbor 192.168.4.2 activate

exit-address-family

Step 9.5 - Route-target adjustment for L3VNI (shown in bold type)

vrf VRF1
rd 192.168.10.3:1
route-target export 65001:1 evpn
route-target import 65001:1 evpn
route-target export 1:1 evpn
route-target import 1:1 evpn

vrf VRF2
rd 192.168.10.3:2
route-target export 65001:2 evpn
route-target import 65001:2 evpn
route-target export 1:2 evpn
route-target import 1:2 evpn

Step 9.6 - Route-target adjustment for L2VNI (shown in bold type)

! create VLAN 12 on border VTEP1 as mandatory step to extend VLAN 12 to other
fabrics
! even if VLAN 12 has no local member-port
vlan 12
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vsx-sync
!
evpn
! ...

vlan 10
rd auto
route-target export 65001:10
route-target import 65001:10
route-target export 1:10
route-target import 1:10
redistribute host-route

vlan 11
rd auto
route-target export 65001:11
route-target import 65001:11
route-target export 1:11
route-target import 1:11
redistribute host-route

vlan 12
rd auto
route-target export 65001:12
route-target import 65001:12
route-target export 1:12
route-target import 1:12
redistribute host-route

vlan 20
rd auto
route-target export 65001:20
route-target import 65001:20
redistribute host-route

Step 9.7 - VXLAN tunnels bridging (disabling VXLAN split-horizon rule for L2VNI)

evpn
!

dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
!

Step 9.8 - EVPN route-map

Step 9.8.1 - Route-map of VTEP1 border-leader to same-site fabric borders

ip aspath-list fabric2 seq 10 permit _65002$
ip aspath-list fabric3 seq 10 permit _65003$
ip aspath-list fabric4 seq 10 permit _
65004$
!
route-map to-borders permit seq 10

match aspath-list fabric2
set ip next-hop 192.168.2.8

route-map to-borders permit seq 20
match aspath-list fabric3
set ip next-hop 192.168.3.1

route-map to-borders permit seq 30
match aspath-list fabric4
set ip next-hop 192.168.40.1

route-map to-borders permit seq 1000
!
router bgp 65001
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!
address-family l2vpn evpn

neighbor borders route-map to-borders out

Step 9.8.2 - Route-map of VTEP1 border-leader of multi-fabric site to other-site border-leaders

ip aspath-list local-fabric seq 10 permit
^$
!
route-map to-border-leaders permit seq 10

match aspath-list local-fabric
route-map to-border-leaders permit seq 20

match aspath-list fabric2
set ip next-hop 192.168.2.8

!
router bgp 65001
!
address-family l2vpn evpn

neighbor border-leaders route-map to-border-leaders out

Site1 Fabric2 configuration
Here are the configuration steps for the Fabric2 in the following order:

1. Fabric2 spines configuration
n Step 1 - OSPF routing
n Step 2 - Routed ports to Fabric2 leaf-VTEPs and loopback
n Step 3 - BGP routing
n Step 4 - Underlay connectivity and routing to other fabrics

2. Fabric2 leaves configuration
n Step 5 - VTEP3 configuration
n Step 6 - VTEP4 configuration
n Step 7 - VTEP5 (pure Border) configuration

Contrary to Fabric1 where all leaf-VTEPs are VSX clusters, in Fabric2, all leaf-VTEPs are either standalone
switch or VSF stack. The intent is to illustrate as many scenarios as possible in this document.

Fabric2 spines configuration
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Step 1 - OSPF routing

Spine S3 - OSPF

route-map connected-ospf permit seq 10
set tag 1000

!
router ospf 1

router-id 192.168.2.1
! optional best practice (2 next lines)
max-metric router-lsa include-stub on-startup 300
trap-enable
!
passive-interface default
!
redistribute local loopback route-map connected-ospf
area 0.0.0.0

Spine S4 - OSPF

route-map connected-ospf permit seq 10
set tag 1000

!
router ospf 1

router-id 192.168.2.2
! optional best practice (2 next lines)max-metric router-lsa include-stub on-

startup 300
trap-enable
!
passive-interface default
!
redistribute local loopback route-map connected-ospf
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area 0.0.0.0

Step 2 - Routed ports to Fabric2 leaf-VTEPs and loopback

Spine S3 - L3 Link to VTEP3 (6300-1)

interface 1/1/13
no shutdown
mtu 9198
description 6300-1-VSF 1/1/49
ip mtu 9198
ip address 192.168.29.0/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY17dlU3LitKLwE+4EU4v8nuBQAAABt51nkM

Spine S3 - L3 Link to VTEP4 (6300-4)

interface 1/1/9
no shutdown
mtu 9198
description 6300F-4 1/1/25
ip mtu 9198
ip address 192.168.29.2/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY17dlU3LitKLwE+4EU4v8nuBQAAABt51nkM

Spine S3 - L3 Link to VTEP5 (8360-1)

interface 1/10/13
no shutdown
mtu 9198
description 8360-1
ip mtu 9198
ip address 192.168.29.4/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY17dlU3LitKLwE+4EU4v8nuBQAAABt51nkM

Spine S3 - Loopback0

interface loopback 0
ip address 192.168.2.1/32

Spine S4 - L3 Link to VTEP3 (6300-1)
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interface 1/1/13
no shutdown
mtu 9198
description 6300-1-VSF 2/1/25
ip mtu 9198
ip address 192.168.29.8/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S4 - L3 Link to VTEP4 (6300-4)

interface 1/1/9
no shutdown
mtu 9198
description 6300F-4 1/1/26
ip mtu 9198
ip address 192.168.29.10/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S4 - L3 Link to VTEP5 (8360-1)

interface 1/10/12
no shutdown
mtu 9198
description 8360-1
ip mtu 9198
ip address 192.168.29.12/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC

Spine S4 - Loopback0

interface loopback 0
ip address 192.168.2.2/32

Step 3 - BGP routing

Spine S3 - BGP

router bgp 65002
bgp router-id 192.168.2.1
! optional best practice (2 next lines)
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trap-enable
bgp log-neighbor-changes
!
neighbor leaf peer-group
neighbor leaf remote-as 65002
neighbor leaf description Leaf RR clients
! optional best practice (1 next line)
neighbor leaf password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
neighbor leaf fall-over
neighbor leaf update-source loopback 0
!
neighbor 192.168.2.5 peer-group leaf
neighbor 192.168.2.7 peer-group leaf
neighbor 192.168.2.8 peer-group leaf
!
address-family l2vpn evpn

neighbor leaf route-reflector-client
neighbor leaf send-community both
neighbor 192.168.2.5 activate
neighbor 192.168.2.7 activate
neighbor 192.168.2.8 activate

exit-address-family

Spine S4 - BGP

router bgp 65002
bgp router-id 192.168.2.2
! optional best practice (2 next lines)
trap-enable
bgp log-neighbor-changes
!
neighbor leaf peer-group
neighbor leaf remote-as 65002
neighbor leaf description Leaf RR clients
! optional best practice (1 next line)
neighbor leaf password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
neighbor leaf fall-over
neighbor leaf update-source loopback 0
!
neighbor 192.168.2.5 peer-group leaf
neighbor 192.168.2.7 peer-group leaf
neighbor 192.168.2.8 peer-group leaf
!
address-family l2vpn evpn

neighbor leaf route-reflector-client
neighbor leaf send-community both
neighbor 192.168.2.5 activate
neighbor 192.168.2.7 activate
neighbor 192.168.2.8 activate

exit-address-family

Step 4 - Underlay connectivity and routing to other fabrics

S3 and S4 spines are also used as intermediate node for underlay connectivity between fabrics and
sites.
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Here is the additional configuration to consider:

Spine S3 - Underlay connectivity and routing to other fabrics

! L3 link to Fabric1 VTEP1
interface 1/3/3

no shutdown
mtu 9198
description 8325-1 1/1/51
ip mtu 9198
ip address 192.168.29.6/31

! L3 link to Fabric3 VTEP6
interface 1/10/12

no shutdown
mtu 9198
description 8360-2 1/1/10
ip mtu 9198
ip address 192.168.29.20/31

! L3 link to Fabric4 VTEP7
interface 1/10/14

no shutdown
mtu 9198
description 8360-3 1/1/31
ip mtu 9198
ip address 192.168.29.30/31

!
route-map OSPF-BGP permit seq 10

match tag 1000
!
router bgp 65002

bgp router-id 192.168.2.1
!
neighbor 192.168.29.7 remote-as 65001
neighbor 192.168.29.7 description Fabric1 BL1-A
neighbor 192.168.29.7 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY17dlU3LitKLwE+4EU4v8nuBQAAABt51nkM
neighbor 192.168.29.21 remote-as 65003
neighbor 192.168.29.21 description Fabric3 BL3
neighbor 192.168.29.21 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY17dlU3LitKLwE+4EU4v8nuBQAAABt51nkM
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neighbor 192.168.29.31 remote-as 65004
neighbor 192.168.29.31 description Fabric4 BL4-A
neighbor 192.168.29.31 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY17dlU3LitKLwE+4EU4v8nuBQAAABt51nkM
!
address-family ipv4 unicast

neighbor 192.168.29.7 activate
neighbor 192.168.29.21 activate
neighbor 192.168.29.31 activate

!
redistribute local loopback
redistribute ospf 1 route-map OSPF-BGP

exit-address-family

Spine S4 - Underlay connectivity and routing to other fabrics

! L3 link to Fabric1 VTEP1
interface 1/3/3

no shutdown
mtu 9198
description 8325-2 1/1/51
ip mtu 9198
ip address 192.168.29.14/31

! L3 link to Fabric4 VTEP7
interface 1/10/14

no shutdown
mtu 9198
description 8360-4
ip mtu 9198
ip address 192.168.29.32/31

!
route-map OSPF-BGP permit seq 10

match tag 1000
!
router bgp 65002

bgp router-id 192.168.2.2
!
neighbor 192.168.29.15 remote-as 65001
neighbor 192.168.29.15 description Fabric1 BL1-B
neighbor 192.168.29.15 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor 192.168.29.33 remote-as 65004
neighbor 192.168.29.33 description Fabric4 BL4-B
neighbor 192.168.29.33 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
address-family ipv4 unicast

neighbor 192.168.29.7 activate
neighbor 192.168.29.21 activate
neighbor 192.168.29.31 activate

!
redistribute local loopback
redistribute ospf 1 route-map OSPF-BGP

exit-address-family

Fabric2 leaves configuration
The following section describes Leaf3 (VTEP3), Leaf4 (VTEP4) and Border2 (VTEP5) configuration.

Step 5 - VTEP3 configuration
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VTEP3 is a VSF stack of 3x6300 switches. The VSF configuration details are skipped as the VTEP
functionality of a VSF stack is identical to a standalone switch.

vlan 10,21,40
!
interface 1/1/1

no shutdown
description VM15
no routing
vlan access 10

!
interface 2/1/1

no shutdown
description VM22
no routing
vlan access 21

!
interface 3/1/1

no shutdown
description VM40
no routing
vlan access 40

!
route-map connected-ospf permit seq 10

set tag 1000
!
router ospf 1

router-id 192.168.2.5
max-metric router-lsa include-stub on-startup 300
passive-interface default
graceful-restart ignore-lost-interface
trap-enable
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface 1/1/49

no shutdown
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mtu 9198
routing
description 8400-1 1/1/13
ip mtu 9198
ip address 192.168.29.1/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 2/1/25

no shutdown
mtu 9198
routing
description 8400-2 1/1/13
ip mtu 9198
ip address 192.168.29.9/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface loopback 0

ip address 192.168.2.5/32
!
vrf VRF1

rd 192.168.2.5:1
route-target export 1:1 evpn
route-target export 65002:1 evpn
route-target import 1:1 evpn
route-target import 65002:1 evpn

vrf VRF2
rd 192.168.2.5:2
route-target export 1:2 evpn
route-target export 65002:2 evpn
route-target import 1:2 evpn
route-target import 65002:2 evpn

vrf VRF4
rd 192.168.2.5:4
route-target export 65002:4 evpn
route-target import 65002:4 evpn

!
evpn

arp-suppression
redistribute local-svi
vlan 10

rd auto
route-target export 1:10
route-target export 65002:10
route-target import 1:10
route-target import 65002:10
redistribute host-route

! VLAN 21 is not extended outside of Fabric2, so no global route-target need
vlan 21

rd auto
route-target export 65002:21
route-target import 65002:21
redistribute host-route
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! VLAN 40 is not extended outside of Fabric2.
! it is technically possible for local-only VLANs to use auto route-target (but
not recommended)

vlan 40
rd auto
route-target export auto
route-target import auto
redistribute host-route

!
interface vlan 10

vrf attach VRF1
ip mtu 9000
ip address 10.1.10.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.10.1
ip helper-address 10.10.129.30 vrf default
ipv6 address 10:1:11::1/64
active-gateway ipv6 mac 12:00:00:00:01:00
active-gateway ipv6 10:1:11::1

!
interface vlan 21

vrf attach VRF2
ip mtu 9000
ip address 10.2.21.5/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.2.21.1
ipv6 address link-local fe80:21:1:11::2/64
ipv6 address 21:1:1:11::1/64
active-gateway ipv6 mac 12:00:00:00:00:00
active-gateway ipv6 21:1:11::1
active-gateway ipv6 fe80:21:1:11:2
ipv6 address autoconfig

!
interface vlan 40

vrf attach VRF4
ip mtu 9000
ip address 10.4.40.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.4.40.1
ipv6 address link-local fe80:40:1:11::2/64
ipv6 address 40:1:1:11::1/64
active-gateway ipv6 mac 12:00:00:00:00:00
active-gateway ipv6 40:1:11::1
active-gateway ipv6 fe80:40:1:11:2
ipv6 address autoconfig

!
interface loopback 12

vrf attach VRF1
description for troubleshooting in VRF1
ip address 192.168.21.5/32

!
ip source-interface dhcp_relay interface loopback0
dhcp-relay option 82 source-interface
dhcp-relay option 82 replace
!
interface vxlan 1

source ip 192.168.2.5
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 10021
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vlan 21
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing

vni 100004
vrf VRF4
routing

!
virtual-mac 02:00:00:00:03:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
ip prefix-list endpoint-VRF4 seq 10 permit 10.4.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
route-map connected-bgp-VRF4 permit seq 10

match ip address prefix-list endpoint-VRF4
!
router bgp 65002

bgp router-id 192.168.2.5
trap-enable
bgp log-neighbor-changes
!
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65002
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor spine-RR fall-over
neighbor spine-RR update-source loopback 0
neighbor 192.168.2.1 peer-group spine-RR
neighbor 192.168.2.2 peer-group spine-RR
!
address-family l2vpn evpn

neighbor spine-RR send-community both
neighbor 192.168.2.1 activate
neighbor 192.168.2.2 activate

exit-address-family
!
vrf VRF1

bgp router-id 192.168.2.5
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family
!
vrf VRF2

bgp router-id 192.168.2.5
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF2

exit-address-family
!
vrf VRF4

bgp router-id 192.168.2.5
address-family ipv4 unicast
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redistribute local loopback
redistribute connected route-map connected-bgp-VRF4

exit-address-family

Step 6 - VTEP4 configuration

vlan 12
!
interface 1/1/1

no shutdown
description VM16
no routing
vlan access 12

!
route-map connected-ospf permit seq 10

set tag 1000
!
router ospf 1

router-id 192.168.2.7
max-metric router-lsa include-stub on-startup 300
passive-interface default
graceful-restart ignore-lost-interface
trap-enable
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface 1/1/25

no shutdown
mtu 9198
routing
description 8400-1 1/1/9
ip mtu 9198
ip address 192.168.29.3/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
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ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/26

no shutdown
mtu 9198
routing
description 8400-2 1/1/9
ip mtu 9198
ip address 192.168.29.11/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface loopback 0

ip address 192.168.2.7/32
!
vrf VRF1

rd 192.168.2.7:1
route-target export 1:1 evpn
route-target export 65002:1 evpn
route-target import 1:1 evpn
route-target import 65002:1 evpn

!
evpn

arp-suppression
vlan 12

rd auto
route-target export 1:12
route-target export 65002:12
route-target import 1:12
route-target import 65002:12
redistribute host-route

!
interface vlan 12

vrf attach VRF1
ip mtu 9000
ip address 10.1.12.1/24
active-gateway ip mac 12:00:00:00:01:00
active-gateway ip 10.1.12.1
ipv6 address link-local fe80:12:1:11::2/64
ipv6 address 12:1:1:11::1/64
active-gateway ipv6 mac 12:00:00:00:00:00
active-gateway ipv6 12:1:11::1
active-gateway ipv6 fe80:12:1:11:2
ipv6 address autoconfig

!
interface loopback 12

vrf attach VRF1
description for troubleshooting in VRF1
ip address 192.168.21.7/32

!
interface vxlan 1

source ip 192.168.2.7
vxlan-counters aggregate
no shutdown
vni 10012
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vlan 12
vni 100001

vrf VRF1
routing

!
virtual-mac 02:00:00:00:04:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
!
router bgp 65002

bgp router-id 192.168.2.7
trap-enable
bgp log-neighbor-changes
!
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65002
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor spine-RR fall-over
neighbor spine-RR update-source loopback 0
neighbor 192.168.2.1 peer-group spine-RR
neighbor 192.168.2.2 peer-group spine-RR
!
address-family l2vpn evpn

neighbor spine-RR send-community both
neighbor 192.168.2.1 activate
neighbor 192.168.2.2 activate

exit-address-family
!
vrf VRF1

bgp router-id 192.168.2.7
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family

Step 7 - VTEP5 (pure Border) configuration

There are no connected servers behind VTEP5 as an example. VTEP5 acts purely as a border gateway.
This is documented on purpose to specifically highlight the requirements for border configuration,
especially with regards to VLAN configuration for extended VLANs between fabrics and VRFs. On this
border VTEP, there is no direct underlay circuits to other fabrics. The example is designed on purpose to
illustrate that any underlay L3 intermediate node can interconnect to other fabrics or sites. In this
border configuration example, only global-scope route-target is used.
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vlan 10,12
!
route-map connected-ospf permit seq 10

set tag 1000
!
router ospf 1

router-id 192.168.2.8
max-metric router-lsa include-stub on-startup 300
passive-interface default
graceful-restart ignore-lost-interface
trap-enable
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface 1/1/10

no shutdown
mtu 9198
description 8400-2 1/10/12
ip mtu 9198
ip address 192.168.29.13/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/13

no shutdown
mtu 9198
routing
description 8400-1 1/10/13
ip mtu 9198
ip address 192.168.29.5/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
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ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface loopback 0

ip address 192.168.2.8/32
!
vrf VRF1

rd 192.168.2.8:1
route-target export 1:1 evpn
route-target export 65002:1 evpn
route-target import 1:1 evpn
route-target import 65002:1 evpn

vrf VRF2
rd 192.168.2.8:2
route-target export 1:2 evpn
route-target export 65002:2 evpn
route-target import 1:2 evpn
route-target import 65002:2 evpn

!
! VRF3 and VRF4 are not used on this border. Configuration is inserted for
reference if needed.
vrf VRF3

rd 192.168.2.8:3
route-target export 65002:3 evpn
route-target import 65002:3 evpn

vrf VRF4
rd 192.168.2.8:4
route-target export 65002:4 evpn
route-target import 65002:4 evpn

!
evpn

arp-suppression
dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
vlan 10

rd auto
route-target export 1:10
route-target import 1:10
redistribute host-route

vlan 12
rd auto
route-target export 1:12
route-target import 1:12

!
interface loopback 12

vrf attach VRF1
description for troubleshooting in VRF1
ip address 192.168.21.8/32

interface loopback 22
vrf attach VRF2
description for troubleshooting in VRF2
ip address 192.168.22.8/32

!
interface vxlan 1

source ip 192.168.2.8
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 10012

vlan 12
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vni 100001
vrf VRF1
routing

vni 100002
vrf VRF2
routing

!
virtual-mac 02:00:00:00:05:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
!
router bgp 65002

bgp router-id 192.168.2.8
trap-enable
bgp log-neighbor-changes
!
neighbor border-leaders peer-group
neighbor border-leaders remote-as 65001
neighbor border-leaders description Fabric1 VTEP1
neighbor border-leaders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor border-leaders fall-over
neighbor border-leaders ebgp-multihop 10
neighbor border-leaders update-source loopback 0
!
neighbor spine-RR peer-group
neighbor spine-RR remote-as 65002
neighbor spine-RR description Spine and RR peer-group
neighbor spine-RR password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor spine-RR fall-over
neighbor spine-RR update-source loopback 0
!
neighbor 192.168.1.3 peer-group border-leader
neighbor 192.168.1.4 peer-group border-leader
neighbor 192.168.2.1 peer-group spine-RR
neighbor 192.168.2.2 peer-group spine-RR
!
address-family l2vpn evpn

neighbor border-leader send-community both
neighbor spine-RR next-hop-self
neighbor spine-RR send-community both
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.2.1 activate
neighbor 192.168.2.2 activate

exit-address-family
!
vrf VRF1

bgp router-id 192.168.2.8
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family
!
vrf VRF2

bgp router-id 192.168.2.8
address-family ipv4 unicast

redistribute local loopback
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exit-address-family
!
vrf VRF3

bgp router-id 192.168.2.8
address-family ipv4 unicast

redistribute local loopback
exit-address-family

!
vrf VRF4

bgp router-id 192.168.2.8
address-family ipv4 unicast

redistribute local loopback
exit-address-family

Site2 Fabric3 configuration
Here is the configuration of VTEP6 which is the unique VTEP in Fabric3, acting as leaf-VTEP and border-
leader for Fabric3.

Even if a unique VTEP is unlikely to happen in real deployment, it is informative to see how configuration
looks like in such a case.

Figure 69 VTEP6 border-leader configuration

VTEP6 border-leader configuration

vlan 11
!
interface 1/1/10

no shutdown
mtu 9198
description 8400-1 1/10/12
ip mtu 9198
ip address 192.168.29.21/31

!
interface 1/1/13

no shutdown
mtu 9198



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 255

routing
description 8360-3 1/1/11
ip mtu 9198
ip address 192.168.29.5/31

!
interface loopback 0

ip address 192.168.3.1/32
!
vrf VRF1

rd 192.168.3.1:1
route-target export 1:1 evpn
route-target export 65003:1 evpn
route-target import 1:1 evpn
route-target import 65003:1 evpn

!
evpn

arp-suppression
! as there is no iBGP in this fabric, the vxlan-tunnel-bridging mode

configuration is not needed
! it is kept in order to not forget it if additional VTEPs are added later.
dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
vlan 11

rd auto
route-target export 1:11
route-target export 65003:11
route-target import 1:11
route-target import 65003:11
redistribute host-route

!
interface loopback 12

vrf attach VRF1
description for troubleshooting in VRF1
ip address 192.168.31.11/32

!
interface vxlan 1

source ip 192.168.3.1
vxlan-counters aggregate
no shutdown
vni 10011

vlan 11
vni 100001

vrf VRF1
routing

!
virtual-mac 02:00:00:00:06:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
!
ip aspath-list local-AS seq 10 permit ^$
!
route-map to-border-leaders permit seq 10

match aspath-list local-AS
!
router bgp 65003

bgp router-id 192.168.3.1
trap-enable
bgp log-neighbor-changes
!
neighbor border-leaders peer-group
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neighbor border-leaders description eBGP EVPN peering with remote Fabrics
neighbor border-leaders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor border-leaders fall-over
neighbor border-leaders update-source loopback 0
!
neighbor 192.168.1.3 remote-as 65001
neighbor 192.168.1.3 peer-group border-leaders
neighbor 192.168.1.3 description Fabric1 BL-A
neighbor 192.168.1.3 ebgp-multihop 10
neighbor 192.168.1.4 remote-as 65001
neighbor 192.168.1.4 peer-group border-leaders
neighbor 192.168.1.4 description Fabric1 BL-B
neighbor 192.168.1.4 ebgp-multihop 10
!
neighbor 192.168.4.1 remote-as 65004
neighbor 192.168.4.1 peer-group border-leaders
neighbor 192.168.4.1 description Fabric4 BL-A
neighbor 192.168.4.1 ebgp-multihop 10
neighbor 192.168.4.2 remote-as 65004
neighbor 192.168.4.2 peer-group border-leaders
neighbor 192.168.4.2 description Fabric4 BL-B
neighbor 192.168.4.2 ebgp-multihop 10
!
neighbor 192.168.29.20 remote-as 65002
neighbor 192.168.29.20 description Fabric2 S3
neighbor 192.168.29.20 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
neighbor 192.168.49.20 remote-as 65004
neighbor 192.168.49.20 description Fabric4 BL4-A
neighbor 192.168.49.20 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
address-family ipv4 unicast

neighbor 192.168.29.20 activate
neighbor 192.168.49.20 activate
redistribute local loopback

exit-address-family
!
address-family l2vpn evpn

neighbor border-leaders route-map to-border-leaders out
neighbor border-leaders send-community both
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.4.1 activate
neighbor 192.168.4.2 activate

exit-address-family
!

vrf VRF1
bgp router-id 192.168.3.1
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family

Site3 Fabric4 configuration
Here are the configuration steps for the Fabric4 in the following order:
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1. Leaf VTEP8 configuration
2. Fabric border/site-border-leader VTEP7 configuration

Contrary to Fabric1 or Fabric2, there is no spine in Fabric4. It is possible to skip deployment of spine
nodes when only a limited set of switches are needed , such as 2 racks only.

Figure 70 Fabric4 configuration

Leaf VTEP8 configuration
VTEP8 is a VSF stack of 2x6300 for illustrative purpose. VSF stack configuration is outside of the scope of
this document. Please refer to the VSF User Guide for more details.

vlan 10,22
!
interface 1/1/1

no shutdown
description server
no routing
vlan access 10

!
interface 2/1/3

no shutdown
description server
no routing
vlan access 22

!
route-map connected-ospf permit seq 10

set tag 1000
!
router ospf 1

router-id 192.168.4.3
max-metric router-lsa include-stub on-startup 300
passive-interface default
graceful-restart ignore-lost-interface
trap-enable
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
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interface lag 1
no shutdown
routing
description 8360-3
ip mtu 9198
ip address 192.168.49.1/31
lacp mode active
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/9

no shutdown
description 8360-3 1/1/9
mtu 9198
lag 1

!
interface 2/1/9

no shutdown
description 8360-3 1/1/10
mtu 9198
lag 1

!
interface loopback 0

ip address 192.168.4.3/32
!
vrf VRF1

rd 192.168.4.3:1
route-target export 1:1 evpn
route-target export 65004:1 evpn
route-target import 1:1 evpn
route-target import 65004:1 evpn

vrf VRF2
rd 192.168.4.3:2
route-target export 1:2 evpn
route-target export 65004:2 evpn
route-target import 1:2 evpn
route-target import 65004:2 evpn

!
evpn

arp-suppression
redistribute local-svi
vlan 10

rd auto
route-target export 1:10
route-target export 65004:10
route-target import 1:10
route-target import 65004:10
redistribute host-route

! VLAN22 is not extended so there is no need for global-scope route-target
vlan 22

rd auto
route-target export 65004:22
route-target import 65004:22
redistribute host-route

!
interface loopback 11

vrf attach VRF1
description for troubleshooting in VRF1
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ip address 192.168.41.103/32
!
interface vxlan 1

source ip 192.168.4.3
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 10022

vlan 22
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing

!
virtual-mac 02:00:00:00:08:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
!
router bgp 65004

bgp router-id 192.168.4.3
trap-enable
bgp log-neighbor-changes
!
neighbor borders peer-group
neighbor borders remote-as 65004
neighbor borders description iBGP EVPN peering with Fabric borders
neighbor borders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor borders fall-over
neighbor borders update-source loopback 0
!
neighbor 192.168.4.1 peer-group borders
neighbor 192.168.4.1 description Fabric4 BL4-A
neighbor 192.168.4.2 peer-group borders
neighbor 192.168.4.2 description Fabric4 BL-B
!
address-family l2vpn evpn

neighbor borders send-community both
neighbor 192.168.4.1 activate
neighbor 192.168.4.2 activate

exit-address-family
!

vrf VRF1
bgp router-id 192.168.4.3
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family
!

vrf VRF2
bgp router-id 192.168.4.3
address-family ipv4 unicast

redistribute local loopback



EVPN VXLAN multi-fabric solution | 260

redistribute connected route-map connected-bgp-VRF2
exit-address-family

Fabric border/site-border-leader VTEP7 configuration
VTEP7 is a VSX cluster of 2x 8360 switches.

There is no server attached to this border VTEP for illustrative purpose, listing the fundamental
requirement to include VLANs configuration for VLAN extension. In real deployment, servers are usually
connected as well on border VTEP as a matter of ports availability.

VSX configuration explanation is skipped as this is similar to what was done for Fabric1 border VTEP.

VTEP7 - Leaf7-A

interface lag 256
vsx-sync vlans
no shutdown
description ISL
no routing
vlan trunk native 1 tag
vlan trunk allowed all

!
interface 1/1/33

no shutdown
description 8360-4 1/1/33
lag 256

!
vsx

system-mac 02:00:00:00:07:00
inter-switch-link lag 256
role primary
vsx-sync aaa copp-policy dhcp-relay dns evpn mclag-interfaces qos-global

route-map sflow-global snmp ssh stp-global time vsx-global
!
vlan 10

vsx-sync
vlan 22

vsx-sync
vlan 1049

vsx-sync
!
route-map connected-ospf permit seq 10

set tag 1000
!
route-map BGP-OSPF deny seq 10

match tag 1000
route-map BGP-OSPF permit seq 20
!
router ospf 1

router-id 192.168.4.1
max-metric router-lsa include-stub on-startup 300
passive-interface default
graceful-restart ignore-lost-interface
trap-enable
redistribute bgp route-map BGP-OSPF
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface lag 1

no shutdown
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ip mtu 9198
ip address 192.168.49.0/31
lacp mode active
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
interface 1/1/9

no shutdown
description 6300-7 1/1/9
mtu 9198
lag 1

interface 1/1/10
no shutdown
description 6300-7 2/1/9
mtu 9198
lag 1

!
interface 1/1/11

no shutdown
mtu 9198
description 8360-2 1/1/11
ip mtu 9198
ip address 192.168.49.20/31

!
interface 1/1/31

no shutdown
mtu 9198
description 8400-1
ip mtu 9198
ip address 192.168.29.31/31

!
interface loopback 0

ip address 192.168.4.1/32
interface loopback 1

ip address 192.168.40.1/32
!
interface vlan 1049

ip mtu 9198
ip address 192.168.49.200/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf cost 50
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
vrf VRF1

rd 192.168.40.1:1
route-target export 1:1 evpn
route-target export 65004:1 evpn
route-target import 1:1 evpn
route-target import 65004:1 evpn

vrf VRF2
rd 192.168.40.1:2
route-target export 1:2 evpn
route-target export 65004:2 evpn
route-target import 1:2 evpn
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route-target import 65004:2 evpn
!
evpn

arp-suppression
redistribute local-svi
dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
vlan 10

rd auto
route-target export 1:10
route-target export 65004:10
route-target import 1:10
route-target import 65004:10
redistribute host-route

! VLAN22 is not extended so there is no need for global-scope route-target
vlan 22

rd auto
route-target export 65004:22
route-target import 65004:22
redistribute host-route

!
interface loopback 12

vrf attach VRF1
ip address 192.168.41.1/32

interface loopback 22
vrf attach VRF2
ip address 192.168.42.1/32

!
interface vxlan 1

source ip 192.168.40.1
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing

!
virtual-mac 02:00:00:00:07:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
!
route-map OSPF-BGP permit seq 10

match tag 1000
!
ip aspath-list local-AS seq 10 permit ^$
!
route-map to-border-leaders permit seq 10

match aspath-list local-AS
!
router bgp 65004

bgp router-id 192.168.4.1
trap-enable
bgp log-neighbor-changes
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!
neighbor border-leaders peer-group
neighbor border-leaders description eBGP EVPN peering with remote Fabrics
neighbor border-leaders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor border-leaders fall-over
neighbor border-leaders update-source loopback 0
!
neighbor 192.168.1.3 remote-as 65001
neighbor 192.168.1.3 peer-group border-leaders
neighbor 192.168.1.3 description Fabric1 BL-A
neighbor 192.168.1.3 ebgp-multihop 10
neighbor 192.168.1.4 remote-as 65001
neighbor 192.168.1.4 peer-group border-leaders
neighbor 192.168.1.4 description Fabric1 BL-B
neighbor 192.168.1.4 ebgp-multihop 10
!
neighbor 192.168.3.1 remote-as 65003
neighbor 192.168.3.1 peer-group border-leaders
neighbor 192.168.3.1 description Fabric3 BL
neighbor 192.168.3.1 ebgp-multihop 10
!
neighbor 192.168.4.3 remote-as 65004
neighbor 192.168.4.3 description Leaf8
neighbor 192.168.4.3 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor 192.168.4.3 fall-over
neighbor 192.168.4.3 update-source loopback 0
!
neighbor 192.168.29.30 remote-as 65002
neighbor 192.168.29.30 description Fabric2 S3
neighbor 192.168.29.30 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
neighbor 192.168.49.21 remote-as 65003
neighbor 192.168.49.21 description Fabric3 BL3
neighbor 192.168.49.21 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
address-family ipv4 unicast

neighbor 192.168.29.30 activate
neighbor 192.168.49.21 activate
redistribute local loopback
redistribute ospf 1 route-map OSPF-BGP

!
address-family l2vpn evpn

neighbor border-leaders route-map to-border-leaders out
neighbor border-leaders send-community both
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.3.1 activate
neighbor 192.168.4.3 activate
neighbor 192.168.4.3 next-hop-self
neighbor 192.168.4.3 send-community both

exit-address-family
!

vrf VRF1
bgp router-id 192.168.4.1
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family
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!
vrf VRF2

bgp router-id 192.168.4.1
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF2

exit-address-family

VTEP7 - Leaf7-B

interface lag 256
vsx-sync vlans
no shutdown
description ISL
no routing
vlan trunk native 1 tag
vlan trunk allowed all

!
interface 1/1/33

no shutdown
description 8360-3 1/1/33
lag 256

!
vsx

system-mac 02:00:00:00:07:00
inter-switch-link lag 256
role primary
vsx-sync aaa copp-policy dhcp-relay dns evpn mclag-interfaces qos-global

route-map sflow-global snmp ssh stp-global time vsx-global
!
vlan 10

vsx-sync
vlan 22

vsx-sync
vlan 1049

vsx-sync
!
route-map connected-ospf permit seq 10

set tag 1000
!
route-map BGP-OSPF deny seq 10

match tag 1000
route-map BGP-OSPF permit seq 20
!
router ospf 1

router-id 192.168.4.2
max-metric router-lsa include-stub on-startup 300
passive-interface default
graceful-restart ignore-lost-interface
trap-enable
redistribute bgp route-map BGP-OSPF
redistribute local loopback route-map connected-ospf
area 0.0.0.0

!
interface 1/1/11

no shutdown
mtu 9198
description 8360-2 1/1/11
ip mtu 9198
ip address 192.168.49.20/31

!
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interface 1/1/31
no shutdown
mtu 9198
description 8400-2
ip mtu 9198
ip address 192.168.29.33/31

!
interface loopback 0

ip address 192.168.4.2/32
interface loopback 1

ip address 192.168.40.1/32
!
interface vlan 1049

ip mtu 9198
ip address 192.168.49.201/31
ip ospf 1 area 0.0.0.0
no ip ospf passive
ip ospf cost 50
ip ospf network point-to-point
ip ospf authentication message-digest
ip ospf message-digest-key 1 md5 ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
vrf VRF1

rd 192.168.40.1:1
route-target export 1:1 evpn
route-target export 65004:1 evpn
route-target import 1:1 evpn
route-target import 65004:1 evpn

vrf VRF2
rd 192.168.40.1:2
route-target export 1:2 evpn
route-target export 65004:2 evpn
route-target import 1:2 evpn
route-target import 65004:2 evpn

!
evpn

arp-suppression
redistribute local-svi
dyn-vxlan-tunnel-bridging-mode ibgp-ebgp
vlan 10

rd auto
route-target export 1:10
route-target export 65004:10
route-target import 1:10
route-target import 65004:10
redistribute host-route

! VLAN22 is not extended so there is no need for global-scope route-target
vlan 22

rd auto
route-target export 65004:22
route-target import 65004:22
redistribute host-route

!
interface loopback 12

vrf attach VRF1
ip address 192.168.41.2/32

interface loopback 22
vrf attach VRF2
ip address 192.168.42.2/32

!
interface vxlan 1
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source ip 192.168.40.1
vxlan-counters aggregate
no shutdown
vni 10010

vlan 10
vni 100001

vrf VRF1
routing

vni 100002
vrf VRF2
routing

!
virtual-mac 02:00:00:00:07:00
!
ip prefix-list endpoint-VRF1 seq 10 permit 10.1.0.0/16 le 32
ip prefix-list endpoint-VRF2 seq 10 permit 10.2.0.0/16 le 32
!
route-map connected-bgp-VRF1 permit seq 10

match ip address prefix-list endpoint-VRF1
route-map connected-bgp-VRF2 permit seq 10

match ip address prefix-list endpoint-VRF2
!
route-map OSPF-BGP permit seq 10

match tag 1000
!
ip aspath-list local-AS seq 10 permit ^$
!
route-map to-border-leaders permit seq 10

match aspath-list local-AS
!
router bgp 65004

bgp router-id 192.168.4.2
trap-enable
bgp log-neighbor-changes
!
neighbor border-leaders peer-group
neighbor border-leaders description eBGP EVPN peering with remote Fabrics
neighbor border-leaders password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor border-leaders fall-over
neighbor border-leaders update-source loopback 0
!
neighbor 192.168.1.3 remote-as 65001
neighbor 192.168.1.3 peer-group border-leaders
neighbor 192.168.1.3 description Fabric1 BL-A
neighbor 192.168.1.3 ebgp-multihop 10
neighbor 192.168.1.4 remote-as 65001
neighbor 192.168.1.4 peer-group border-leaders
neighbor 192.168.1.4 description Fabric1 BL-B
neighbor 192.168.1.4 ebgp-multihop 10
!
neighbor 192.168.3.1 remote-as 65003
neighbor 192.168.3.1 peer-group border-leaders
neighbor 192.168.3.1 description Fabric3 BL
neighbor 192.168.3.1 ebgp-multihop 10
!
neighbor 192.168.4.3 remote-as 65004
neighbor 192.168.4.3 description Leaf8
neighbor 192.168.4.3 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
neighbor 192.168.4.3 fall-over
neighbor 192.168.4.3 update-source loopback 0
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!
neighbor 192.168.29.32 remote-as 65002
neighbor 192.168.29.32 description Fabric2 S4
neighbor 192.168.29.32 password ciphertext

AQBapUbZyuMyDkoDN0zeQbI8qY0p5vpa77xnpPQEngEkpWjWBQAAAIouj7OC
!
address-family ipv4 unicast

neighbor 192.168.29.32 activate
redistribute local loopback
redistribute ospf 1 route-map OSPF-BGP

!
address-family l2vpn evpn

neighbor border-leaders route-map to-border-leaders out
neighbor border-leaders send-community both
neighbor 192.168.1.3 activate
neighbor 192.168.1.4 activate
neighbor 192.168.3.1 activate
neighbor 192.168.4.3 activate
neighbor 192.168.4.3 next-hop-self
neighbor 192.168.4.3 send-community both

exit-address-family
!

vrf VRF1
bgp router-id 192.168.4.2
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF1

exit-address-family
!

vrf VRF2
bgp router-id 192.168.4.2
address-family ipv4 unicast

redistribute local loopback
redistribute connected route-map connected-bgp-VRF2

exit-address-family

Verification
Verification is proposed as follows:

n Check OSPF peering on each spine:
in order to verify the underlay IPv4 routing for loopback IP addresses used to established
BGP session and intra-fabric VXLAN tunnels

n Check BGP peering in each address-family:
EVPN AF for overlay workload routes, and also IPv4 AF for underlay routing of loopback IP addresses
of other fabrics

n Check EVPN EVIs and VTEPs:
Verify that all the required VXLAN Network Identifiers are in use on the VTEPs

n Check VXLAN tunnel interface:
verify sourcing IP address from the local VTEP, VNI/VETP information summary as well as counters for
encap/decap traffic (including broadcast)

n Check VRF routing tables:
verify all routes in all VRFs, this includes host routes.

n Check ARP entries per VRF:
useful to check, particularly if there are silent hosts.

n Check MAC addresses:
Very useful for L2 VLAN extension between DCs.
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n Check MP-BGP EVPN routes:
This verification step would be useful if the previous verification steps indicate issues.
Check type-3 routes for VXLAN tunnel establishment for L2 traffic.
Check type-2 routes for MAC-address and host-entries.
Check type-5 routes for host/workload overlay subnet routing.
These are more cumbersome verification but necessary when route-maps are used in EVPN address-
family, including for Extended communities verification with associated route-target and router-MAC
information, for proper route import/export and L3VNI routing.

n Ping and traceroute from VMs and from VTEP:
Traffic between VMs is a must to verify during deployment. However, in operations, it might not be
always possible for a network admin to log on servers, so the network verification from VTEP
switches is also important.

n Prepare a detailed topology document (see example below):Here is the tested topology with
endpoints in order to track details in the show outputs below.
For VRF1, VLAN 10 is extended among Fabric1 and Fabric2 of Site1 and Fabric4 of Site3, VLAN 11 is
extended between Fabric1 and Fabric3, VLAN 12 is extended between Fabric1 and Fabric2.
For VRF2, the proposed configuration is purely about L3/routed overlay between farbrics (L3VNI).

Figure 71 Detailed topology example



Fabric1

OSPF peering
OSPF peering are of point-to-point type so the state should be "FULL" (not FULL/DR or BDR). Verification is done on
Spines. If issues are found, the command can also be used on leaves.

Spine S1 - OSPF

6300F-5-spine1# show ip ospf neighbors
VRF : default Process : 1
===================================================

Total Number of Neighbors : 4

Neighbor ID Priority State Nbr Address Interface
-------------------------------------------------------------------------
192.168.1.3 n/a FULL 192.168.19.1 1/1/25

192.168.1.4 n/a FULL 192.168.19.3 1/1/26

192.168.1.5 n/a FULL 192.168.19.5 1/1/27

192.168.1.6 n/a FULL 192.168.19.7 1/1/28

Spine S2 - OSPF

6300F-6-spine2# show ip ospf neighbors
VRF : default Process : 1
===================================================

Total Number of Neighbors : 4

Neighbor ID Priority State Nbr Address Interface
-------------------------------------------------------------------------
192.168.1.3 n/a FULL 192.168.19.9 1/1/25

192.168.1.4 n/a FULL 192.168.19.11 1/1/26

192.168.1.5 n/a FULL 192.168.19.13 1/1/27

192.168.1.6 n/a FULL 192.168.19.15 1/1/28

BGP peering
BGP sessions must be in "Established" state and the uptime should be consistent among neighbors. If you see unsual
shortest uptime, a session might be flapping (potentially due to a routing issue of underlay loopback).

Spine S1 - BGP EVPN

6300F-5-spine1# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
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Local AS : 65001 BGP Router Identifier : 192.168.1.1
Peers : 4 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.3 65001 506596 559228 03m:01w:00d Established Up
192.168.1.4 65001 509845 677857 04m:03w:06d Established Up
192.168.1.5 65001 319774 642121 04m:03w:06d Established Up
192.168.1.6 65001 301860 677175 04m:03w:06d Established Up

Spine S2 - BGP EVPN

6300F-6-spine2# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65001 BGP Router Identifier : 192.168.1.2
Peers : 4 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.3 65001 241452 284387 03m:01w:00d Established Up
192.168.1.4 65001 243332 328554 04m:00w:02d Established Up
192.168.1.5 65001 177032 301653 04m:00w:02d Established Up
192.168.1.6 65001 159117 329126 04m:00w:02d Established Up

Border-leader VSX VTEP1 - BGP EVPN

NOTE: It is practical on VSX VTEP to use the vsx-peer option in show commands to obtain the output of the vsx-peer without the
need for a dedicated SSH session.

8325-1# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65001 BGP Router Identifier : 192.168.1.3
Peers : 6 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.1 65001 200176 159418 02m:01w:05d Established Up
192.168.1.2 65001 200311 159426 02m:01w:05d Established Up
192.168.2.8 65002 154043 188730 02m:01w:05d Established Up
192.168.3.1 65003 167625 141795 14h:56m:31s Established Up
192.168.4.1 65004 185702 144810 14h:53m:01s Established Up
192.168.4.2 65004 185661 144828 14h:52m:25s Established Up

8325-1# show bgp l2vpn evpn summary vsx-peer
VRF : default
BGP Summary
-----------
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Local AS : 65001 BGP Router Identifier : 192.168.1.4
Peers : 6 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.1 65001 329554 244145 04m:00w:02d Established Up
192.168.1.2 65001 329524 244271 04m:00w:02d Established Up
192.168.2.8 65002 248257 279206 04m:00w:02d Established Up
192.168.3.1 65003 251573 207196 14h:57m:26s Established Up
192.168.4.1 65004 274069 210406 14h:53m:56s Established Up
192.168.4.2 65004 273901 210465 14h:53m:20s Established Up

Border-leader VSX VTEP1 - BGP IPv4 (for loopback routing to other Fabrics)

8325-1# show bgp ipv4 unicast summary
VRF : default
BGP Summary
-----------
Local AS : 65001 BGP Router Identifier : 192.168.1.3
Peers : 1 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.29.6 65002 77844 77834 01d:03h:16m Established Up

8325-1# show bgp ipv4 unicast summary vsx-peer
VRF : default
BGP Summary
-----------
Local AS : 65001 BGP Router Identifier : 192.168.1.4
Peers : 1 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.29.14 65002 120830 120811 01m:04w:00d Established Up

EVPN EVIs and VTEPs

NOTES: 

Check on the border-VTEP that non-directly attached VLANs have L2VNI-VLAN entry in the EVPN configuration, if these said VLANs
must be extended between Fabrics.

Check on all VTEPs that Route-Target values are set as expected, especially the L2VNI and L3VNI requiring a Global Scope

Important verification for L3VNI: Check binding between VTEP-IP and router-MAC

All the VNI/VLAN binding should be consistent among all VTEPs.
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Border-leader VSX VTEP1 - EVIs

8325-1# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10011 11 Up
10012 12 Up
10020 20 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 6
EVPN instances Up : 6

8325-1# show evpn evi summary vsx-peer
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10011 11 Up
10012 12 Up
10020 20 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 6
EVPN instances Up : 6

Much more details can be checked: locally configured route-distinguisher, import/export route-target, number of
local/remote MACs, remote-VTEP address with associated number of remote MACs, with the "detail" option in the
previous command:

8325-1# show evpn evi detail
L2VNI : 10010

Route Distinguisher : 192.168.10.3:10
VLAN : 10
Status : up
RT Import : 1:10, 65001:10
RT Export : 1:10, 65001:10
Local MACs : 7
Remote MACs : 22
Peer VTEPs : 3

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.40.1 7
192.168.10.5 8
192.168.2.8 7
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L2VNI : 10011
Route Distinguisher : 192.168.10.3:11
VLAN : 11
Status : up
RT Import : 1:11, 65001:11
RT Export : 1:11, 65001:11
Local MACs : 7
Remote MACs : 4
Peer VTEPs : 1

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.3.1 4

L2VNI : 10012
Route Distinguisher : 192.168.10.3:12
VLAN : 12
Status : up
RT Import : 1:12, 65001:12
RT Export : 1:12, 65001:12
Local MACs : 0
Remote MACs : 10
Peer VTEPs : 2

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.10.5 10
192.168.2.8 0

L2VNI : 10020
Route Distinguisher : 192.168.10.3:20
VLAN : 20
Status : up
RT Import : 65001:20
RT Export : 65001:20
Local MACs : 4
Remote MACs : 5
Peer VTEPs : 1

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.10.5 5

L3VNI : 100001
Route Distinguisher : 192.168.1.3:1
VRF : VRF1
Status : up
RT Import : 1:1, 65001:1
RT Export : 1:1, 65001:1
Local Type-5 Routes : 8
Remote Type-5 Routes : 46
Peer VTEPs : 4

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.3.1 4
192.168.40.1 8
192.168.10.5 21
192.168.2.8 13
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L3VNI : 100002
Route Distinguisher : 192.168.1.3:2
VRF : VRF2
Status : up
RT Import : 1:2, 65001:2
RT Export : 1:2, 65001:2
Local Type-5 Routes : 2
Remote Type-5 Routes : 14
Peer VTEPs : 3

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.40.1 5
192.168.10.5 5
192.168.2.8 4

Border-leader VSX VTEP1 - L3VNI VTEPs

This table provides very important information about the learned router-MAC per L3VNI (or VRF), per remote VTEP.
Learned router-MAC should be identical to the virtual-mac configured on each remote VTEP.

8325-1# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.10.5 100001 02:00:00:00:02:00 VRF1 Up
192.168.40.1 100002 02:00:00:00:07:00 VRF2 Up
192.168.40.1 100001 02:00:00:00:07:00 VRF1 Up
192.168.3.1 100001 02:00:00:00:06:00 VRF1 Up
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up
192.168.10.5 100002 02:00:00:00:02:00 VRF2 Up
192.168.2.8 100002 02:00:00:00:05:00 VRF2 Up

8325-1# show evpn vtep-neighbor all-vrfs vsx-peer
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.40.1 100002 02:00:00:00:07:00 VRF2 Up
192.168.10.5 100001 02:00:00:00:02:00 VRF1 Up
192.168.2.8 100002 02:00:00:00:05:00 VRF2 Up
192.168.40.1 100001 02:00:00:00:07:00 VRF1 Up
192.168.10.5 100002 02:00:00:00:02:00 VRF2 Up
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up
192.168.3.1 100001 02:00:00:00:06:00 VRF1 Up

The border-leader VTEP1 has mutliple VTEP entries as it interconnects different fabrics + VTEPs in the local fabric:

n 192.168.10.5: intra-fabric1 VTEP2
n 192.168.40.1: inter-fabric4 VTEP7
n 192.168.2.8: inter-fabric2 VTEP5
n 192.168.3.1: inter-fabric3 VTEP6

VSX VTEP2 - EVIs

This summary command can be useful for a quick check of L2VNI and L3VNI.
Note that VLAN11 is not present on VTEP2
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8325-3# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10012 12 Up
10020 20 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 5
EVPN instances Up : 5

8325-3# show evpn evi summary vsx-peer
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10012 12 Up
10020 20 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 5
EVPN instances Up : 5

VSX VTEP2 - L3VNI VTEPs

8325-3# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.10.3 100002 02:00:00:00:01:00 VRF2 Up
192.168.10.3 100001 02:00:00:00:01:00 VRF1 Up

8325-3# show evpn vtep-neighbor all-vrfs vsx-peer
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.10.3 100002 02:00:00:00:01:00 VRF2 Up
192.168.10.3 100001 02:00:00:00:01:00 VRF1 Up

VTEP2 is a regular leaf VTEP in Fabric1 and has a single remote-VTEP: Fabric1-border-leader VTEP1.

VXLAN tunnel interface
This command provides other additional information like the UDP port and source IP used as VTEP.

It also provides statistics (if counters are enabled) on encapsulated/decapsulated packets. Some platforms will provide
BUM packet statistics (ex: 8325), some others won't (ex: 8360).

Border-leader VSX VTEP1 - VXLAN tunnel

AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 275



8325-1# show interface vxlan 1
Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.10.3

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.2.8 evpn
10010 disabled 10 -- 192.168.10.5 evpn
10010 disabled 10 -- 192.168.40.1 evpn
10011 disabled 11 -- 192.168.3.1 evpn
10012 disabled 12 -- 192.168.2.8 evpn
10012 disabled 12 -- 192.168.10.5 evpn
10020 disabled 20 -- 192.168.10.5 evpn
100001 enabled -- VRF1 192.168.2.8 evpn
100001 enabled -- VRF1 192.168.3.1 evpn
100001 enabled -- VRF1 192.168.10.5 evpn
100001 enabled -- VRF1 192.168.40.1 evpn
100002 enabled -- VRF2 192.168.2.8 evpn
100002 enabled -- VRF2 192.168.10.5 evpn
100002 enabled -- VRF2 192.168.40.1 evpn

Aggregate Statistics
--------------------
Decap:

366 input packets 52072 bytes
77995 broadcast packets 17051310 bytes

0 drop packets
Encap:

2258238 output packets 185213931 bytes
207286 BUM packets 18729024 bytes

0 drop packets

8325-1# show interface vxlan 1 vsx-peer

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.10.3

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.2.8 evpn
10010 disabled 10 -- 192.168.10.5 evpn
10010 disabled 10 -- 192.168.40.1 evpn
10011 disabled 11 -- 192.168.3.1 evpn
10012 disabled 12 -- 192.168.2.8 evpn
10012 disabled 12 -- 192.168.10.5 evpn
10020 disabled 20 -- 192.168.10.5 evpn
100001 enabled -- VRF1 192.168.2.8 evpn
100001 enabled -- VRF1 192.168.3.1 evpn
100001 enabled -- VRF1 192.168.10.5 evpn
100001 enabled -- VRF1 192.168.40.1 evpn
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100002 enabled -- VRF2 192.168.2.8 evpn
100002 enabled -- VRF2 192.168.10.5 evpn
100002 enabled -- VRF2 192.168.40.1 evpn

Aggregate Statistics
--------------------
Decap:

453346646 input packets 157466854028 bytes
196603 broadcast packets 29738516 bytes

0 drop packets
Encap:

1627074 output packets 133719235 bytes
410363 BUM packets 42619822 bytes

0 drop packets

VSX VTEP2 - VXLAN tunnel

8325-3# show interface vxlan 1

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.10.5

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.10.3 evpn
10012 disabled 12 -- 192.168.10.3 evpn
10020 disabled 20 -- 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.10.3 evpn
100002 enabled -- VRF2 192.168.10.3 evpn

Aggregate Statistics
--------------------
Decap:

477094898 input packets 166271079496 bytes
124175 broadcast packets 30205843 bytes

0 drop packets
Encap:

493493133 output packets 148690531869 bytes
561650 BUM packets 41953225 bytes

0 drop packets

8325-3# show interface vxlan 1 vsx-peer

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.10.5

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
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10010 disabled 10 -- 192.168.10.3 evpn
10012 disabled 12 -- 192.168.10.3 evpn
10020 disabled 20 -- 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.10.3 evpn
100002 enabled -- VRF2 192.168.10.3 evpn

Aggregate Statistics
--------------------
Decap:

489300793 input packets 170543112190 bytes
334003 broadcast packets 40395772 bytes

0 drop packets
Encap:

479282487 output packets 142972572775 bytes
393409 BUM packets 54626394 bytes

0 drop packets

VRF routing tables
The /32 host routes in the following output will appear if hosts are present and active on the network (not silent).

NOTE: The /32 switch-attached routes appear below due to the usage of redistribute local-svi command. It is possible to
reduce the number of routes by removing this unnecessary option when SVI IP = ActiveGateway IP (10.09.0010).

Most of the tenant VRF routes (example VRF1) appear to be learned with B/EV flag which indicates that they are
populated from MP-BGP EVPN address-family.

The route age can be a very good indication of the presence age of the host/server on the network.

The next-hop IP address that appears on the EVPN routes is the VTEP next-hop IP address. This VTEP next-hop IP address
is the VSX VTEP logical anycast loopback1 IP address (example 192.168.10.5 next-hopfor destination 10.1.10.13) or the
regular control-plane loopback0 source IP address of standalone or VSF VTEP (example: 192.168.3.1 for destination
10.1.11.17).

Border-leader VSX VTEP1 - all-vrfs

8325-1# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: KA

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
192.168.0.0/31 - 1/1/41 - C [0/0] -
192.168.0.0/32 - 1/1/41 - L [0/0] -

VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
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Type Metric
----------------------------------------------------------------------------------------------
10.1.10.0/24 - vlan10 - C [0/0] -
10.1.10.1/32 - vlan10 - L [0/0] -
10.1.10.6/32 192.168.2.8 - - B/EV [200/0] 01m:03w:04d
10.1.10.13/32 192.168.10.5 - - B/EV [200/0] 00h:05m:19s
10.1.10.15/32 192.168.2.8 - - B/EV [200/0] 00h:02m:36s
10.1.10.18/32 192.168.40.1 - - B/EV [200/0] 00h:01m:45s
10.1.11.0/24 - vlan11 - C [0/0] -
10.1.11.1/32 - vlan11 - L [0/0] -
10.1.11.17/32 192.168.3.1 - - B/EV [200/0] 00h:04m:23s
10.1.12.0/24 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
10.1.12.1/32 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
10.1.12.14/32 192.168.10.5 - - B/EV [200/0] 00h:05m:19s
10.1.12.16/32 192.168.2.8 - - B/EV [200/0] 01d:20h:12m
192.168.11.3/32 - loopback12 - L [0/0] -
192.168.11.4/32 192.168.110.1 vlan1110 - S [1/0] 01m:03w:04d
192.168.11.5/32 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
192.168.11.6/32 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
192.168.11.103/32 - loopback11 - L [0/0] -
192.168.11.105/32 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
192.168.21.5/32 192.168.2.8 - - B/EV [200/0] 01m:03w:04d
192.168.21.7/32 192.168.2.8 - - B/EV [200/0] 01d:20h:12m
192.168.21.8/32 192.168.2.8 - - B/EV [200/0] 01m:03w:04d
192.168.21.105/32 192.168.2.8 - - B/EV [200/0] 01m:03w:04d
192.168.31.11/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d
192.168.31.101/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d
192.168.41.1/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
192.168.41.2/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
192.168.41.101/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
192.168.41.103/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
192.168.110.0/31 - vlan1110 - C [0/0] -
192.168.110.0/32 - vlan1110 - L [0/0] -

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.2.20.0/24 - vlan20 - C [0/0] -
10.2.20.2/32 - vlan20 - L [0/0] -
10.2.20.4/32 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
10.2.20.5/32 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
10.2.20.21/32 192.168.10.5 - - B/EV [200/0] 01m:03w:04d
10.2.22.0/24 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
10.2.22.1/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
10.2.22.2/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
192.168.12.3/32 - loopback22 - L [0/0] -
192.168.22.8/32 192.168.2.8 - - B/EV [200/0] 01m:03w:04d
192.168.42.1/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d
192.168.42.2/32 192.168.40.1 - - B/EV [200/0] 01m:03w:04d

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.10.129.0/24 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
15.136.40.0/24 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d

AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 279



16.1.38.0/24 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.1.1/32 192.168.19.0 1/1/23 - O/E2 [110/25] 01m:03w:04d
192.168.1.2/32 192.168.19.8 1/1/24 - O/E2 [110/25] 01m:03w:04d
192.168.1.3/32 - loopback0 - L [0/0] -
192.168.1.4/32 192.168.19.8 1/1/24 - O/E2 [110/25] 01m:03w:04d

192.168.19.0 1/1/23 - [110/25] 01m:03w:04d
192.168.1.5/32 192.168.19.8 1/1/24 - O/E2 [110/25] 01m:03w:04d

192.168.19.0 1/1/23 - [110/25] 01m:03w:04d
192.168.1.6/32 192.168.19.8 1/1/24 - O/E2 [110/25] 01m:03w:04d

192.168.19.0 1/1/23 - [110/25] 01m:03w:04d
192.168.2.1/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.2.2/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.2.5/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.2.7/32 192.168.29.6 1/1/51 - B/E [20/0] 01d:20h:13m
192.168.2.8/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.3.1/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.3.202/31 192.168.19.8 1/1/24 - O [110/64] 01m:03w:04d

192.168.19.0 1/1/23 - [110/64] 01m:03w:04d
192.168.4.1/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.4.2/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.4.3/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d
192.168.10.3/32 - loopback1 - L [0/0] -
192.168.10.5/32 192.168.19.8 1/1/24 - O/E2 [110/25] 01m:03w:04d

192.168.19.0 1/1/23 - [110/25] 01m:03w:04d
192.168.19.0/31 - 1/1/23 - C [0/0] -
192.168.19.1/32 - 1/1/23 - L [0/0] -
192.168.19.2/31 192.168.19.0 1/1/23 - O [110/20] 01m:03w:04d
192.168.19.4/31 192.168.19.0 1/1/23 - O [110/14] 01m:03w:04d
192.168.19.6/31 192.168.19.0 1/1/23 - O [110/14] 01m:03w:04d
192.168.19.8/31 - 1/1/24 - C [0/0] -
192.168.19.9/32 - 1/1/24 - L [0/0] -
192.168.19.10/31 192.168.19.8 1/1/24 - O [110/20] 01m:03w:04d
192.168.19.12/31 192.168.19.8 1/1/24 - O [110/14] 01m:03w:04d
192.168.19.14/31 192.168.19.8 1/1/24 - O [110/14] 01m:03w:04d
192.168.19.200/31 - vlan1019 - C [0/0] -
192.168.19.200/32 - vlan1019 - L [0/0] -
192.168.29.6/31 - 1/1/51 - C [0/0] -
192.168.29.7/32 - 1/1/51 - L [0/0] -
192.168.40.1/32 192.168.29.6 1/1/51 - B/E [20/0] 00m:01w:01d

Total Route Count : 81

8325-1# show ip route all-vrfs vsx-peer

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: KA

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------

AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 280



192.168.0.0/31 - 1/1/41 - C [0/0] -
192.168.0.1/32 - 1/1/41 - L [0/0] -

VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.1.10.0/24 - vlan10 - C [0/0] -
10.1.10.1/32 - vlan10 - L [0/0] -
10.1.10.6/32 192.168.2.8 - - B/EV [200/0] 02m:02w:06d
10.1.10.13/32 192.168.10.5 - - B/EV [200/0] 00h:06m:54s
10.1.10.15/32 192.168.2.8 - - B/EV [200/0] 00h:04m:08s
10.1.10.18/32 192.168.40.1 - - B/EV [200/0] 00h:03m:16s
10.1.11.0/24 - vlan11 - C [0/0] -
10.1.11.1/32 - vlan11 - L [0/0] -
10.1.11.17/32 192.168.3.1 - - B/EV [200/0] 00h:00m:56s
10.1.12.0/24 192.168.10.5 - - B/EV [200/0] 02m:02w:06d
10.1.12.1/32 192.168.10.5 - - B/EV [200/0] 02m:02w:06d
10.1.12.14/32 192.168.10.5 - - B/EV [200/0] 00h:06m:48s
10.1.12.16/32 192.168.2.8 - - B/EV [200/0] 01d:20h:14m
192.168.11.3/32 192.168.110.0 vlan1110 - S [1/0] 03m:02w:01d
192.168.11.4/32 - loopback12 - L [0/0] -
192.168.11.5/32 192.168.10.5 - - B/EV [200/0] 02m:02w:06d
192.168.11.6/32 192.168.10.5 - - B/EV [200/0] 02m:02w:06d
192.168.11.103/32 - loopback11 - L [0/0] -
192.168.11.105/32 192.168.10.5 - - B/EV [200/0] 02m:02w:06d
192.168.21.5/32 192.168.2.8 - - B/EV [200/0] 02m:02w:06d
192.168.21.7/32 192.168.2.8 - - B/EV [200/0] 01d:20h:14m
192.168.21.8/32 192.168.2.8 - - B/EV [200/0] 02m:02w:06d
192.168.21.105/32 192.168.2.8 - - B/EV [200/0] 02m:02w:06d
192.168.31.11/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d
192.168.31.101/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d
192.168.41.1/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.41.2/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.41.101/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.41.103/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.110.0/31 - vlan1110 - C [0/0] -
192.168.110.1/32 - vlan1110 - L [0/0] -

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.2.20.0/24 - vlan20 - C [0/0] -
10.2.20.3/32 - vlan20 - L [0/0] -
10.2.20.4/32 192.168.10.5 - - B/EV [200/0] 02m:02w:06d
10.2.20.5/32 192.168.10.5 - - B/EV [200/0] 02m:02w:06d
10.2.20.21/32 192.168.10.5 - - B/EV [200/0] 02m:01w:04d
10.2.22.0/24 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
10.2.22.1/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
10.2.22.2/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.22.8/32 192.168.2.8 - - B/EV [200/0] 02m:02w:06d
192.168.42.1/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.42.2/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d

VRF: default
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Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.10.129.0/24 192.168.19.10 1/1/24 - O/E2 [110/25] 00m:01w:01d

192.168.19.2 1/1/23 - [110/25] 00m:01w:01d
15.136.40.0/24 192.168.19.10 1/1/24 - O/E2 [110/25] 00m:01w:01d

192.168.19.2 1/1/23 - [110/25] 00m:01w:01d
16.1.38.0/24 192.168.19.10 1/1/24 - O/E2 [110/25] 00m:01w:01d

192.168.19.2 1/1/23 - [110/25] 00m:01w:01d
192.168.1.1/32 192.168.19.2 1/1/23 - O/E2 [110/25] 02m:02w:06d
192.168.1.2/32 192.168.19.10 1/1/24 - O/E2 [110/25] 02m:02w:05d
192.168.1.3/32 192.168.19.10 1/1/24 - O/E2 [110/25] 01m:03w:04d

192.168.19.2 1/1/23 - [110/25] 01m:03w:04d
192.168.1.4/32 - loopback0 - L [0/0] -
192.168.1.5/32 192.168.19.10 1/1/24 - O/E2 [110/25] 02m:02w:05d

192.168.19.2 1/1/23 - [110/25] 02m:02w:05d
192.168.1.6/32 192.168.19.10 1/1/24 - O/E2 [110/25] 02m:02w:05d

192.168.19.2 1/1/23 - [110/25] 02m:02w:05d
192.168.2.1/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d
192.168.2.2/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d
192.168.2.5/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d
192.168.2.7/32 192.168.29.14 1/1/51 - B/E [20/0] 01d:20h:14m
192.168.2.8/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d
192.168.3.1/32 192.168.19.10 1/1/24 - O/E2 [110/25] 00m:01w:01d

192.168.19.2 1/1/23 - [110/25] 00m:01w:01d
192.168.3.202/31 192.168.19.10 1/1/24 - O [110/64] 02m:02w:05d

192.168.19.2 1/1/23 - [110/64] 02m:02w:05d
192.168.4.1/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d
192.168.4.2/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d
192.168.4.3/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d
192.168.10.3/32 - loopback1 - L [0/0] -
192.168.10.5/32 192.168.19.10 1/1/24 - O/E2 [110/25] 02m:02w:05d

192.168.19.2 1/1/23 - [110/25] 02m:02w:05d
192.168.19.0/31 192.168.19.2 1/1/23 - O [110/20] 01m:03w:04d
192.168.19.2/31 - 1/1/23 - C [0/0] -
192.168.19.3/32 - 1/1/23 - L [0/0] -
192.168.19.4/31 192.168.19.2 1/1/23 - O [110/14] 02m:02w:06d
192.168.19.6/31 192.168.19.2 1/1/23 - O [110/14] 02m:02w:06d
192.168.19.8/31 192.168.19.10 1/1/24 - O [110/20] 01m:03w:04d
192.168.19.10/31 - 1/1/24 - C [0/0] -
192.168.19.11/32 - 1/1/24 - L [0/0] -
192.168.19.12/31 192.168.19.10 1/1/24 - O [110/14] 02m:02w:05d
192.168.19.14/31 192.168.19.10 1/1/24 - O [110/14] 02m:02w:05d
192.168.19.200/31 - vlan1019 - C [0/0] -
192.168.19.201/32 - vlan1019 - L [0/0] -
192.168.29.14/31 - 1/1/51 - C [0/0] -
192.168.29.15/32 - 1/1/51 - L [0/0] -
192.168.40.1/32 192.168.29.14 1/1/51 - B/E [20/0] 01m:01w:04d

Total Route Count : 80

NOTE: all /32 host routes that are local to the VTEP will not appear in the routing table of the local VTEP.

Example: 10.1.11.11, VM11 attached to VTEP1

8325-1# show arp vrf VRF1 state reachable
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IPv4 Address MAC Port Physical Port State VRF
----------------------------------------------------------------------------------------------
192.168.110.1 54:80:28:fc:5c:00 vlan1110 lag256 reachable VRF1
10.1.11.11 00:50:56:8e:4d:9c vlan11 lag1 reachable VRF1

Total Number Of ARP Entries Listed: 2.
----------------------------------------------------------------------------------------------

8325-1# show evpn mac-ip | include 10.1.11.11
10011 00:50:56:8e:4d:9c 10.1.11.11 0 L

8325-1# show ip route vrf VRF1 | include 10.1.11.
10.1.11.0/24 - vlan11 - C [0/0] -
10.1.11.1/32 - vlan11 - L [0/0] -
10.1.11.17/32 192.168.3.1 - - B/EV [200/0]
00h:01m:47s

Only remote /32 host routes will appear in routing table. This might be a limitation when local host routes must be
redistributed in some other local routing protocols for overlay VRF.

VSX VTEP2 - all-vrfs

8325-3# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: KA

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
192.168.0.2/31 - 1/1/25 - C [0/0] -
192.168.0.2/32 - 1/1/25 - L [0/0] -

VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.1.10.0/24 - vlan10 - C [0/0] -
10.1.10.1/32 - vlan10 - L [0/0] -
10.1.10.6/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.1.10.10/32 192.168.10.3 - - B/EV [200/0] 00h:06m:51s
10.1.10.15/32 192.168.10.3 - - B/EV [200/0] 00h:00m:47s
10.1.10.18/32 192.168.10.3 - - B/EV [200/0] 00h:00m:36s
10.1.11.0/24 192.168.10.3 - - B/EV [200/0] 01m:00w:05d
10.1.11.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.1.11.11/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.1.11.17/32 192.168.10.3 - - B/EV [200/0] 00h:01m:14s
10.1.12.0/24 - vlan12 - C [0/0] -
10.1.12.1/32 - vlan12 - L [0/0] -
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192.168.11.3/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.11.4/32 192.168.10.3 - - B/EV [200/0] 02m:02w:00d
192.168.11.5/32 - loopback12 - L [0/0] -
192.168.11.103/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.11.105/32 - loopback11 - L [0/0] -
192.168.21.5/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.21.7/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.21.8/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.21.105/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.31.11/32 192.168.10.3 - - B/EV [200/0] 02d:06h:00m
192.168.31.101/32 192.168.10.3 - - B/EV [200/0] 02d:06h:01m
192.168.41.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.41.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.41.101/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.41.103/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.110.0/31 192.168.10.3 - - B/EV [200/0] 01m:00w:05d

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.2.20.0/24 - vlan20 - C [0/0] -
10.2.20.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.20.3/32 192.168.10.3 - - B/EV [200/0] 01m:00w:05d
10.2.20.4/32 - vlan20 - L [0/0] -
10.2.20.20/32 192.168.10.3 - - B/EV [200/0] 00h:01m:58s
10.2.21.0/24 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.21.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.21.5/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.22.0/24 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.22.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.22.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.12.3/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.22.8/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.42.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.42.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.10.129.0/24 192.168.19.12 1/1/24 - O/E2 [110/25] 02d:06h:01m

192.168.19.4 1/1/23 - [110/25] 02d:06h:01m
15.136.40.0/24 192.168.19.12 1/1/24 - O/E2 [110/25] 02d:06h:01m

192.168.19.4 1/1/23 - [110/25] 02d:06h:01m
16.1.38.0/24 192.168.19.12 1/1/24 - O/E2 [110/25] 02d:06h:01m

192.168.19.4 1/1/23 - [110/25] 02d:06h:01m
192.168.1.1/32 192.168.19.4 1/1/23 - O/E2 [110/25] 02m:02w:00d
192.168.1.2/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d
192.168.1.3/32 192.168.19.12 1/1/24 - O/E2 [110/25] 01m:02w:05d

192.168.19.4 1/1/23 - [110/25] 01m:02w:05d
192.168.1.4/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.1.5/32 - loopback0 - L [0/0] -
192.168.1.6/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.2.1/32 192.168.19.12 1/1/24 - O/E2 [110/25] 01m:02w:00d
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192.168.19.4 1/1/23 - [110/25] 01m:02w:00d
192.168.2.2/32 192.168.19.12 1/1/24 - O/E2 [110/25] 01m:02w:04d

192.168.19.4 1/1/23 - [110/25] 01m:02w:04d
192.168.2.5/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.2.7/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.2.8/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.3.1/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02d:06h:01m

192.168.19.4 1/1/23 - [110/25] 02d:06h:01m
192.168.3.202/31 - vlan1019 - C [0/0] -
192.168.3.202/32 - vlan1019 - L [0/0] -
192.168.4.1/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.4.2/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.4.3/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.10.3/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d
192.168.10.5/32 - loopback1 - L [0/0] -
192.168.19.0/31 192.168.19.4 1/1/23 - O [110/14] 01m:02w:05d
192.168.19.2/31 192.168.19.4 1/1/23 - O [110/14] 02m:02w:00d
192.168.19.4/31 - 1/1/23 - C [0/0] -
192.168.19.5/32 - 1/1/23 - L [0/0] -
192.168.19.6/31 192.168.19.4 1/1/23 - O [110/8] 02m:02w:00d
192.168.19.8/31 192.168.19.12 1/1/24 - O [110/14] 01m:02w:05d
192.168.19.10/31 192.168.19.12 1/1/24 - O [110/14] 02m:01w:06d
192.168.19.12/31 - 1/1/24 - C [0/0] -
192.168.19.13/32 - 1/1/24 - L [0/0] -
192.168.19.14/31 192.168.19.12 1/1/24 - O [110/8] 02m:01w:06d
192.168.19.200/31 192.168.19.12 1/1/24 - O [110/64] 01m:00w:05d

192.168.19.4 1/1/23 - [110/64] 01m:00w:05d
192.168.40.1/32 192.168.19.12 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.4 1/1/23 - [110/25] 02m:01w:06d

Total Route Count : 79

8325-3# show ip route all-vrfs vsx-peer

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: KA

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
192.168.0.2/31 - 1/1/25 - C [0/0] -
192.168.0.3/32 - 1/1/25 - L [0/0] -
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VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.1.10.0/24 - vlan10 - C [0/0] -
10.1.10.1/32 - vlan10 - L [0/0] -
10.1.10.6/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.1.10.10/32 192.168.10.3 - - B/EV [200/0] 00h:08m:40s
10.1.10.15/32 192.168.10.3 - - B/EV [200/0] 00h:02m:36s
10.1.10.18/32 192.168.10.3 - - B/EV [200/0] 00h:02m:29s
10.1.11.0/24 192.168.10.3 - - B/EV [200/0] 01m:00w:05d
10.1.11.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.1.11.11/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.1.11.17/32 192.168.10.3 - - B/EV [200/0] 00h:02m:39s
10.1.12.0/24 - vlan12 - C [0/0] -
10.1.12.1/32 - vlan12 - L [0/0] -
192.168.11.3/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.11.4/32 192.168.10.3 - - B/EV [200/0] 02m:02w:00d
192.168.11.6/32 - loopback12 - L [0/0] -
192.168.11.103/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.11.105/32 - loopback11 - L [0/0] -
192.168.21.5/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.21.7/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.21.8/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.21.105/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.31.11/32 192.168.10.3 - - B/EV [200/0] 02d:06h:02m
192.168.31.101/32 192.168.10.3 - - B/EV [200/0] 02d:06h:02m
192.168.41.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.41.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.41.101/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.41.103/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.110.0/31 192.168.10.3 - - B/EV [200/0] 01m:00w:05d

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.2.20.0/24 - vlan20 - C [0/0] -
10.2.20.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.20.3/32 192.168.10.3 - - B/EV [200/0] 01m:00w:05d
10.2.20.5/32 - vlan20 - L [0/0] -
10.2.20.20/32 192.168.10.3 - - B/EV [200/0] 00h:03m:41s
10.2.21.0/24 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.21.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.21.5/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.22.0/24 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.22.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
10.2.22.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.12.3/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.22.8/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.42.1/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d
192.168.42.2/32 192.168.10.3 - - B/EV [200/0] 01m:02w:05d

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric
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----------------------------------------------------------------------------------------------
10.10.129.0/24 192.168.19.14 1/1/24 - O/E2 [110/25] 02d:06h:03m

192.168.19.6 1/1/23 - [110/25] 02d:06h:03m
15.136.40.0/24 192.168.19.14 1/1/24 - O/E2 [110/25] 02d:06h:03m

192.168.19.6 1/1/23 - [110/25] 02d:06h:03m
16.1.38.0/24 192.168.19.14 1/1/24 - O/E2 [110/25] 02d:06h:03m

192.168.19.6 1/1/23 - [110/25] 02d:06h:03m
192.168.1.1/32 192.168.19.6 1/1/23 - O/E2 [110/25] 02m:02w:00d
192.168.1.2/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d
192.168.1.3/32 192.168.19.14 1/1/24 - O/E2 [110/25] 01m:02w:05d

192.168.19.6 1/1/23 - [110/25] 01m:02w:05d
192.168.1.4/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.1.5/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.1.6/32 - loopback0 - L [0/0] -
192.168.2.1/32 192.168.19.14 1/1/24 - O/E2 [110/25] 01m:02w:00d

192.168.19.6 1/1/23 - [110/25] 01m:02w:00d
192.168.2.2/32 192.168.19.14 1/1/24 - O/E2 [110/25] 01m:02w:04d

192.168.19.6 1/1/23 - [110/25] 01m:02w:04d
192.168.2.5/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.2.7/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.2.8/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.3.1/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02d:06h:03m

192.168.19.6 1/1/23 - [110/25] 02d:06h:03m
192.168.3.202/31 - vlan1019 - C [0/0] -
192.168.3.203/32 - vlan1019 - L [0/0] -
192.168.4.1/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.4.2/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.4.3/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.10.3/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d
192.168.10.5/32 - loopback1 - L [0/0] -
192.168.19.0/31 192.168.19.6 1/1/23 - O [110/14] 01m:02w:05d
192.168.19.2/31 192.168.19.6 1/1/23 - O [110/14] 02m:02w:00d
192.168.19.4/31 192.168.19.6 1/1/23 - O [110/8] 02m:02w:00d
192.168.19.6/31 - 1/1/23 - C [0/0] -
192.168.19.7/32 - 1/1/23 - L [0/0] -
192.168.19.8/31 192.168.19.14 1/1/24 - O [110/14] 01m:02w:05d
192.168.19.10/31 192.168.19.14 1/1/24 - O [110/14] 02m:01w:06d
192.168.19.12/31 192.168.19.14 1/1/24 - O [110/8] 02m:01w:06d
192.168.19.14/31 - 1/1/24 - C [0/0] -
192.168.19.15/32 - 1/1/24 - L [0/0] -
192.168.19.200/31 192.168.19.14 1/1/24 - O [110/64] 01m:00w:05d

192.168.19.6 1/1/23 - [110/64] 01m:00w:05d
192.168.40.1/32 192.168.19.14 1/1/24 - O/E2 [110/25] 02m:01w:06d

192.168.19.6 1/1/23 - [110/25] 02m:01w:06d

Total Route Count : 79

ARP tables
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Host ARP entries are populated in the switch as long as the hosts generate routed traffic outside of their subnet. In case
of pure L2 traffic (L2VNI) between hosts, ARP entries will not show up on the switches and ARP suppression will have no
effect.

ARP entries learned behind VXLAN tunnels are of state permanent (as opposed to dynamically/locally learned, with state
"reachable").

Border-leader VSX VTEP1 - all-vrfs

8325-1# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF
-------------------------------------------------------------------------------------------------------------
-----
10.1.10.18 00:50:56:8e:4e:88 vlan10 vxlan1(192.168.40.1) permanent VRF1
192.168.29.6 10:4f:58:6c:69:00 1/1/51 1/1/51 reachable default
10.2.20.20 00:50:56:8e:32:e8 vlan20 lag2 reachable VRF2
192.168.19.0 88:3a:30:93:ca:40 1/1/23 1/1/23 reachable default
192.168.19.8 88:3a:30:93:bc:00 1/1/24 1/1/24 reachable default
10.1.10.6 88:3a:30:9a:7a:00 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.1.10.15 00:50:56:8e:d7:96 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.1.11.17 00:50:56:8e:92:44 vlan11 vxlan1(192.168.3.1) permanent VRF1
10.1.11.11 00:50:56:8e:4d:9c vlan11 lag1 reachable VRF1
192.168.0.1 54:80:28:fc:5c:00 1/1/41 1/1/41 reachable KA
10.1.10.10 00:50:56:8e:61:91 vlan10 lag1 reachable VRF1
10.2.20.3 54:80:28:fc:5c:00 vlan20 lag256 reachable VRF2
192.168.110.1 54:80:28:fc:5c:00 vlan1110 lag256 reachable VRF1
10.2.20.4 b8:d4:e7:da:28:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
10.2.20.5 54:80:28:fd:f3:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
10.2.20.21 00:50:56:8e:6b:d8 vlan20 vxlan1(192.168.10.5) permanent VRF2

Total Number Of ARP Entries Listed: 16.
-------------------------------------------------------------------------------------------------------------
-----

8325-1# show arp all-vrfs vsx-peer

IPv4 Address MAC Port Physical Port State VRF
-------------------------------------------------------------------------------------------------------------
-----
10.1.10.15 00:50:56:8e:d7:96 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.2.20.5 54:80:28:fd:f3:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
192.168.0.0 b8:d4:e7:da:9a:00 1/1/41 1/1/41 reachable KA
192.168.29.14 10:4f:58:6c:ea:00 1/1/51 1/1/51 reachable default
10.2.20.21 00:50:56:8e:6b:d8 vlan20 vxlan1(192.168.10.5) permanent VRF2
192.168.110.0 b8:d4:e7:da:9a:00 vlan1110 lag256 reachable VRF1
10.2.20.2 b8:d4:e7:da:9a:00 vlan20 lag256 reachable VRF2
10.1.10.18 00:50:56:8e:4e:88 vlan10 vxlan1(192.168.40.1) permanent VRF1
10.2.20.4 b8:d4:e7:da:28:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
10.1.11.11 00:50:56:8e:4d:9c vlan11 lag1 reachable VRF1
10.1.11.17 00:50:56:8e:92:44 vlan11 vxlan1(192.168.3.1) permanent VRF1
10.2.20.20 00:50:56:8e:32:e8 vlan20 lag2 reachable VRF2
10.1.10.10 00:50:56:8e:61:91 vlan10 lag1 reachable VRF1
192.168.19.10 88:3a:30:93:bc:00 1/1/24 1/1/24 reachable default
192.168.19.2 88:3a:30:93:ca:40 1/1/23 1/1/23 reachable default
10.1.10.6 88:3a:30:9a:7a:00 vlan10 vxlan1(192.168.2.8) permanent VRF1

Total Number Of ARP Entries Listed: 16.
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-------------------------------------------------------------------------------------------------------------
-----

VSX VTEP2 - all-vrfs

8325-1# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF
-------------------------------------------------------------------------------------------------------------
-----
10.1.10.18 00:50:56:8e:4e:88 vlan10 vxlan1(192.168.40.1) permanent VRF1
192.168.29.6 10:4f:58:6c:69:00 1/1/51 1/1/51 reachable default
10.2.20.20 00:50:56:8e:32:e8 vlan20 lag2 reachable VRF2
192.168.19.0 88:3a:30:93:ca:40 1/1/23 1/1/23 reachable default
192.168.19.8 88:3a:30:93:bc:00 1/1/24 1/1/24 reachable default
10.1.10.6 88:3a:30:9a:7a:00 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.1.10.15 00:50:56:8e:d7:96 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.1.11.17 00:50:56:8e:92:44 vlan11 vxlan1(192.168.3.1) permanent VRF1
10.1.11.11 00:50:56:8e:4d:9c vlan11 lag1 reachable VRF1
192.168.0.1 54:80:28:fc:5c:00 1/1/41 1/1/41 reachable KA
10.1.10.10 00:50:56:8e:61:91 vlan10 lag1 reachable VRF1
10.2.20.3 54:80:28:fc:5c:00 vlan20 lag256 reachable VRF2
192.168.110.1 54:80:28:fc:5c:00 vlan1110 lag256 reachable VRF1
10.2.20.4 b8:d4:e7:da:28:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
10.2.20.5 54:80:28:fd:f3:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
10.2.20.21 00:50:56:8e:6b:d8 vlan20 vxlan1(192.168.10.5) permanent VRF2

Total Number Of ARP Entries Listed: 16.
-------------------------------------------------------------------------------------------------------------
-----

8325-1# show arp all-vrfs vsx-peer

IPv4 Address MAC Port Physical Port State VRF
-------------------------------------------------------------------------------------------------------------
-----
10.1.10.15 00:50:56:8e:d7:96 vlan10 vxlan1(192.168.2.8) permanent VRF1
10.2.20.5 54:80:28:fd:f3:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
192.168.0.0 b8:d4:e7:da:9a:00 1/1/41 1/1/41 reachable KA
192.168.29.14 10:4f:58:6c:ea:00 1/1/51 1/1/51 reachable default
10.2.20.21 00:50:56:8e:6b:d8 vlan20 vxlan1(192.168.10.5) permanent VRF2
192.168.110.0 b8:d4:e7:da:9a:00 vlan1110 lag256 reachable VRF1
10.2.20.2 b8:d4:e7:da:9a:00 vlan20 lag256 reachable VRF2
10.1.10.18 00:50:56:8e:4e:88 vlan10 vxlan1(192.168.40.1) permanent VRF1
10.2.20.4 b8:d4:e7:da:28:00 vlan20 vxlan1(192.168.10.5) permanent VRF2
10.1.11.11 00:50:56:8e:4d:9c vlan11 lag1 reachable VRF1
10.1.11.17 00:50:56:8e:92:44 vlan11 vxlan1(192.168.3.1) permanent VRF1
10.2.20.20 00:50:56:8e:32:e8 vlan20 lag2 reachable VRF2
10.1.10.10 00:50:56:8e:61:91 vlan10 lag1 reachable VRF1
192.168.19.10 88:3a:30:93:bc:00 1/1/24 1/1/24 reachable default
192.168.19.2 88:3a:30:93:ca:40 1/1/23 1/1/23 reachable default
10.1.10.6 88:3a:30:9a:7a:00 vlan10 vxlan1(192.168.2.8) permanent VRF1

Total Number Of ARP Entries Listed: 16.
-------------------------------------------------------------------------------------------------------------
-----
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MAC address table
MAC address-table verification is obviously a must, typically for L2VNI. Static or dynamic filters are available. For EVPN
entries, the interface vxlan1 filter can be used.

Border-leader VSX VTEP1 - MAC-address

8325-1# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 23

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.10.5)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.2.8)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.40.1)
54:80:28:fc:5c:00 10 dynamic lag256
00:50:56:86:2d:79 10 evpn vxlan1(192.168.10.5)
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.40.1)
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.2.8)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.10.5)
b4:99:ba:54:8b:60 11 evpn vxlan1(192.168.3.1)
54:80:28:fc:5c:00 11 dynamic lag256
00:50:56:8e:4d:9c 11 dynamic lag1
00:50:56:8e:92:44 11 evpn vxlan1(192.168.3.1)
b8:d4:e7:da:28:00 12 evpn vxlan1(192.168.10.5)
54:80:28:fd:f3:00 12 evpn vxlan1(192.168.10.5)
00:50:56:80:53:54 12 evpn vxlan1(192.168.10.5)
12:00:00:00:01:00 12 evpn vxlan1(192.168.10.5)
b8:d4:e7:da:28:00 20 evpn vxlan1(192.168.10.5)
54:80:28:fc:5c:00 20 dynamic lag256
00:50:56:8e:32:e8 20 dynamic lag2
00:50:56:8e:6b:d8 20 evpn vxlan1(192.168.10.5)
54:80:28:fd:f3:00 20 evpn vxlan1(192.168.10.5)
54:80:28:fc:5c:00 1019 dynamic lag256
54:80:28:fc:5c:00 1110 dynamic lag256

8325-1# show mac-address-table interface vxlan1
MAC age-time : 300 seconds
Number of MAC addresses : 16

MAC Address VLAN Type Interface
-------------------------------------------------------------------
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.2.8)
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.40.1)
00:50:56:86:2d:79 10 evpn vxlan1(192.168.10.5)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.10.5)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.40.1)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.2.8)
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.10.5)
00:50:56:8e:92:44 11 evpn vxlan1(192.168.3.1)
b4:99:ba:54:8b:60 11 evpn vxlan1(192.168.3.1)
12:00:00:00:01:00 12 evpn vxlan1(192.168.10.5)
00:50:56:80:53:54 12 evpn vxlan1(192.168.10.5)
54:80:28:fd:f3:00 12 evpn vxlan1(192.168.10.5)
b8:d4:e7:da:28:00 12 evpn vxlan1(192.168.10.5)
54:80:28:fd:f3:00 20 evpn vxlan1(192.168.10.5)
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00:50:56:8e:6b:d8 20 evpn vxlan1(192.168.10.5)
b8:d4:e7:da:28:00 20 evpn vxlan1(192.168.10.5)

8325-1# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.10.5) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.10.5) 0 R
10010 00:50:56:8e:4e:88 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:d7:96 vxlan1(192.168.2.8) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.2.8) 0 R
10010 12:00:00:00:01:00 10.1.10.1 1 L,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.10.5) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.40.1) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.2.8) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.10.5) 0 R,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 1 L,S
10011 00:50:56:8e:4d:9c 0 L
10011 00:50:56:8e:4d:9c 10.1.11.11 0 L
10011 00:50:56:8e:92:44 vxlan1(192.168.3.1) 0 R
10011 00:50:56:8e:92:44 10.1.11.17 vxlan1(192.168.3.1) 0 R
10011 12:00:00:00:01:00 10.1.11.1 vxlan1(192.168.3.1) 0 R,S
10011 b4:99:ba:54:8b:60 10.1.11.1 vxlan1(192.168.3.1) 0 R,S
10011 b8:d4:e7:da:9a:00 10.1.11.1 1 L,S
10012 00:50:56:80:53:54 vxlan1(192.168.10.5) 0 R
10012 00:50:56:80:53:54 10.1.12.14 vxlan1(192.168.10.5) 0 R
10012 12:00:00:00:01:00 10.1.12.1 vxlan1(192.168.10.5) 0 R,S
10012 54:80:28:fd:f3:00 10.1.12.1 vxlan1(192.168.10.5) 0 R,S
10012 b8:d4:e7:da:28:00 10.1.12.1 vxlan1(192.168.10.5) 0 R,S
10020 00:50:56:8e:32:e8 0 L
10020 00:50:56:8e:32:e8 10.2.20.20 0 L
10020 00:50:56:8e:6b:d8 vxlan1(192.168.10.5) 0 R
10020 00:50:56:8e:6b:d8 10.2.20.21 vxlan1(192.168.10.5) 0 R
10020 12:00:00:00:01:00 10.2.20.1 1 L,S
10020 54:80:28:fd:f3:00 10.2.20.5 vxlan1(192.168.10.5) 0 R,S
10020 b8:d4:e7:da:28:00 10.2.20.4 vxlan1(192.168.10.5) 0 R,S
10020 b8:d4:e7:da:9a:00 10.2.20.2 0 L,S

MACs : 24
Remote MACs : 17

8325-1# show mac-address-table vsx-peer
MAC age-time : 300 seconds
Number of MAC addresses : 23

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.10.5)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.2.8)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.40.1)
b8:d4:e7:da:9a:00 10 dynamic lag256
00:50:56:86:2d:79 10 evpn vxlan1(192.168.10.5)
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.40.1)
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00:50:56:8e:d7:96 10 evpn vxlan1(192.168.2.8)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.10.5)
b4:99:ba:54:8b:60 11 evpn vxlan1(192.168.3.1)
b8:d4:e7:da:9a:00 11 dynamic lag256
00:50:56:8e:4d:9c 11 dynamic lag1
00:50:56:8e:92:44 11 evpn vxlan1(192.168.3.1)
b8:d4:e7:da:28:00 12 evpn vxlan1(192.168.10.5)
00:50:56:80:53:54 12 evpn vxlan1(192.168.10.5)
12:00:00:00:01:00 12 evpn vxlan1(192.168.10.5)
54:80:28:fd:f3:00 12 evpn vxlan1(192.168.10.5)
b8:d4:e7:da:28:00 20 evpn vxlan1(192.168.10.5)
54:80:28:fd:f3:00 20 evpn vxlan1(192.168.10.5)
b8:d4:e7:da:9a:00 20 dynamic lag256
00:50:56:8e:32:e8 20 dynamic lag2
00:50:56:8e:6b:d8 20 evpn vxlan1(192.168.10.5)
b8:d4:e7:da:9a:00 1019 dynamic lag256
b8:d4:e7:da:9a:00 1110 dynamic lag256

8325-1# show evpn mac-ip vsx-peer
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.10.5) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.10.5) 0 R
10010 00:50:56:8e:4e:88 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:d7:96 vxlan1(192.168.2.8) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.2.8) 0 R
10010 12:00:00:00:01:00 10.1.10.1 1 L,S
10010 54:80:28:fc:5c:00 10.1.10.1 1 L,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.10.5) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.40.1) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.2.8) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.10.5) 0 R,S
10011 00:50:56:8e:4d:9c 0 L
10011 00:50:56:8e:4d:9c 10.1.11.11 0 L
10011 00:50:56:8e:92:44 vxlan1(192.168.3.1) 0 R
10011 00:50:56:8e:92:44 10.1.11.17 vxlan1(192.168.3.1) 0 R
10011 12:00:00:00:01:00 10.1.11.1 vxlan1(192.168.3.1) 0 R,S
10011 54:80:28:fc:5c:00 10.1.11.1 1 L,S
10011 b4:99:ba:54:8b:60 10.1.11.1 vxlan1(192.168.3.1) 0 R,S
10012 00:50:56:80:53:54 vxlan1(192.168.10.5) 0 R
10012 00:50:56:80:53:54 10.1.12.14 vxlan1(192.168.10.5) 0 R
10012 12:00:00:00:01:00 10.1.12.1 vxlan1(192.168.10.5) 0 R,S
10012 54:80:28:fd:f3:00 10.1.12.1 vxlan1(192.168.10.5) 0 R,S
10012 b8:d4:e7:da:28:00 10.1.12.1 vxlan1(192.168.10.5) 0 R,S
10020 00:50:56:8e:32:e8 0 L
10020 00:50:56:8e:32:e8 10.2.20.20 0 L
10020 00:50:56:8e:6b:d8 vxlan1(192.168.10.5) 0 R
10020 00:50:56:8e:6b:d8 10.2.20.21 vxlan1(192.168.10.5) 0 R
10020 12:00:00:00:01:00 10.2.20.1 1 L,S
10020 54:80:28:fc:5c:00 10.2.20.3 0 L,S
10020 54:80:28:fd:f3:00 10.2.20.5 vxlan1(192.168.10.5) 0 R,S
10020 b8:d4:e7:da:28:00 10.2.20.4 vxlan1(192.168.10.5) 0 R,S

MACs : 24
Remote MACs : 17
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The EVPN MAC/IP table is a good source of information to check type-2 EVPN learned routes. The "Sticky" flag indicates
that the entries will not age-out and that they are not dynamically learned from the data-plane but populated instead by
the switch itself (SVI or VLAN L3 interface IP).

All these "S" entries would not appear if local-svi redistribution is not configured in EVPN, except for the anycast
active-gateway IP address that is always advertised (for example: MAC/IP=12:00:00:00:01:00 /10.1.10.1)

The following output shows when local-svi redistribution is removed:

8325-1# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.10.5) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.10.5) 0 R
10010 00:50:56:8e:4e:88 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:d7:96 vxlan1(192.168.2.8) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.2.8) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.2.8) 0 R,S
10011 00:50:56:8e:4d:9c 0 L
10011 00:50:56:8e:4d:9c 10.1.11.11 0 L
10011 00:50:56:8e:92:44 vxlan1(192.168.3.1) 0 R
10011 00:50:56:8e:92:44 10.1.11.17 vxlan1(192.168.3.1) 0 R
10011 12:00:00:00:01:00 10.1.11.1 vxlan1(192.168.3.1) 0 R,S
10012 00:50:56:80:53:54 vxlan1(192.168.10.5) 0 R
10012 00:50:56:80:53:54 10.1.12.14 vxlan1(192.168.10.5) 0 R
10012 12:00:00:00:01:00 10.1.12.1 vxlan1(192.168.10.5) 0 R,S
10020 00:50:56:8e:32:e8 0 L
10020 00:50:56:8e:32:e8 10.2.20.20 0 L
10020 00:50:56:8e:6b:d8 vxlan1(192.168.10.5) 0 R
10020 00:50:56:8e:6b:d8 10.2.20.21 vxlan1(192.168.10.5) 0 R
10020 12:00:00:00:01:00 10.2.20.1 1 L,S

MACs : 12
Remote MACs : 9

As compared to the previous display, 12 MAC addresses are no longer advertized. If there are lot of SVIs, it can
significantly optimize the number of EVPN routes, with fewer number of routes to troubleshoot and analyze, and less
load on the routing process during network event.

For reference, in the current example, there are about a hundred EVPN routes more on VTEP1 when local-svi are
redistributed than when they are not redistributed.

VSX VTEP2 - MAC-address

8325-3# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 16

MAC Address VLAN Type Port
--------------------------------------------------------------
54:80:28:fd:f3:00 10 dynamic lag256
00:50:56:86:2d:79 10 dynamic lag37
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.10.3)
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.10.3)
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54:80:28:fc:5c:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:9a:00 10 evpn vxlan1(192.168.10.3)
54:80:28:fd:f3:00 12 dynamic lag256
00:50:56:80:53:54 12 dynamic lag39
00:50:56:8e:32:e8 20 evpn vxlan1(192.168.10.3)
54:80:28:fd:f3:00 20 dynamic lag256
00:50:56:8e:6b:d8 20 dynamic lag7
54:80:28:fc:5c:00 20 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:9a:00 20 evpn vxlan1(192.168.10.3)
54:80:28:fd:f3:00 1019 dynamic lag256

8325-3# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 0 L
10010 00:50:56:86:2d:79 10.1.10.13 0 L
10010 00:50:56:8e:4e:88 vxlan1(192.168.10.3) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.10.3) 0 R
10010 00:50:56:8e:d7:96 vxlan1(192.168.10.3) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.10.3) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10010 54:80:28:fc:5c:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.10.3) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 0 L,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10012 00:50:56:80:53:54 0 L
10012 00:50:56:80:53:54 10.1.12.14 0 L
10012 12:00:00:00:01:00 10.1.12.1 0 L,S
10012 b8:d4:e7:da:28:00 10.1.12.1 0 L,S
10020 00:50:56:8e:32:e8 vxlan1(192.168.10.3) 0 R
10020 00:50:56:8e:32:e8 10.2.20.20 vxlan1(192.168.10.3) 0 R
10020 00:50:56:8e:6b:d8 0 L
10020 00:50:56:8e:6b:d8 10.2.20.21 0 L
10020 12:00:00:00:01:00 10.2.20.1 vxlan1(192.168.10.3) 1 R,S
10020 54:80:28:fc:5c:00 10.2.20.3 vxlan1(192.168.10.3) 0 R,S
10020 b8:d4:e7:da:28:00 10.2.20.4 0 L,S
10020 b8:d4:e7:da:9a:00 10.2.20.2 vxlan1(192.168.10.3) 0 R,S

MACs : 18
Remote MACs : 11

8325-3# show mac-address-table vsx-peer
MAC age-time : 300 seconds
Number of MAC addresses : 16

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:28:00 10 dynamic lag256
00:50:56:86:2d:79 10 dynamic lag37
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.10.3)
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.10.3)
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54:80:28:fc:5c:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:9a:00 10 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:28:00 12 dynamic lag256
00:50:56:80:53:54 12 dynamic lag39
00:50:56:8e:32:e8 20 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:28:00 20 dynamic lag256
00:50:56:8e:6b:d8 20 dynamic lag7
54:80:28:fc:5c:00 20 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:9a:00 20 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:28:00 1019 dynamic lag256

8325-3# show evpn mac-ip vsx-peer
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 0 L
10010 00:50:56:86:2d:79 10.1.10.13 0 L
10010 00:50:56:8e:d7:96 vxlan1(192.168.10.3) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.10.3) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10010 54:80:28:fc:5c:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10010 54:80:28:fd:f3:00 10.1.10.1 0 L,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.10.3) 0 R,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10012 00:50:56:80:53:54 0 L
10012 00:50:56:80:53:54 10.1.12.14 0 L
10012 12:00:00:00:01:00 10.1.12.1 0 L,S
10012 54:80:28:fd:f3:00 10.1.12.1 0 L,S
10020 00:50:56:8e:32:e8 vxlan1(192.168.10.3) 0 R
10020 00:50:56:8e:32:e8 10.2.20.20 vxlan1(192.168.10.3) 0 R
10020 00:50:56:8e:6b:d8 0 L
10020 00:50:56:8e:6b:d8 10.2.20.21 0 L
10020 12:00:00:00:01:00 10.2.20.1 vxlan1(192.168.10.3) 1 R,S
10020 54:80:28:fc:5c:00 10.2.20.3 vxlan1(192.168.10.3) 0 R,S
10020 54:80:28:fd:f3:00 10.2.20.5 0 L,S
10020 b8:d4:e7:da:9a:00 10.2.20.2 vxlan1(192.168.10.3) 0 R,S

MACs : 17
Remote MACs : 10

Multiple MAC-addresses are mapped to the same 10.1.10.1 SVI IP address, as the local-SVI redistribution in EVPN
generates a different entry per distributed-gateway VTEP. These entries for remote MAC addresses of SVI would not
appear when local-svi redistribution is not used.

EVPN routes
EVPN routes verification is recommended when there are MAC or IP address not present in the previous verification
steps.
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n Type-3 EVPN routes show L2VNI routes (per VLAN) for BUM traffic between VTEPs.
n Type-2 EVPN routes show L2VNI and L3VNI routes for host MAC/IP as host-route redistribution is configured.
n Type-5 EPVN routes show routes for host subnets (typically /24 in the example).

Border-leader VSX VTEP1 - Type-3 EVPN routes

8325-1# show bgp l2vpn evpn route-type 3
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.3

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)
*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)
*>e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0
65004 ?
* e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)
*>e [3]:[0]:[192.168.3.1] 192.168.3.1 0 100 0
65003 ?

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)
*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
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*>i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
Total number of entries 15

8325-1# show bgp l2vpn evpn route-type 3 vsx-peer
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.4

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)
*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)
*>e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0
65004 ?
* e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)
*>e [3]:[0]:[192.168.3.1] 192.168.3.1 0 100 0
65003 ?

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)
*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0
65002 ?
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Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
Total number of entries 23

On the VSX primary, some L2VNI type-3 routes have 2 entries for the the same route. In the example of L2VNI 10012
coming from RD 192.168.10.5:20, there is one entry per BGP route-reflector; the best iBGP route is the one with lowest
peer IP.

8325-1# show bgp l2vpn evpn 192.168.10.5:20-[3]:[0]:[192.168.10.5]

VRF : default
BGP Local AS 65001 BGP Router-id 192.168.1.3

Network : 192.168.10.5:20-[3]:[0]:[192.168.10.5]
Nexthop : 192.168.10.5
vni : 10020 vni_type : L2VNI
Peer : 192.168.1.1 Origin : incomplete
Metric : 0 Local Pref : 100
Weight : 0 Calc. Local Pref : 100
Best : Yes Valid : Yes
Type : internal Stale : No
Originator ID : 192.168.1.5
Aggregator ID :
Aggregator AS :
Atomic Aggregate :

AS-Path :
Cluster List : 192.168.1.1
Communities :
Ext-Communities : RT: 65001:20

Network : 192.168.10.5:20-[3]:[0]:[192.168.10.5]
Nexthop : 192.168.10.5
vni : 10020 vni_type : L2VNI
Peer : 192.168.1.2 Origin : incomplete
Metric : 0 Local Pref : 100
Weight : 0 Calc. Local Pref : 100
Best : No Valid : Yes
Type : internal Stale : No
Originator ID : 192.168.1.5
Aggregator ID :
Aggregator AS :
Atomic Aggregate :

AS-Path :
Cluster List : 192.168.1.2
Communities :
Ext-Communities : RT: 65001:20
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On the VSX secondary, some L2VNI type-3 routes have 3 entries for the the same route. In the example of L2VNI 10010
locally originated by RD 192.168.10.3:10, there is one entry per BGP route-reflector + one locally originated from local VSX
secondary. The best route is the local one.

8325-1# show bgp l2vpn evpn 192.168.10.3:10-[3]:[0]:[192.168.10.3] vsx-peer

VRF : default
BGP Local AS 65001 BGP Router-id 192.168.1.4

Network : 192.168.10.3:10-[3]:[0]:[192.168.10.3]
Nexthop : 192.168.10.3
vni : 10010 vni_type : L2VNI
Peer : 0.0.0.0 Origin : incomplete
Metric : 0 Local Pref : 100
Weight : 0 Calc. Local Pref : 100
Best : Yes Valid : Yes
Type : external Stale : No
Originator ID : 0.0.0.0
Aggregator ID :
Aggregator AS :
Atomic Aggregate :

AS-Path :
Cluster List :
Communities :
Ext-Communities : RT: 1:10 RT: 65001:10

Network : 192.168.10.3:10-[3]:[0]:[192.168.10.3]
Nexthop : 192.168.10.3
vni : 10010 vni_type : L2VNI
Peer : 192.168.1.1 Origin : incomplete
Metric : 0 Local Pref : 100
Weight : 0 Calc. Local Pref : 100
Best : No Valid : Yes
Type : internal Stale : No
Originator ID : 192.168.1.3
Aggregator ID :
Aggregator AS :
Atomic Aggregate :

AS-Path :
Cluster List : 192.168.1.1
Communities :
Ext-Communities : RT: 1:10 RT: 65001:10

Network : 192.168.10.3:10-[3]:[0]:[192.168.10.3]
Nexthop : 192.168.10.3
vni : 10010 vni_type : L2VNI
Peer : 192.168.1.2 Origin : incomplete
Metric : 0 Local Pref : 100
Weight : 0 Calc. Local Pref : 100
Best : No Valid : Yes
Type : internal Stale : No
Originator ID : 192.168.1.3
Aggregator ID :
Aggregator AS :
Atomic Aggregate :

AS-Path :
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Cluster List : 192.168.1.2
Communities :
Ext-Communities : RT: 1:10 RT: 65001:10

VSX VTEP2 - Type-3 EVPN routes

8325-3# show bgp l2vpn evpn route-type 3
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.5

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
*> [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
*> [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
*> [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
Total number of entries 11

8325-3# show bgp l2vpn evpn route-type 3 vsx-peer
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.6
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Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
*> [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
*> [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
*>i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?
* i [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
*> [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
* i [3]:[0]:[192.168.10.5] 192.168.10.5 0 100 0 ?
Total number of entries 17

Border-leader VSX VTEP1 - Type-5 EVPN routes

Type-5 routes provide tenant SVI prefix information as well as tenant loopback interfaces of VTEPs. Thanks to the
distributed-gateway function among the fabrics, it is expected that 10.1.10.0/24 is advertized by multiple VTEPs: from
VTEP1 (192.168.10.3), from VTEP2 (192.168.10.5), from VTEP3 (192.168.2.5), from VTEP8 (192.168.4.3). The route-
distinguisher identifies the sourcing VTEP and the VXLAN next-hop can the remote fabric borders (as shown below).

8325-1# show bgp l2vpn evpn route-type 5
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.3

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*> [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
*> [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?
*> [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
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*> [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0
65002 ?
*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0
65002 ?
*>e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0
65002 ?
*>e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0
65002 ?
*>e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0
65003 ?
*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3 0 100 0
65003 ?
*>e [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3 0 100 0
65003 ?
*>e [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1 0 100 0
65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0
65004 ?
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Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*> [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
*>e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0
65002 ?
Total number of entries 48

8325-1# show bgp l2vpn evpn route-type 5 vsx-peer
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.4

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*> [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
*> [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?

AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 303



*> [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65002 ?
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.10.3 0 100 0
65002 ?
*>e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.10.3 0 100 0
65002 ?
*>e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.10.3 0 100 0
65002 ?
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*>e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
* i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.10.3 0 100 0
65002 ?
*>e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0
65003 ?
*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3 0 100 0
65003 ?
*>e [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3 0 100 0
65003 ?
*>e [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1 0 100 0
65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
* i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.10.3 0 100 0
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65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*> [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
* i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.10.3 0 100 0
65002 ?
*>e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
* i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0
65004 ?
* e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
* i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.10.3 0 100 0
65004 ?
*>e [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
* i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.10.3 0 100 0
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65002 ?
*>e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0
65002 ?
Total number of entries 96

NOTE: Again, it is noticeable that the VSX Secondary maintains more EVPN routes in its RIB table than the VSX Primary as it receives
routes from the VSX Primary reflected by the 2 route-reflector spines. Specific attention might be considered if the number of route-
reflector increases (2 might be enough).

VSX VTEP2 - Type-5 EVPN routes

8325-3# show bgp l2vpn evpn route-type 5
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.5

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*> [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
*> [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65002 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.10.3 0 100 0
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65002 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0
65003 ?
*>i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3 0 100 0
65003 ?
*>i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3 0 100 0
65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.10.3 0 100 0
65004 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.10.3 0 100 0
65004 ?
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Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*> [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.10.3 0 100 0
65004 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.10.3 0 100 0
65004 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
*>i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.10.3 0 100 0
65002 ?
Total number of entries 63

8325-3# show bgp l2vpn evpn route-type 5 vsx-peer
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.6

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
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* i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*> [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5 0 100 0 ?
*> [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65002 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.10.3 0 100 0
65002 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0
65002 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0
65003 ?
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*>i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3 0 100 0
65003 ?
*>i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3 0 100 0
65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3 0 100 0
65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.10.3 0 100 0
65004 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.10.3 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*> [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.10.3 0 100 0
65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.10.3 0 100 0
65004 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.10.3 0 100 0
65004 ?
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* i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.10.3 0 100 0
65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.10.3 0 100 0
65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.10.3 0 100 0
65004 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
*>i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.10.3 0 100 0
65002 ?
* i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.10.3 0 100 0
65002 ?
Total number of entries 70

Border-leader VSX VTEP1 - Type-2 EVPN routes

In the output shown below, 10.1.10.18 is reachable behind VTEP next-hop being Fabric4 border VTEP7 192.168.40.1. This
will represent the VXLAN tunnel from Fabric1 to Fabric4.

The route-distinguisher in the NLRI helps identifying the originating VTEP: RD=192.168.4.3:10 which corresponds to VTEP
192.168.4.3 (VTEP8) of Fabric4. Based on this information, it is expected that an intra-fabric4 VXLAN tunnel will be
established between Fabric4 border-leader VTEP7 and Fabric4 VTEP8.

8325-1# show bgp l2vpn evpn route-type 2
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
VRF : default
Local Router-ID 192.168.1.3

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0
65002 ?
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*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.10.6] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)
* i [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.10.3 0 100 0
65003 ?
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0
65003 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0
65003 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0
65003 ?
* i [2]:[0]:[0]:[b4:99:ba:54:8b:60]:[10.1.11.1] 192.168.10.3 0 100 0
65003 ?
*>e [2]:[0]:[0]:[b4:99:ba:54:8b:60]:[10.1.11.1] 192.168.3.1 0 100 0
65003 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
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Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[88:3a:30:ae:73:c0]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[10.2.20.20] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.2.20.3] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.2.20.3] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.2.20.2] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.2.20.5] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.2.20.5] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.2.20.4] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.2.20.4] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.2.22.2] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.2.22.2] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:10 (L3VNI 100001)
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.10.1] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.3:11 (L3VNI 100001)
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?
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* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.11.1] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:10 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.10.5:12 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.2.5:10 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.10.6] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.2.5:12 (L3VNI 100001)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.2.7:12 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?
*>e [2]:[0]:[0]:[88:3a:30:ae:73:c0]:[10.1.12.1] 192.168.2.8 0 100 0
65002 ?

Route Distinguisher: 192.168.3.1:11 (L3VNI 100001)
* i [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.10.3 0 100 0
65003 ?
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0
65003 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0
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65003 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0
65003 ?
* i [2]:[0]:[0]:[b4:99:ba:54:8b:60]:[10.1.11.1] 192.168.10.3 0 100 0
65003 ?
*>e [2]:[0]:[0]:[b4:99:ba:54:8b:60]:[10.1.11.1] 192.168.3.1 0 100 0
65003 ?

Route Distinguisher: 192.168.4.3:10 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.1.10.1] 192.168.40.1 0 100 0
65004 ?

Route Distinguisher: 192.168.10.3:20 (L3VNI 100002)
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[10.2.20.20] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.2.20.3] 192.168.10.3 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.2.20.3] 192.168.10.3 0 100 0 ?
*> [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.2.20.2] 192.168.10.3 0 100 0 ?

Route Distinguisher: 192.168.10.5:20 (L3VNI 100002)
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.2.20.5] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.2.20.5] 192.168.10.5 0 100 0 ?
*>i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.2.20.4] 192.168.10.5 0 100 0 ?
* i [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.2.20.4] 192.168.10.5 0 100 0 ?

Route Distinguisher: 192.168.4.3:22 (L3VNI 100002)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0
65004 ?
*>e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.2.22.2] 192.168.40.1 0 100 0
65004 ?
* e [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.2.22.2] 192.168.40.1 0 100 0
65004 ?
Total number of entries 152

Border-leader VSX VTEP1 - all EVPN routes with Extended communities
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Extended-communities have very important information to check when EVPN routes are in BGP but the corresponding IP
is missing in the tenant VRF routing table or the MAC is missing in the MAC-address table. Check the corresponding
Route-Target NLRI attributes carried with the EVPN routes. In the following output there are few entries with missing (on-
purpose) global-scope route-target value.

NOTE: The below output was taken with local-svi redistribution disabled on all VTEPs to minimize the number of routes to
display in the document.

8325-1# show bgp l2vpn evpn extcommunity
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.1.3

Network Nexthop Ext-Community
----------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*> [2]:[0]:[0]:[00:50:56:8e:61:91]:[] 192.168.10.3
1:1,1:10,65001:1,65001:10,02:00:00:00:01:00
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3
1:1,1:10,65001:1,65001:10,02:00:00:00:01:00
*> [3]:[0]:[192.168.10.3] 192.168.10.3 1:10,65001:10

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 1:10,65001:10
* i [3]:[0]:[192.168.10.5] 192.168.10.5 1:10,65001:10

Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8
1:1,1:10,65002:1,65002:10,02:00:00:00:05:00
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8
1:1,1:10,65002:1,65002:10,02:00:00:00:05:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8
1:1,1:10,65002:1,65002:10,02:00:00:00:05:00

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)
*>e [3]:[0]:[192.168.2.8] 192.168.2.8 1:10

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1
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1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00

Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)
*>e [3]:[0]:[192.168.40.1] 192.168.40.1 1:10,65004:10
* e [3]:[0]:[192.168.40.1] 192.168.40.1 1:10,65004:10

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3
1:1,1:11,65001:1,65001:11,02:00:00:00:01:00
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3
1:1,1:11,65001:1,65001:11,02:00:00:00:01:00
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3
1:1,1:11,65001:1,65001:11,02:00:00:00:01:00
*> [3]:[0]:[192.168.10.3] 192.168.10.3 1:11,65001:11

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1
1:1,1:11,65003:1,65003:11,02:00:00:00:06:00
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1
1:1,1:11,65003:1,65003:11,02:00:00:00:06:00
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3
1:1,1:11,65003:1,65003:11,02:00:00:00:01:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1
1:1,1:11,65003:1,65003:11,02:00:00:00:06:00
*>e [3]:[0]:[192.168.3.1] 192.168.3.1 1:11,65003:11

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)
*> [3]:[0]:[192.168.10.3] 192.168.10.3 1:12,65001:12

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 1:12,65001:12
* i [3]:[0]:[192.168.10.5] 192.168.10.5 1:12,65001:12

Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8
1:1,65002:1,65002:12,02:00:00:00:05:00

Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8
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1:1,65002:1,65002:12,02:00:00:00:05:00
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8
1:1,65002:1,65002:12,02:00:00:00:05:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8
1:1,65002:1,65002:12,02:00:00:00:05:00

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)
*>e [3]:[0]:[192.168.2.8] 192.168.2.8 1:12

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[10.2.20.20] 192.168.10.3
1:2,65001:2,65001:20,02:00:00:00:01:00
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3
1:2,65001:2,65001:20,02:00:00:00:01:00
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.3
1:2,65001:2,65001:20,02:00:00:00:01:00
*> [3]:[0]:[192.168.10.3] 192.168.10.3 65001:20

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
*>i [3]:[0]:[192.168.10.5] 192.168.10.5 65001:20
* i [3]:[0]:[192.168.10.5] 192.168.10.5 65001:20

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1
1:2,65004:2,65004:22,02:00:00:00:07:00
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1
1:2,65004:2,65004:22,02:00:00:00:07:00

Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*> [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3
1:1,65001:1,02:00:00:00:01:00
*> [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3
1:1,65001:1,02:00:00:00:01:00
*> [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3
1:1,65001:1,02:00:00:00:01:00
*> [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3
1:1,65001:1,02:00:00:00:01:00
*> [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3
1:1,65001:1,02:00:00:00:01:00
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3
1:1,65001:1,02:00:00:00:01:00
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3
1:1,65001:1,02:00:00:00:01:00

Route Distinguisher: 192.168.10.3:10 (L3VNI 100001)
*> [2]:[0]:[0]:[00:50:56:8e:61:91]:[] 192.168.10.3
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1:1,1:10,65001:1,65001:10,02:00:00:00:01:00
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3
1:1,1:10,65001:1,65001:10,02:00:00:00:01:00

Route Distinguisher: 192.168.10.3:11 (L3VNI 100001)
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3
1:1,1:11,65001:1,65001:11,02:00:00:00:01:00
*> [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3
1:1,1:11,65001:1,65001:11,02:00:00:00:01:00
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3
1:1,1:11,65001:1,65001:11,02:00:00:00:01:00

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
*>i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
*>i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
*>i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00
* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.5
1:1,65001:1,02:00:00:00:02:00

Route Distinguisher: 192.168.10.5:10 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.5
1:1,1:10,65001:1,65001:10,02:00:00:00:02:00

Route Distinguisher: 192.168.10.5:12 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00
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* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.5
1:1,1:12,65001:1,65001:12,02:00:00:00:02:00

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8
1:1,65002:1,02:00:00:00:05:00
*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8
1:1,65002:1,02:00:00:00:05:00
*>e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8
1:1,65002:1,02:00:00:00:05:00
*>e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8
1:1,65002:1,02:00:00:00:05:00

Route Distinguisher: 192.168.2.5:10 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8
1:1,1:10,65002:1,65002:10,02:00:00:00:05:00
*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8
1:1,1:10,65002:1,65002:10,02:00:00:00:05:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8
1:1,1:10,65002:1,65002:10,02:00:00:00:05:00

Route Distinguisher: 192.168.2.5:12 (L3VNI 100001)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8
1:1,65002:1,65002:12,02:00:00:00:05:00

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8
1:1,65002:1,02:00:00:00:05:00
*>e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8
1:1,65002:1,02:00:00:00:05:00

Route Distinguisher: 192.168.2.7:12 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8
1:1,65002:1,65002:12,02:00:00:00:05:00
*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8
1:1,65002:1,65002:12,02:00:00:00:05:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8
1:1,65002:1,65002:12,02:00:00:00:05:00

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8
1:1,65002:1,02:00:00:00:05:00

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3
1:1,65003:1,02:00:00:00:01:00
*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1
1:1,65003:1,02:00:00:00:06:00
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.10.3
1:1,65003:1,02:00:00:00:01:00
*>e [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1
1:1,65003:1,02:00:00:00:06:00
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.10.3
1:1,65003:1,02:00:00:00:01:00
*>e [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1
1:1,65003:1,02:00:00:00:06:00

Route Distinguisher: 192.168.3.1:11 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1
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1:1,1:11,65003:1,65003:11,02:00:00:00:06:00
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1
1:1,1:11,65003:1,65003:11,02:00:00:00:06:00
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3
1:1,1:11,65003:1,65003:11,02:00:00:00:01:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1
1:1,1:11,65003:1,65003:11,02:00:00:00:06:00

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00
* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00
*>e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00
* e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00

Route Distinguisher: 192.168.4.3:10 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1
1:1,1:10,65004:1,65004:10,02:00:00:00:07:00

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00
* e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00
*>e [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00
*>e [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1
1:1,65004:1,02:00:00:00:07:00

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*> [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3
1:2,65001:2,02:00:00:00:01:00
*> [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3
1:2,65001:2,02:00:00:00:01:00

Route Distinguisher: 192.168.10.3:20 (L3VNI 100002)
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[10.2.20.20] 192.168.10.3
1:2,65001:2,65001:20,02:00:00:00:01:00
*> [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3
1:2,65001:2,65001:20,02:00:00:00:01:00
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.3
1:2,65001:2,65001:20,02:00:00:00:01:00

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5
1:2,65001:2,02:00:00:00:02:00
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* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.5
1:2,65001:2,02:00:00:00:02:00

Route Distinguisher: 192.168.10.5:20 (L3VNI 100002)
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[10.2.20.21] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.20.1] 192.168.10.5
1:2,65001:2,65001:20,02:00:00:00:02:00

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8
1:2,65002:2,02:00:00:00:05:00

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1
1:2,65004:2,02:00:00:00:07:00
* e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1
1:2,65004:2,02:00:00:00:07:00

Route Distinguisher: 192.168.4.3:22 (L3VNI 100002)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1
1:2,65004:2,65004:22,02:00:00:00:07:00
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1
1:2,65004:2,65004:22,02:00:00:00:07:00

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1
1:2,65004:2,02:00:00:00:07:00
*>e [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1
1:2,65004:2,02:00:00:00:07:00

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
*>e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8
65002:4,02:00:00:00:05:00

Total number of entries 153

Ping and traceroute

Ping from Fabric2 VM15 to all other Fabrics VMs 10,11,12,13,14,16,17 in VRF1

AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 323



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 324



The first packet may take longer time for RTT due to ARPing done for reply if the destination host was silent.

Traceroute from Fabric3 (Site2) VM17 to Fabric2 VM15

n 10.1.11.1 is the IP address of the distributed L3 gateway function among all VTEPs
n 192.168.21.8 is the VRF1 Loopback12 of 8360-1 (Fabric2 border).
n 192.168.21.105 is the VRF1 Loopback11 of 6300-1 (Fabric2 Leaf VTEP3). This is the intra-fabric datapath in Fabric2.

At this point, it is verified that the VXLAN dataplane is properly established directly between Fabric3 and Fabric2.

Traceroute from Fabric2 Leaf VTEP3 to Fabric4 VTEP8 VRF1 Loopback11
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6300-1-VSF# traceroute 192.168.41.103 vrf VRF1 source 192.168.21.105
traceroute to 192.168.41.103 (192.168.41.103), 1 hops min, 30 hops max, 3 sec. timeout, 3 probes

1 192.168.21.8 0.171ms 0.090ms 0.098ms
2 192.168.41.2 0.186ms 0.133ms 0.129ms
3 192.168.41.103 0.144ms 0.099ms 0.097ms

n 192.168.21.8 is the VRF1 Loopback12 of 8360-1 (Fabric2 border).
n 192.168.41.2 is the VRF1 Loopback12 of 8360-4 (Fabric4 border).

At this point, it is verified that the VXLAN dataplane is properly established directly between Fabric2 and Fabric4.

Fabric2

OSPF peering

Spine S3 - OSPF

8400-1# show ip ospf neighbors
VRF : default Process : 1
===================================================

Total Number of Neighbors : 3

Neighbor ID Priority State Nbr Address Interface
-------------------------------------------------------------------------
192.168.2.5 n/a FULL 192.168.29.1 1/1/13

192.168.2.7 n/a FULL 192.168.29.3 1/1/9

192.168.2.8 n/a FULL 192.168.29.5 1/10/13

Spine S4 - OSPF

8400-2# show ip ospf neighbors
VRF : default Process : 1
===================================================

Total Number of Neighbors : 4

Neighbor ID Priority State Nbr Address Interface
-------------------------------------------------------------------------
192.168.2.5 n/a FULL 192.168.29.9 1/1/13

192.168.2.7 n/a FULL 192.168.29.11 1/1/9

192.168.2.8 n/a FULL 192.168.29.13 1/10/12

BGP peering

Spine S3 - BGP EVPN
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8400-1# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65002 BGP Router Identifier : 192.168.2.1
Peers : 3 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.2.5 65002 84364 194323 03m:01w:02d Established Up
192.168.2.7 65002 82639 195590 18h:33m:25s Established Up
192.168.2.8 65002 194089 84354 03m:01w:02d Established Up

Spine S4 - BGP EVPN

8400-2# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65002 BGP Router Identifier : 192.168.2.2
Peers : 3 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.2.5 65002 90975 209107 03m:01w:06d Established Up
192.168.2.7 65002 89247 210384 18h:34m:08s Established Up
192.168.2.8 65002 208638 90969 03m:01w:06d Established Up

Border VTEP5 - BGP EVPN

8360-1# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65002 BGP Router Identifier : 192.168.2.8
Peers : 4 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.3 65001 302961 242413 03m:01w:06d Established Up
192.168.1.4 65001 302977 269608 05m:00w:03d Established Up
192.168.2.1 65002 131882 295148 03m:01w:02d Established Up
192.168.2.2 65002 133512 298822 03m:01w:06d Established Up

Spine S3 - BGP IPv4 (for loopback routing to other Fabrics)

8400-1# show bgp ipv4 unicast summary
VRF : default
BGP Summary
-----------
Local AS : 65002 BGP Router Identifier : 192.168.2.1
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Peers : 3 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.29.7 65001 82877 82876 01m:00w:02d Established Up
192.168.29.21 65003 82901 82835 01m:00w:01d Established Up
192.168.29.31 65004 82904 82848 01m:00w:01d Established Up

Spine S4 - BGP IPv4 (for loopback routing to other Fabrics)

8400-2# show bgp ipv4 unicast summary
VRF : default
BGP Summary
-----------
Local AS : 65002 BGP Router Identifier : 192.168.2.2
Peers : 2 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.29.15 65001 89431 89422 02m:04w:01d Established Up
192.168.29.33 65004 89377 89410 01m:00w:01d Established Up

EVPN EVIs and VTEPs

NOTES:

Check on the border-VTEP that non-directly attached VLANs have L2VNI-VLAN entry in the EVPN configuration, if these said VLANs
must be extended between Fabrics.

Check on all VTEPs that Route-Target values are set as expected, especially the L2VNI and L3VNI requiring a Global Scope

Important verification for L3VNI: Check binding between VTEP-IP and router-MAC

Border VTEP5 - EVIs

8360-1# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10012 12 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 4
EVPN instances Up : 4

Many more details can be checked such as route-target, remote-VTEP address, and remote MACs, with the detail option
in the previous command:
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8360-1# show evpn evi detail
L2VNI : 10010

Route Distinguisher : 192.168.2.8:10
VLAN : 10
Status : up
RT Import : 1:10
RT Export : 1:10
Local MACs : 0
Remote MACs : 32
Peer VTEPs : 3

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.40.1 7
192.168.2.5 7
192.168.10.3 18

L2VNI : 10012
Route Distinguisher : 192.168.2.8:12
VLAN : 12
Status : up
RT Import : 1:12
RT Export : 1:12
Local MACs : 0
Remote MACs : 10
Peer VTEPs : 1

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.10.3 10

L3VNI : 100001
Route Distinguisher : 192.168.2.8:1
VRF : VRF1
Status : up
RT Import : 1:1, 65002:1
RT Export : 1:1, 65002:1
Local Type-5 Routes : 1
Remote Type-5 Routes : 100
Peer VTEPs : 5

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.40.1 13
192.168.2.5 12
192.168.10.3 61
192.168.3.1 6
192.168.2.7 8

L3VNI : 100002
Route Distinguisher : 192.168.2.8:2
VRF : VRF2
Status : up
RT Import : 1:2, 65002:2
RT Export : 1:2, 65002:2
Local Type-5 Routes : 1
Remote Type-5 Routes : 10
Peer VTEPs : 2
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Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.40.1 5
192.168.10.3 5

Border VTEP5 - L3VNI VTEPs

8360-1# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
----------------------------------------------------------------------------
192.168.2.7 100001 02:00:00:00:04:00 VRF1 Up
192.168.40.1 100001 02:00:00:00:07:00 VRF1 Up
192.168.40.1 100002 02:00:00:00:07:00 VRF2 Up
192.168.10.3 100001 02:00:00:00:01:00 VRF1 Up
192.168.10.3 100002 02:00:00:00:01:00 VRF2 Up
192.168.3.1 100001 02:00:00:00:06:00 VRF1 Up
192.168.2.5 100001 02:00:00:00:03:00 VRF1 Up

VTEP3 - EVIs

6300-1-VSF# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10012 12 Up
10021 21 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up
100004 VRF4 Up

EVPN instances : 6
EVPN instances Up : 6

VTEP3 - L3VNI VTEPs

6300-1-VSF# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
-----------------------------------------------------------------------------
192.168.2.7 100001 02:00:00:00:04:00 VRF1 Up
192.168.2.8 100002 02:00:00:00:05:00 VRF2 Up
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up

VTEP4 - EVIs

6300F-4# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10012 12 Up
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L3VNI VRF Status
-------------------------------------
100001 VRF1 Up

EVPN instances : 2
EVPN instances Up : 2

VTEP4 - L3VNI VTEPs

6300F-4# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
-----------------------------------------------------------------------------
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up
192.168.2.5 100001 02:00:00:00:03:00 VRF1 Up

VXLAN tunnels

Border VTEP5 - VXLAN tunnel

8360-1# show interface vxlan 1

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.2.8
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.2.5 evpn
10010 disabled 10 -- 192.168.10.3 evpn
10010 disabled 10 -- 192.168.40.1 evpn
10012 disabled 12 -- 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.2.5 evpn
100001 enabled -- VRF1 192.168.2.7 evpn
100001 enabled -- VRF1 192.168.3.1 evpn
100001 enabled -- VRF1 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.40.1 evpn
100002 enabled -- VRF2 192.168.10.3 evpn
100002 enabled -- VRF2 192.168.40.1 evpn

Aggregate Statistics
--------------------
Decap:

2947598 input packets 300936460 bytes
Encap:

2683032 output packets 280339382 bytes

VTEP3 - VXLAN tunnel

6300-1-VSF# show interface vxlan 1
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Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.2.5
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.2.8 evpn
10012 disabled 12 -- 192.168.2.7 evpn
10021 disabled 21 -- -- --
100001 enabled -- VRF1 192.168.2.7 evpn
100001 enabled -- VRF1 192.168.2.8 evpn
100002 enabled -- VRF2 192.168.2.8 evpn
100004 enabled -- VRF4 -- --

Aggregate Statistics
--------------------
Decap:

1458063 input packets 151995629 bytes
Encap:

1105843 output packets 114896386 bytes

VTEP4 - VXLAN tunnel

6300F-4# show interface vxlan 1

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.2.7
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10012 disabled 12 -- 192.168.2.5 evpn
100001 enabled -- VRF1 192.168.2.5 evpn
100001 enabled -- VRF1 192.168.2.8 evpn

Aggregate Statistics
--------------------
Decap:

6602 input packets 464878 bytes
Encap:

3106 output packets 360762 bytes

VRF routing tables

Border VTEP5 - all-vrfs
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8360-1# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

-------------------------------------------------------------------------------------------------
10.1.10.0/24 192.168.2.5 - - B/EV [200/0] 01m:03w:00d
10.1.10.1/32 192.168.2.5 - - B/EV [200/0] 01m:03w:00d
10.1.10.6/32 192.168.2.5 - - B/EV [200/0] 01m:03w:00d
10.1.10.13/32 192.168.10.3 - - B/EV [200/0] 00h:11m:28s
10.1.10.15/32 192.168.2.5 - - B/EV [200/0] 00h:00m:14s
10.1.10.18/32 192.168.40.1 - - B/EV [200/0] 00h:00m:39s
10.1.11.0/24 192.168.10.3 - - B/EV [200/0] 02m:02w:06d
10.1.11.1/32 192.168.10.3 - - B/EV [200/0] 01m:01w:04d
10.1.11.11/32 192.168.10.3 - - B/EV [200/0] 06d:02h:25m
10.1.11.17/32 192.168.3.1 - - B/EV [200/0] 00h:00m:19s
10.1.12.0/24 192.168.2.5 - - B/EV [200/0] 02d:19h:57m
10.1.12.1/32 192.168.2.5 - - B/EV [200/0] 02d:19h:57m
10.1.12.14/32 192.168.10.3 - - B/EV [200/0] 00h:11m:26s
10.1.12.16/32 192.168.2.7 - - B/EV [200/0] 01d:21h:08m
192.168.11.3/32 192.168.10.3 - - B/EV [200/0] 01m:03w:04d
192.168.11.4/32 192.168.10.3 - - B/EV [200/0] 02m:02w:06d
192.168.11.5/32 192.168.10.3 - - B/EV [200/0] 02m:02w:06d
192.168.11.6/32 192.168.10.3 - - B/EV [200/0] 02m:02w:06d
192.168.11.103/32 192.168.10.3 - - B/EV [200/0] 02m:02w:06d
192.168.11.105/32 192.168.10.3 - - B/EV [200/0] 02m:02w:06d
192.168.21.5/32 192.168.2.5 - - B/EV [200/0] 01m:03w:00d
192.168.21.7/32 192.168.2.7 - - B/EV [200/0] 01d:21h:08m
192.168.21.8/32 - loopback12 - L [0/0] -
192.168.21.105/32 192.168.2.5 - - B/EV [200/0] 01m:03w:00d
192.168.31.11/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d
192.168.31.101/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d
192.168.41.1/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.41.2/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.41.101/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.41.103/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.110.0/31 192.168.10.3 - - B/EV [200/0] 01m:01w:04d

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.2.20.0/24 192.168.10.3 - - B/EV [200/0] 02m:02w:06d
10.2.22.0/24 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
10.2.22.1/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
10.2.22.2/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
192.168.12.3/32 192.168.10.3 - - B/EV [200/0] 01m:03w:04d
192.168.22.8/32 - loopback22 - L [0/0] -
192.168.42.1/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d
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192.168.42.2/32 192.168.40.1 - - B/EV [200/0] 02m:02w:06d

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric

----------------------------------------------------------------------------------------------
10.0.111.0/24 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:04d
10.0.255.0/28 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:04d
192.168.1.1/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.1.2/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.1.3/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.1.4/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.1.5/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.1.6/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.2.1/32 192.168.29.4 1/1/13 - O/E2 [110/25] 01m:03w:00d
192.168.2.2/32 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:04d
192.168.2.3/32 192.168.29.12 1/1/10 - O [110/65547] 01m:03w:04d
192.168.2.4/32 192.168.29.12 1/1/10 - O [110/12] 01m:03w:04d
192.168.2.5/32 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:00d

192.168.29.4 1/1/13 - [110/25] 01m:03w:00d
192.168.2.7/32 192.168.29.12 1/1/10 - O/E2 [110/25] 01d:21h:09m

192.168.29.4 1/1/13 - [110/25] 01d:21h:09m
192.168.2.8/32 - loopback0 - L [0/0] -
192.168.3.1/32 192.168.29.4 1/1/13 - O/E2 [110/25] 01m:03w:00d
192.168.4.1/32 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:00d

192.168.29.4 1/1/13 - [110/25] 01m:03w:00d
192.168.4.2/32 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:00d

192.168.29.4 1/1/13 - [110/25] 01m:03w:00d
192.168.4.3/32 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:00d

192.168.29.4 1/1/13 - [110/25] 01m:03w:00d
192.168.4.8/31 192.168.29.12 1/1/10 - O [110/65549] 01m:03w:00d
192.168.4.10/31 192.168.29.12 1/1/10 - O [110/12] 01m:03w:04d
192.168.10.3/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.10.5/32 192.168.29.12 1/1/10 - O/E2 [110/25] 00m:01w:01d

192.168.29.4 1/1/13 - [110/25] 00m:01w:01d
192.168.12.0/24 192.168.29.12 1/1/10 - O [110/65547] 01m:03w:04d
192.168.14.0/24 192.168.29.12 1/1/10 - O [110/112] 01m:03w:04d
192.168.29.0/31 192.168.29.4 1/1/13 - O [110/20] 01m:03w:00d
192.168.29.2/31 192.168.29.4 1/1/13 - O [110/20] 01d:21h:09m
192.168.29.4/31 - 1/1/13 - C [0/0] -
192.168.29.5/32 - 1/1/13 - L [0/0] -
192.168.29.8/31 192.168.29.12 1/1/10 - O [110/20] 01m:03w:04d
192.168.29.10/31 192.168.29.12 1/1/10 - O [110/20] 01d:21h:09m
192.168.29.12/31 - 1/1/10 - C [0/0] -
192.168.29.13/32 - 1/1/10 - L [0/0] -
192.168.40.1/32 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:00d

192.168.29.4 1/1/13 - [110/25] 01m:03w:00d
192.168.200.0/28 192.168.29.12 1/1/10 - O/E2 [110/25] 01m:03w:04d

Total Route Count : 74
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VTEP3 - all-vrfs

6300-1-VSF# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: VRF1

Prefix Nexthop Interface VRF Origin/ Distance/ Age
(egress) Type Metric

------------------------------------------------------------------------------------
10.1.10.0/24 - vlan10 - C [0/0] -
10.1.10.6/32 - vlan10 - L [0/0] -
10.1.10.13/32 192.168.2.8 - - B/EV [200/0] 00h:12m:37s
10.1.10.18/32 192.168.2.8 - - B/EV [200/0] 00h:01m:48s
10.1.11.0/24 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
10.1.11.1/32 192.168.2.8 - - B/EV [200/0] 01m:01w:04d
10.1.11.11/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
10.1.11.17/32 192.168.2.8 - - B/EV [200/0] 00h:01m:28s
10.1.12.0/24 - vlan12 - C [0/0] -
10.1.12.1/32 - vlan12 - L [0/0] -
10.1.12.14/32 192.168.2.8 - - B/EV [200/0] 00h:12m:40s
10.1.12.16/32 192.168.2.7 - - B/EV [200/0] 01d:21h:10m
192.168.11.3/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.11.4/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.11.5/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.11.6/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.11.103/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.11.105/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.21.5/32 - loopback12 - L [0/0] -
192.168.21.7/32 192.168.2.7 - - B/EV [200/0] 01d:21h:10m
192.168.21.8/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.21.105/32 - loopback11 - L [0/0] -
192.168.31.11/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d
192.168.31.101/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d
192.168.41.1/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.41.2/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.41.101/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.41.103/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.110.0/31 192.168.2.8 - - B/EV [200/0] 01m:01w:04d

VRF: VRF2

Prefix Nexthop Interface VRF Origin/ Distance/ Age
(egress) Type Metric

-----------------------------------------------------------------------------------
10.2.20.0/24 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
10.2.22.0/24 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
10.2.22.1/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
10.2.22.2/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.12.3/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.22.8/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
192.168.42.1/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d
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192.168.42.2/32 192.168.2.8 - - B/EV [200/0] 01m:03w:00d

VRF: VRF4

Prefix Nexthop Interface VRF Origin/ Distance/ Age
(egress) Type Metric

-----------------------------------------------------------------------------------
10.4.40.0/24 - vlan40 - C [0/0] -
10.4.40.1/32 - vlan40 - L [0/0] -

VRF: default

Prefix Nexthop Interface VRF Origin/ Distance/ Age
(egress) Type Metric

------------------------------------------------------------------------------------
10.0.111.0/24 192.168.29.8 2/1/25 - O/E2 [110/25] 01m:03w:04d
10.0.255.0/28 192.168.29.8 2/1/25 - O/E2 [110/25] 01m:03w:04d
192.168.1.1/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.1.2/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.1.3/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.1.4/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.1.5/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.1.6/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.2.1/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01m:03w:00d
192.168.2.2/32 192.168.29.8 2/1/25 - O/E2 [110/25] 01m:03w:04d
192.168.2.3/32 192.168.29.8 2/1/25 - O [110/65547] 01m:03w:04d
192.168.2.4/32 192.168.29.8 2/1/25 - O [110/12] 01m:03w:04d
192.168.2.5/32 - loopback0 - L [0/0] -
192.168.2.7/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01d:21h:10m

192.168.29.8 2/1/25 - [110/25] 01d:21h:10m
192.168.2.8/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01m:03w:00d

192.168.29.8 2/1/25 - [110/25] 01m:03w:00d
192.168.3.1/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01m:03w:00d
192.168.4.1/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01m:03w:00d

192.168.29.8 2/1/25 - [110/25] 01m:03w:00d
192.168.4.2/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01m:03w:00d

192.168.29.8 2/1/25 - [110/25] 01m:03w:00d
192.168.4.3/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01m:03w:00d

192.168.29.8 2/1/25 - [110/25] 01m:03w:00d
192.168.4.8/31 192.168.29.8 2/1/25 - O [110/65549] 01m:03w:00d
192.168.4.10/31 192.168.29.8 2/1/25 - O [110/12] 01m:03w:04d
192.168.10.3/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.10.5/32 192.168.29.0 1/1/49 - O/E2 [110/25] 00m:01w:01d

192.168.29.8 2/1/25 - [110/25] 00m:01w:01d
192.168.12.0/24 192.168.29.8 2/1/25 - O [110/65547] 01m:03w:04d
192.168.14.0/24 192.168.29.8 2/1/25 - O [110/112] 01m:03w:04d
192.168.29.0/31 - 1/1/49 - C [0/0] -
192.168.29.1/32 - 1/1/49 - L [0/0] -
192.168.29.2/31 192.168.29.0 1/1/49 - O [110/20] 01d:21h:10m
192.168.29.4/31 192.168.29.0 1/1/49 - O [110/20] 01m:03w:00d
192.168.29.8/31 - 2/1/25 - C [0/0] -
192.168.29.9/32 - 2/1/25 - L [0/0] -
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192.168.29.10/31 192.168.29.8 2/1/25 - O [110/20] 01d:21h:10m
192.168.29.12/31 192.168.29.8 2/1/25 - O [110/20] 01m:03w:04d
192.168.40.1/32 192.168.29.0 1/1/49 - O/E2 [110/25] 01m:03w:00d

192.168.29.8 2/1/25 - [110/25] 01m:03w:00d
192.168.200.0/28 192.168.29.8 2/1/25 - O/E2 [110/25] 01m:03w:04d

Total Route Count : 74

VTEP4 - all-vrfs

6300F-4# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: VRF1

Prefix Nexthop Interface VRF Origin/ Distance/ Age
(egress) Type Metric

-----------------------------------------------------------------------------------
10.1.10.0/24 192.168.2.5 - - B/EV [200/0] 01d:21h:13m
10.1.10.1/32 192.168.2.5 - - B/EV [200/0] 01d:21h:13m
10.1.10.6/32 192.168.2.5 - - B/EV [200/0] 01d:21h:13m
10.1.10.13/32 192.168.2.8 - - B/EV [200/0] 00h:15m:39s
10.1.10.15/32 192.168.2.5 - - B/EV [200/0] 00h:04m:26s
10.1.11.0/24 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
10.1.11.1/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
10.1.11.11/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
10.1.11.17/32 192.168.2.8 - - B/EV [200/0] 00h:04m:30s
10.1.12.0/24 - vlan12 - C [0/0] -
10.1.12.1/32 - vlan12 - L [0/0] -
10.1.12.14/32 192.168.2.8 - - B/EV [200/0] 00h:15m:39s
192.168.11.3/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.11.4/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.11.5/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.11.6/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.11.103/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.11.105/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.21.5/32 192.168.2.5 - - B/EV [200/0] 01d:21h:13m
192.168.21.7/32 - loopback12 - L [0/0] -
192.168.21.8/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.21.105/32 192.168.2.5 - - B/EV [200/0] 01d:21h:13m
192.168.31.11/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.31.101/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.41.1/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.41.2/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.41.101/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.41.103/32 192.168.2.8 - - B/EV [200/0] 01d:21h:13m
192.168.110.0/31 192.168.2.8 - - B/EV [200/0] 01d:21h:13m

VRF: default
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Prefix Nexthop Interface VRF Origin/ Distance/ Age
(egress) Type Metric

------------------------------------------------------------------------------------
10.0.111.0/24 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m
10.0.255.0/28 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m
192.168.1.1/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.1.2/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.1.3/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.1.4/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.1.5/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.1.6/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.2.1/32 192.168.29.2 1/1/25 - O/E2 [110/25] 01d:21h:03m
192.168.2.2/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m
192.168.2.3/32 192.168.29.10 1/1/26 - O [110/65547] 01d:21h:03m
192.168.2.4/32 192.168.29.10 1/1/26 - O [110/12] 01d:21h:03m
192.168.2.5/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.2.7/32 - loopback0 - L [0/0] -
192.168.2.8/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.3.1/32 192.168.29.2 1/1/25 - O/E2 [110/25] 01d:21h:03m
192.168.4.1/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.4.2/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.4.3/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.4.8/31 192.168.29.10 1/1/26 - O [110/65549] 01d:21h:03m
192.168.4.10/31 192.168.29.10 1/1/26 - O [110/12] 01d:21h:03m
192.168.10.3/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.10.5/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.12.0/24 192.168.29.10 1/1/26 - O [110/65547] 01d:21h:03m
192.168.14.0/24 192.168.29.10 1/1/26 - O [110/112] 01d:21h:03m
192.168.29.0/31 192.168.29.2 1/1/25 - O [110/20] 01d:21h:03m
192.168.29.2/31 - 1/1/25 - C [0/0] -
192.168.29.3/32 - 1/1/25 - L [0/0] -
192.168.29.4/31 192.168.29.2 1/1/25 - O [110/20] 01d:21h:03m
192.168.29.8/31 192.168.29.10 1/1/26 - O [110/20] 01d:21h:03m
192.168.29.10/31 - 1/1/26 - C [0/0] -
192.168.29.11/32 - 1/1/26 - L [0/0] -
192.168.29.12/31 192.168.29.10 1/1/26 - O [110/20] 01d:21h:03m
192.168.40.1/32 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

192.168.29.2 1/1/25 - [110/25] 01d:21h:03m
192.168.200.0/28 192.168.29.10 1/1/26 - O/E2 [110/25] 01d:21h:03m

Total Route Count : 64

ARP tables

Border VTEP5 - all-vrfs
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8360-1# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF
-----------------------------------------------------------------------------
192.168.29.12 10:4f:58:6c:ea:00 1/1/10 1/1/10 reachable default
192.168.29.4 10:4f:58:6c:69:00 1/1/13 1/1/13 reachable default

Total Number Of ARP Entries Listed: 2.
-----------------------------------------------------------------------------

VTEP3 - all-vrfs

6300-1-VSF# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF
-----------------------------------------------------------------------------------
192.168.29.8 10:4f:58:6c:ea:00 2/1/25 2/1/25 reachable default
10.1.10.15 00:50:56:8e:d7:96 vlan10 1/1/1 reachable VRF1
10.1.10.18 00:50:56:8e:4e:88 vlan10 vxlan1(192.168.2.8) permanent VRF1
192.168.29.0 10:4f:58:6c:69:00 1/1/49 1/1/49 reachable default
10.1.12.16 00:50:56:8e:fc:39 vlan12 vxlan1(192.168.2.7) permanent VRF1
10.1.10.13 00:50:56:86:2d:79 vlan10 vxlan1(192.168.2.8) permanent VRF1

Total Number Of ARP Entries Listed: 6.
------------------------------------------------------------------------------------

VTEP4 - all-vrfs

6300F-4# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF
-----------------------------------------------------------------------------
192.168.29.10 10:4f:58:6c:ea:00 1/1/26 1/1/26 reachable default
192.168.29.2 10:4f:58:6c:69:00 1/1/25 1/1/25 reachable default
10.1.12.16 00:50:56:8e:fc:39 vlan12 1/1/1 reachable VRF1

Total Number Of ARP Entries Listed: 3.
------------------------------------------------------------------------------

MAC address table

Border VTEP5 - MAC-address

8360-1# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 14

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:9a:00 10 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.2.5)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.40.1)
00:50:56:86:2d:79 10 evpn vxlan1(192.168.10.3)
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00:50:56:8e:4e:88 10 evpn vxlan1(192.168.40.1)
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.2.5)
12:00:00:00:01:00 10 evpn vxlan1(192.168.2.5)
54:80:28:fc:5c:00 10 evpn vxlan1(192.168.10.3)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:28:00 12 evpn vxlan1(192.168.10.3)
54:80:28:fd:f3:00 12 evpn vxlan1(192.168.10.3)
00:50:56:80:53:54 12 evpn vxlan1(192.168.10.3)
12:00:00:00:01:00 12 evpn vxlan1(192.168.10.3)

8360-1# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.10.3) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.10.3) 0 R
10010 00:50:56:8e:4e:88 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:d7:96 vxlan1(192.168.2.5) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.2.5) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.2.5) 0 R,S
10010 54:80:28:fc:5c:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.40.1) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.2.5) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10012 00:50:56:80:53:54 vxlan1(192.168.10.3) 0 R
10012 00:50:56:80:53:54 10.1.12.14 vxlan1(192.168.10.3) 0 R
10012 12:00:00:00:01:00 10.1.12.1 vxlan1(192.168.10.3) 0 R,S
10012 54:80:28:fd:f3:00 10.1.12.1 vxlan1(192.168.10.3) 0 R,S
10012 b8:d4:e7:da:28:00 10.1.12.1 vxlan1(192.168.10.3) 0 R,S

MACs : 14
Remote MACs : 14

VTEP3 - MAC-address

6300-1-VSF# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 10

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:9a:00 10 evpn vxlan1(192.168.2.8)
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.2.8)
00:50:56:86:2d:79 10 evpn vxlan1(192.168.2.8)
00:50:56:8e:d7:96 10 dynamic 1/1/1
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.2.8)
54:80:28:fc:5c:00 10 evpn vxlan1(192.168.2.8)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.2.8)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.2.8)
00:50:56:8e:fc:39 12 evpn vxlan1(192.168.2.7)
88:3a:30:ae:73:c0 12 evpn vxlan1(192.168.2.7)
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6300-1-VSF# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
-----------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.2.8) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.2.8) 0 R
10010 00:50:56:8e:4e:88 vxlan1(192.168.2.8) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.2.8) 0 R
10010 00:50:56:8e:d7:96 0 L
10010 00:50:56:8e:d7:96 10.1.10.15 0 L
10010 12:00:00:00:01:00 10.1.10.1 0 L,S
10010 54:80:28:fc:5c:00 10.1.10.1 vxlan1(192.168.2.8) 1 R,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.2.8) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.2.8) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 0 L,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.2.8) 0 R,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 vxlan1(192.168.2.8) 1 R,S
10012 00:50:56:8e:fc:39 vxlan1(192.168.2.7) 0 R
10012 00:50:56:8e:fc:39 10.1.12.16 vxlan1(192.168.2.7) 0 R
10012 12:00:00:00:01:00 10.1.12.1 1 L,S
10012 88:3a:30:9a:7a:00 10.1.12.1 0 L,S
10012 88:3a:30:ae:73:c0 10.1.12.1 vxlan1(192.168.2.7) 0 R,S

MACs : 14
Remote MACs : 9

VTEP4 - MAC-address

6300F-4# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 3

MAC Address VLAN Type Port
--------------------------------------------------------------
98:f2:b3:68:1e:c2 1 dynamic 1/1/27
88:3a:30:9a:7a:00 12 evpn vxlan1(192.168.2.5)
00:50:56:8e:fc:39 12 dynamic 1/1/1

6300F-4# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
---------------------------------------------------------------------------------
10012 00:50:56:8e:fc:39 0 L
10012 00:50:56:8e:fc:39 10.1.12.16 0 L
10012 12:00:00:00:01:00 10.1.12.1 vxlan1(192.168.2.5) 1 R,S
10012 88:3a:30:9a:7a:00 10.1.12.1 vxlan1(192.168.2.5) 0 R,S
10012 88:3a:30:ae:73:c0 10.1.12.1 0 L,S

MACs : 4
Remote MACs : 2

EVPN routes

Border VTEP5 - Type-3 EVPN routes
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8360-1# show bgp l2vpn evpn route-type 3
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.2.8

Network Nexthop Metric LocPrf Weight Path
-----------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?
*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?
* i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)
*> [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)
* e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 65001 65004 ?
*>e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?
*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)
* e [3]:[0]:[192.168.3.1] 192.168.3.1 0 100 0 65001 65003 ?
*>e [3]:[0]:[192.168.3.1] 192.168.3.1 0 100 0 65001 65003 ?

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)
* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?
*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?
* i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.2.7] 192.168.2.7 0 100 0 ?
* i [3]:[0]:[192.168.2.7] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)
*> [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?
*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?
Total number of entries 20

VTEP3 - Type-3 EVPN routes
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6300-1-VSF# show bgp l2vpn evpn route-type 3
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.2.5

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------
Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)
*> [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?
* i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)
*> [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.2.7] 192.168.2.7 0 100 0 ?
* i [3]:[0]:[192.168.2.7] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?
* i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?
Total number of entries 8

VTEP4 - Type-3 EVPN routes

6300F-4# show bgp l2vpn evpn route-type 3
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]
EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.2.7

Network Nexthop Metric LocPrf Weight Path
----------------------------------------------------------------------------------
Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?
* i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)
*>i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?
* i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?
* i [3]:[0]:[192.168.2.5] 192.168.2.5 0 100 0 ?
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Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)
*> [3]:[0]:[192.168.2.7] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)
*>i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?
* i [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 ?
Total number of entries 9

Border VTEP5 - Type-5 EVPN routes

8360-1# show bgp l2vpn evpn route-type 5
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.2.8

Network Nexthop Metric LocPrf Weight Path
----------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.5 0 100 0 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.7 0 100 0 ?
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* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.7 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.7 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
*> [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1 0 100 0 65001 65003
?
* e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1 0 100 0 65001 65003
?
*>e [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1 0 100 0 65001 65003
?
* e [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1 0 100 0 65001 65003
?
*>e [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1 0 100 0 65001 65003
?
* e [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1 0 100 0 65001 65003
?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 65004
?
* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 65004
?
*>e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0 65001 65004
?
* e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0 65001 65004
?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
*>e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 65001 65004
?
* e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 65001 65004
?
*>e [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1 0 100 0 65001 65004
?
* e [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1 0 100 0 65001 65004
?
* e [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1 0 100 0 65001 65004
?
*>e [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1 0 100 0 65001 65004
?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?
*>e [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?
* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
*> [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0 65001 65004
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?
* e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0 65001 65004
?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
*>e [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1 0 100 0 65001 65004
?
* e [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1 0 100 0 65001 65004
?
* e [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1 0 100 0 65001 65004
?
*>e [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1 0 100 0 65001 65004
?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
*>i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.5 0 100 0 ?
Total number of entries 63

VTEP3 - Type-5 EVPN routes

6300-1-VSF# show bgp l2vpn evpn route-type 5
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.2.5

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.2.8 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.2.8 0 100 0 65001 ?

AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 346



Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
*> [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.5 0 100 0 ?
*> [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.5 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.5 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.7 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.7 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.7 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 65003 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 65003 ?
*>i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.2.8 0 100 0 65001 65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.2.8 0 100 0 65001 65003 ?
*>i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.2.8 0 100 0 65001 65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.2.8 0 100 0 65001 65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.2.8 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.2.8 0 100 0 65001 65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.2.8 0 100 0 65001 65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.2.8 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.2.8 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.2.8 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.2.8 0 100 0 65001 65004 ?
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*>i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.2.8 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
*> [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.5 0 100 0 ?
Total number of entries 63

VTEP4 - Type-5 EVPN routes

6300F-4# sh bgp l2vpn evpn route-type 5
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]
VRF : default
Local Router-ID 192.168.2.7

Network Nexthop Metric LocPrf Weight Path
-------------------------------------------------------------------------------------------------
-
Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.2.8 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.2.8 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.5 0 100 0 ?
*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.5 0 100 0 ?
*>i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)
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*> [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.7 0 100 0 ?
*> [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 65003 ?
* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.2.8 0 100 0 65001 65003 ?
*>i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.2.8 0 100 0 65001 65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.2.8 0 100 0 65001 65003 ?
*>i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.2.8 0 100 0 65001 65003 ?
* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.2.8 0 100 0 65001 65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.2.8 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)
*>i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.2.8 0 100 0 65001 65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.2.8 0 100 0 65001 65004 ?
*>i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.2.8 0 100 0 65001 65004 ?
* i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.2.8 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?
*>i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.2.8 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?
* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.2.8 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 ?
* i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.2.8 0 100 0 65001 65004
?
* i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.2.8 0 100 0 65001 65004
?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)
*>i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.2.8 0 100 0 65001 65004
?
* i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.2.8 0 100 0 65001 65004
?
*>i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.2.8 0 100 0 65001 65004
?
* i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.2.8 0 100 0 65001 65004
?
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Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)
*>i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.5 0 100 0 ?
* i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.5 0 100 0 ?
Total number of entries 66

Border VTEP5 - Type-2 EVPN routes

NOTE: To simplify analysis, local-svi redistribution was removed. It reduces the number of type-2 routes.

8360-1# show bgp l2vpn evpn route-type 2
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
VRF : default
Local Router-ID 192.168.2.8

Network Nexthop Metric LocPrf Weight Path
-------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)
*>i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65001 65004 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65001 65004 ?
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65001 65004 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65001 65004 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65001 65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)
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* e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0 65001 65003 ?
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0 65001 65003 ?
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 65001 65003 ?
* e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 65001 65003 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 65001 65003 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 65001 65003 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
* e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)
*>e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
*>e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65001 65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.10.3:10 (L3VNI 100001)
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.3:11 (L3VNI 100001)
*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:10 (L3VNI 100001)
* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?
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Route Distinguisher: 192.168.10.5:12 (L3VNI 100001)
* e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.10.3 0 100 0 65001 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:10 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.5 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.5 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.5:12 (L3VNI 100001)
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.5 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:12 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.3.1:11 (L3VNI 100001)
* e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 92.168.3.1 0 100 0 65001 65003
?
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0 65001 65003
?
*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 65001 65003
?
* e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 65001 65003
?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 65001 65003
?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 65001 65003
?

Route Distinguisher: 192.168.4.3:10 (L3VNI 100001)
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65001 65004 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65001 65004 ?
* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65001 65004 ?
*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65001 65004 ?
*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65001 65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65001 65004 ?

Route Distinguisher: 192.168.10.3:20 (L3VNI 100002)
*>e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:20 (L3VNI 100002)
*>e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?
* e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L3VNI 100002)
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*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65001 65004 ?
* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65001 65004 ?
Total number of entries 102

VTEP3 - Type-2 EVPN routes

NOTE: To simplify analysis, local-svi redistribution was removed. It reduces the number of type-2 routes.

6300-1-VSF# show bgp l2 e route-type 2
Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths
Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]
VRF : default
Local Router-ID 192.168.2.5

Network Nexthop Metric LocPrf Weight Path
------------------------------------------------------------------------------------------------------------
Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)
*> [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.5 0 100 0 ?
*> [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.5 0 100 0 ?
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)
*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.2.8 0 100 0 65001
65004 ?
*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.2.8 0 100 0 65001
65004 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
65004 ?
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Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)
*>i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)
*>i [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.2.8 0 100 0 65001
65003 ?
* i [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.2.8 0 100 0 65001
65003 ?
*>i [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.2.8 0 100 0 65001
65003 ?
* i [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.2.8 0 100 0 65001
65003 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
65003 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
65003 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.2.8 0 100 0 65001
?
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Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.2.8 0 100 0 65001
65004 ?

Route Distinguisher: 192.168.10.3:10 (L3VNI 100001)
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.10.3:11 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.10.5:10 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.10.5:12 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:80:53:54]:[] 192.168.2.8 0 100 0 65001
?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.2.5:10 (L3VNI 100001)
*> [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.5 0 100 0 ?
*> [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.5 0 100 0 ?
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.5 0 100 0 ?
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Route Distinguisher: 192.168.2.5:12 (L3VNI 100001)
*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.5 0 100 0 ?

Route Distinguisher: 192.168.2.7:12 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.7 0 100 0 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.7 0 100 0 ?

Route Distinguisher: 192.168.3.1:11 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.2.8 0 100 0 65001
65003 ?
* i [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.2.8 0 100 0 65001
65003 ?
*>i [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.2.8 0 100 0 65001
65003 ?
* i [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.2.8 0 100 0 65001
65003 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
65003 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.2.8 0 100 0 65001
65003 ?

Route Distinguisher: 192.168.4.3:10 (L3VNI 100001)
*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.2.8 0 100 0 65001
65004 ?
*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.2.8 0 100 0 65001
65004 ?
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001
65004 ?

Route Distinguisher: 192.168.10.5:20 (L3VNI 100002)
*>i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.2.8 0 100 0 65001
?
* i [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.2.8 0 100 0 65001
?

Route Distinguisher: 192.168.4.3:22 (L3VNI 100002)
*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.2.8 0 100 0 65001
65004 ?
* i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.2.8 0 100 0 65001
65004 ?
Total number of entries 92
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Fabric3

BGP peering

Border-leader VTEP6 - BGP EVPN

8360-2# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65003 BGP Router Identifier : 192.168.3.1
Peers : 4 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.3 65001 21295 19170 01m:00w:02d Established Up
192.168.1.4 65001 21354 19179 01m:00w:02d Established Up
192.168.4.1 65004 20822 19193 01m:00w:02d Established Up
192.168.4.2 65004 20824 19182 01m:00w:02d Established Up

Border-leader VTEP6 - BGP IPv4 (for loopback routing to other Fabrics)

8360-2# show bgp ipv4 unicast summary
VRF : default
BGP Summary
-----------
Local AS : 65003 BGP Router Identifier : 192.168.3.1
Peers : 2 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.29.20 65002 13323 13329 01m:00w:02d Established Up
192.168.49.20 65004 13328 13327 01m:00w:02d Established Up

EVPN EVIs and VTEPs

NOTES:

Check on all VTEPs that Route-Target values are set as expected, especially the L2VNI and L3VNI requiring a Global Scope

Important verification for L3VNI: Check binding between VTEP-IP and router-MAC

Border-leader VTEP6 - EVIs

8360-2# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10011 11 Up
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L3VNI VRF Status
-------------------------------------
100001 VRF1 Up

EVPN instances : 2
EVPN instances Up : 2

Much more details can be checked like route-target, remote-VTEP address, remote MACs, with detail option in the
previous command:

8360-2# show evpn evi detail
L2VNI : 10011

Route Distinguisher : 192.168.3.1:11
VLAN : 11
Status : up
RT Import : 1:11, 65003:11
RT Export : 1:11, 65003:11
Local MACs : 4
Remote MACs : 10
Peer VTEPs : 1

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.10.3 10

L3VNI : 100001
Route Distinguisher : 192.168.3.1:1
VRF : VRF1
Status : up
RT Import : 1:1, 65003:1
RT Export : 1:1, 65003:1
Local Type-5 Routes : 3
Remote Type-5 Routes : 72
Peer VTEPs : 3

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.10.3 46
192.168.2.8 13
192.168.40.1 13

Border-leader VTEP6 - L3VNI VTEPs

8360-2# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up
192.168.10.3 100001 02:00:00:00:01:00 VRF1 Up
192.168.40.1 100001 02:00:00:00:07:00 VRF1 Up

Border-leader VTEP6 - EVIs

8360-2# show evpn evi summary
L2VNI VLAN Status
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-------------------------------------
10011 11 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up

EVPN instances : 2
EVPN instances Up : 2

VXLAN tunnels

Border-leader VTEP6 - VXLAN tunnel

8360-2# show interface vxlan 1

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.3.1
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10011 disabled 11 -- 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.2.8 evpn
100001 enabled -- VRF1 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.40.1 evpn

Aggregate Statistics
--------------------
Decap:

185264 input packets 20734164 bytes
Encap:

58991 output packets 3787536 bytes

VRF routing tables

Border-leader VTEP6 - all-vrfs

8360-2# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local

R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN

IA - OSPF internal area, E1 - OSPF external type 1

E2 - OSPF external type 2

VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric
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----------------------------------------------------------------------------------------------

10.1.10.0/24 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.10.1/32 192.168.10.3 - - B/EV [200/0] 06d:06h:33m

10.1.10.6/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

10.1.10.13/32 192.168.10.3 - - B/EV [200/0] 03h:23m:51s

10.1.10.15/32 192.168.2.8 - - B/EV [200/0] 00h:02m:06s

10.1.10.18/32 192.168.40.1 - - B/EV [200/0] 00h:03m:14s

10.1.11.0/24 - vlan11 - C [0/0] -

10.1.11.1/32 - vlan11 - L [0/0] -

10.1.11.11/32 192.168.10.3 - - B/EV [200/0] 06d:05h:37m

10.1.12.0/24 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.11.3/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.4/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.5/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.6/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.103/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.105/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.21.5/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.21.7/32 192.168.2.8 - - B/EV [200/0] 02d:00h:21m

192.168.21.8/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.21.105/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.31.11/32 - loopback12 - L [0/0] -

192.168.31.101/32 - loopback11 - L [0/0] -

192.168.41.1/32 192.168.40.1 - - B/EV [200/0] 00m:01w:01d

192.168.41.2/32 192.168.40.1 - - B/EV [200/0] 00m:01w:01d

192.168.41.101/32 192.168.40.1 - - B/EV [200/0] 00m:01w:01d

192.168.41.103/32 192.168.40.1 - - B/EV [200/0] 00m:01w:01d

192.168.110.0/31 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.10.129.0/24 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

15.136.40.0/24 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

16.1.38.0/24 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.1.1/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.1.2/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.1.3/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.1.4/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.1.5/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.1.6/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.2.1/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.2.2/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.2.5/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.2.7/32 192.168.29.20 1/1/10 - B/E [20/0] 02d:00h:21m

192.168.2.8/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.3.1/32 - loopback0 - L [0/0] -

192.168.4.1/32 192.168.49.20 1/1/11 - B/E [20/0] 00m:01w:01d

192.168.4.2/32 192.168.49.20 1/1/11 - B/E [20/0] 00m:01w:01d

192.168.4.3/32 192.168.49.20 1/1/11 - B/E [20/0] 00m:01w:01d

192.168.10.3/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.10.5/32 192.168.29.20 1/1/10 - B/E [20/0] 00m:01w:01d

192.168.29.20/31 - 1/1/10 - C [0/0] -

192.168.29.21/32 - 1/1/10 - L [0/0] -

192.168.40.1/32 192.168.49.20 1/1/11 - B/E [20/0] 00m:01w:01d

192.168.49.20/31 - 1/1/11 - C [0/0] -

192.168.49.21/32 - 1/1/11 - L [0/0] -
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Total Route Count : 52

ARP tables

Border-leader VTEP6 - all-vrfs

8360-2# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF

------------------------------------------------------------------------------------------------------------------

192.168.49.20 00:fd:45:67:cf:80 1/1/11 1/1/11 reachable default

10.1.11.11 00:50:56:8e:4d:9c vlan11 vxlan1(192.168.10.3) permanent VRF1

10.1.11.17 00:50:56:8e:92:44 vlan11 1/1/1 reachable VRF1

192.168.29.20 10:4f:58:6c:69:00 1/1/10 1/1/10 reachable default

Total Number Of ARP Entries Listed: 4.

------------------------------------------------------------------------------------------------------------------

MAC address table

Border-leader VTEP6 - MAC-address

8360-2# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 4

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:9a:00 11 evpn vxlan1(192.168.10.3)
54:80:28:fc:5c:00 11 evpn vxlan1(192.168.10.3)
00:50:56:8e:92:44 11 dynamic 1/1/1
00:50:56:8e:4d:9c 11 evpn vxlan1(192.168.10.3)

8360-2# show evpn mac-ip

Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags

--------------------------------------------------------------------------------------

10011 00:50:56:8e:4d:9c vxlan1(192.168.10.3) 0 R

10011 00:50:56:8e:4d:9c 10.1.11.11 vxlan1(192.168.10.3) 0 R

10011 00:50:56:8e:92:44 0 L

10011 00:50:56:8e:92:44 10.1.11.17 0 L

10011 12:00:00:00:01:00 10.1.11.1 0 L,S

10011 54:80:28:fc:5c:00 10.1.11.1 vxlan1(192.168.10.3) 1 R,S

10011 b4:99:ba:54:8b:60 10.1.11.1 0 L,S

10011 b8:d4:e7:da:9a:00 10.1.11.1 vxlan1(192.168.10.3) 1 R,S

MACs : 6

Remote MACs : 3

EVPN routes

Border-leader VTEP6 - Type-3 EVPN routes
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8360-2# show bgp l2vpn evpn route-type 3

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]

EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.3.1

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)

*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)

*>e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 65004 ?

* e [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 65004 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)

*> [3]:[0]:[192.168.3.1] 192.168.3.1 0 100 0 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Total number of entries 11

Border-leader VTEP6 - Type-5 EVPN routes

8360-2# show bgp l2vpn evpn route-type 5

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.3.1

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?
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*>e [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 200 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 200 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 200 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 200 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)

*> [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1 0 100 0 ?

*> [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1 0 100 0 ?

*> [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1 0 100 0 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65004 ?

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65004 ?

*>e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0 65004 ?

* e [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.40.1 0 100 0 65004 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 65004 ?

* e [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 65004 ?

*>e [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1 0 100 0 65004 ?

*>e [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1 0 100 0 65004 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?
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* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0 65004 ?

* e [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.40.1 0 100 0 65004 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1 0 100 0 65004 ?

*>e [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1 0 100 0 65004 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)

*>e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0 65001 65002 ?

Total number of entries 58

Border-leader VTEP6 - Type-2 EVPN routes

8360-2# show bgp l2vpn evpn route-type 2

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]

VRF : default

Local Router-ID 192.168.3.1

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)

*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)

*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)

* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65004 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65004 ?

* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65004 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65004 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65004 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65004 ?
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Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)

*> [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0 ?

*> [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 ?

*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)

*>e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)

*>e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65004 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65004 ?

Route Distinguisher: 192.168.10.3:10 (L3VNI 100001)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.3:11 (L3VNI 100001)

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:10 (L3VNI 100001)

*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:10 (L3VNI 100001)

*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[10.1.10.15] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.3.1:11 (L3VNI 100001)

*> [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0 ?

*> [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 ?

*> [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 ?
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Route Distinguisher: 192.168.4.3:10 (L3VNI 100001)

* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65004 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.40.1 0 100 0 65004 ?

* e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65004 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.40.1 0 100 0 65004 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65004 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.40.1 0 100 0 65004 ?

Route Distinguisher: 192.168.10.3:20 (L3VNI 100002)

*>e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:20 (L3VNI 100002)

*>e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L3VNI 100002)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65004 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.40.1 0 100 0 65004 ?

Total number of entries 70

Fabric4

OSPF peering

VTEP7 - OSPF

8360-3# show ip ospf neighbors
VRF : default Process : 1
===================================================

Total Number of Neighbors : 2

Neighbor ID Priority State Nbr Address Interface
-------------------------------------------------------------------------
192.168.4.3 n/a FULL 192.168.49.1 lag1

192.168.4.2 n/a FULL 192.168.49.201 vlan1049

8360-3# show ip ospf neighbors vsx-peer
VRF : default Process : 1
===================================================

Total Number of Neighbors : 1

Neighbor ID Priority State Nbr Address Interface
-------------------------------------------------------------------------
192.168.4.1 n/a FULL 192.168.49.200 vlan1049

VTEP8 - OSPF
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6300M-7-VSF# show ip ospf neighbors
VRF : default Process : 1
===================================================

Total Number of Neighbors : 1

Neighbor ID Priority State Nbr Address Interface
-------------------------------------------------------------------------
192.168.4.1 n/a FULL 192.168.49.0 lag1

BGP peering

VTEP7 - BGP EVPN

8360-3# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65004 BGP Router Identifier : 192.168.4.1
Peers : 4 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.3 65001 23857 22949 01m:00w:03d Established Up
192.168.1.4 65001 23909 22964 01m:00w:03d Established Up
192.168.3.1 65003 21378 22963 01m:00w:03d Established Up
192.168.4.3 65004 23028 30672 01m:00w:03d Established Up

8360-3# show bgp l2vpn evpn summary vsx-peer
VRF : default
BGP Summary
-----------
Local AS : 65004 BGP Router Identifier : 192.168.4.2
Peers : 4 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.1.3 65001 23865 22967 01m:00w:03d Established Up
192.168.1.4 65001 23891 22978 01m:00w:03d Established Up
192.168.3.1 65003 21369 22967 01m:00w:03d Established Up
192.168.4.3 65004 23032 30663 01m:00w:03d Established Up

VTEP8 - BGP EVPN

6300M-7-VSF# show bgp l2vpn evpn summary
VRF : default
BGP Summary
-----------
Local AS : 65004 BGP Router Identifier : 192.168.4.3
Peers : 2 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0
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Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.4.1 65004 284103 216220 01m:00w:03d Established Up
192.168.4.2 65004 284040 216254 01m:00w:03d Established Up

VTEP7 - BGP IPv4 (for loopback routing to other Fabrics)

8360-3# show bgp ipv4 unicast summary
VRF : default
BGP Summary
-----------
Local AS : 65004 BGP Router Identifier : 192.168.4.1
Peers : 2 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.29.30 65002 14730 14726 01m:00w:03d Established Up
192.168.49.21 65003 14718 14728 01m:00w:03d Established Up

8360-3# show bgp ipv4 unicast summary vsx-peer
VRF : default
BGP Summary
-----------
Local AS : 65004 BGP Router Identifier : 192.168.4.2
Peers : 1 Log Neighbor Changes : Yes
Cfg. Hold Time : 180 Cfg. Keep Alive : 60
Confederation Id : 0

Neighbor Remote-AS MsgRcvd MsgSent Up/Down Time State AdminStatus
192.168.29.32 65002 14718 14721 01m:00w:03d Established Up

EVPN EVIs and VTEPs

NOTES:

Check on the border-VTEP that non-directly attached VLANs have L2VNI-VLAN entry in the EVPN configuration, if these said VLANs
must be extended between Fabrics.

Check on all VTEPs that Route-Target values are set as expected, especially the L2VNI and L3VNI requiring a Global Scope

Important verification for L3VNI: Check binding between VTEP-IP and router-MAC

Border-leader VTEP7 - EVIs

8360-3# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10010 10 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up
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EVPN instances : 3
EVPN instances Up : 3

8360-3# show evpn evi summary vsx-peer
L2VNI VLAN Status
-------------------------------------
10010 10 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 3
EVPN instances Up : 3

Many more details can be checked such as route-target, remote-VTEP address, remote MACs, with the detail option in the
previous command:

8360-3# show evpn evi detail
L2VNI : 10010

Route Distinguisher : 192.168.40.1:10
VLAN : 10
Status : up
RT Import : 1:10, 65004:10
RT Export : 1:10, 65004:10
Local MACs : 0
Remote MACs : 30
Peer VTEPs : 3

Peer-VTEP-Address Remote-MACs
------------------------------------------------------
192.168.2.8 7
192.168.4.3 7
192.168.10.3 16

L3VNI : 100001
Route Distinguisher : 192.168.4.1:1
VRF : VRF1
Status : up
RT Import : 1:1, 65004:1
RT Export : 1:1, 65004:1
Local Type-5 Routes : 2
Remote Type-5 Routes : 94
Peer VTEPs : 4

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.2.8 21
192.168.4.3 9
192.168.10.3 58
192.168.3.1 6

L3VNI : 100002
Route Distinguisher : 192.168.4.1:2
VRF : VRF2
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Status : up
RT Import : 1:2, 65004:2
RT Export : 1:2, 65004:2
Local Type-5 Routes : 1
Remote Type-5 Routes : 9
Peer VTEPs : 3

Peer-VTEP-Address Remote-Routes
------------------------------------------------------
192.168.2.8 1
192.168.4.3 3
192.168.10.3 5

Border-leader VTEP7 - L3VNI VTEPs

8360-3# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up
192.168.10.3 100001 02:00:00:00:01:00 VRF1 Up
192.168.3.1 100001 02:00:00:00:06:00 VRF1 Up
192.168.4.3 100002 02:00:00:00:08:00 VRF2 Up
192.168.10.3 100002 02:00:00:00:01:00 VRF2 Up
192.168.2.8 100002 02:00:00:00:05:00 VRF2 Up
192.168.4.3 100001 02:00:00:00:08:00 VRF1 Up

8360-3# show evpn vtep-neighbor all-vrfs vsx-peer
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.10.3 100001 02:00:00:00:01:00 VRF1 Up
192.168.2.8 100002 02:00:00:00:05:00 VRF2 Up
192.168.3.1 100001 02:00:00:00:06:00 VRF1 Up
192.168.10.3 100002 02:00:00:00:01:00 VRF2 Up
192.168.2.8 100001 02:00:00:00:05:00 VRF1 Up
192.168.4.3 100002 02:00:00:00:08:00 VRF2 Up
192.168.4.3 100001 02:00:00:00:08:00 VRF1 Up

VTEP8 - EVIs

6300M-7-VSF# show evpn evi summary
L2VNI VLAN Status
-------------------------------------
10010 10 Up
10022 22 Up

L3VNI VRF Status
-------------------------------------
100001 VRF1 Up
100002 VRF2 Up

EVPN instances : 4
EVPN instances Up : 4

VTEP8 - L3VNI VTEPs
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6300M-7-VSF# show evpn vtep-neighbor all-vrfs
VTEP-IP L3VNI MAC VRF State
---------------------------------------------------------------------------------
192.168.40.1 100001 02:00:00:00:07:00 VRF1 Up
192.168.40.1 100002 02:00:00:00:07:00 VRF2 Up

VXLAN tunnels

Border-leader VTEP7 - VXLAN tunnel

8360-3# show interface vxlan 1

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.40.1
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.2.8 evpn
10010 disabled 10 -- 192.168.4.3 evpn
10010 disabled 10 -- 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.2.8 evpn
100001 enabled -- VRF1 192.168.3.1 evpn
100001 enabled -- VRF1 192.168.4.3 evpn
100001 enabled -- VRF1 192.168.10.3 evpn
100002 enabled -- VRF2 192.168.2.8 evpn
100002 enabled -- VRF2 192.168.4.3 evpn
100002 enabled -- VRF2 192.168.10.3 evpn

Aggregate Statistics
--------------------
Decap:

443157 input packets 50657726 bytes
Encap:

867052 output packets 97338503 bytes

8360-3# show interface vxlan 1 vsx-peer

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.40.1
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.2.8 evpn
10010 disabled 10 -- 192.168.4.3 evpn
10010 disabled 10 -- 192.168.10.3 evpn
100001 enabled -- VRF1 192.168.2.8 evpn

AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 371



100001 enabled -- VRF1 192.168.3.1 evpn
100001 enabled -- VRF1 192.168.4.3 evpn
100001 enabled -- VRF1 192.168.10.3 evpn
100002 enabled -- VRF2 192.168.2.8 evpn
100002 enabled -- VRF2 192.168.4.3 evpn
100002 enabled -- VRF2 192.168.10.3 evpn

Aggregate Statistics
--------------------
Decap:

100585 input packets 11174623 bytes
Encap:

1428811 output packets 162807829 bytes

VTEP8 - VXLAN tunnel

6300M-7-VSF# show interface vxlan 1

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 192.168.4.3
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ ----------------- --------
10010 disabled 10 -- 192.168.40.1 evpn
10022 disabled 22 -- -- --
100001 enabled -- VRF1 192.168.40.1 evpn
100002 enabled -- VRF2 192.168.40.1 evpn

Aggregate Statistics
--------------------
Decap:

415615 input packets 47210006 bytes
Encap:

126582 output packets 14259526 bytes

VRF routing tables

Border-leader VTEP7 - all-vrfs

8360-3# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local

R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN

IA - OSPF internal area, E1 - OSPF external type 1

E2 - OSPF external type 2

VRF: VRF1
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Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.1.10.0/24 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.1.10.1/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.1.10.6/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

10.1.10.13/32 192.168.10.3 - - B/EV [200/0] 00h:35m:40s

10.1.10.15/32 192.168.2.8 - - B/EV [200/0] 00h:03m:54s

10.1.10.18/32 192.168.4.3 - - B/EV [200/0] 00h:02m:10s

10.1.11.0/24 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.11.1/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.11.11/32 192.168.10.3 - - B/EV [200/0] 00m:01w:00d

10.1.11.17/32 192.168.3.1 - - B/EV [200/0] 00h:04m:41s

10.1.12.0/24 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.12.1/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.12.14/32 192.168.10.3 - - B/EV [200/0] 00h:35m:40s

10.1.12.16/32 192.168.2.8 - - B/EV [200/0] 02d:21h:03m

192.168.11.3/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.4/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.5/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.6/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.103/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.105/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.21.5/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.21.7/32 192.168.2.8 - - B/EV [200/0] 02d:21h:03m

192.168.21.8/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.21.105/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.31.11/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d

192.168.31.101/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d

192.168.41.1/32 - loopback12 - L [0/0] -

192.168.41.101/32 - loopback11 - L [0/0] -

192.168.41.103/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

192.168.110.0/31 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.2.20.0/24 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.2.22.0/24 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.2.22.1/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.2.22.2/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

192.168.12.3/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.22.8/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.42.1/32 - loopback22 - L [0/0] -

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.10.129.0/24 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

15.136.40.0/24 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

16.1.38.0/24 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.1/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.2/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.3/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.4/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d
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192.168.1.5/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.6/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.1/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.2/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.5/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.7/32 192.168.29.30 1/1/31 - B/E [20/0] 02d:21h:03m

192.168.2.8/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.3.1/32 192.168.49.21 1/1/11 - B/E [20/0] 00m:01w:01d

192.168.4.1/32 - loopback0 - L [0/0] -

192.168.4.2/32 192.168.49.201 vlan1049 - O/E2 [110/25] 02m:03w:00d

192.168.4.3/32 192.168.49.1 lag1 - O/E2 [110/25] 02m:03w:00d

192.168.10.3/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.10.5/32 192.168.29.30 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.29.30/31 - 1/1/31 - C [0/0] -

192.168.29.31/32 - 1/1/31 - L [0/0] -

192.168.40.1/32 - loopback1 - L [0/0] -

192.168.49.0/31 - lag1 - C [0/0] -

192.168.49.0/32 - lag1 - L [0/0] -

192.168.49.20/31 - 1/1/11 - C [0/0] -

192.168.49.20/32 - 1/1/11 - L [0/0] -

192.168.49.200/31 - vlan1049 - C [0/0] -

192.168.49.200/32 - vlan1049 - L [0/0] -

Total Route Count : 66

8360-3# show ip route all-vrfs vsx-peer

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local

R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN

IA - OSPF internal area, E1 - OSPF external type 1

E2 - OSPF external type 2

VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.1.10.0/24 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.1.10.1/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.1.10.6/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

10.1.10.13/32 192.168.10.3 - - B/EV [200/0] 00h:36m:15s

10.1.10.15/32 192.168.2.8 - - B/EV [200/0] 00h:04m:30s

10.1.10.18/32 192.168.4.3 - - B/EV [200/0] 00h:02m:45s

10.1.11.0/24 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.11.1/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.11.11/32 192.168.10.3 - - B/EV [200/0] 00m:01w:00d

10.1.11.17/32 192.168.3.1 - - B/EV [200/0] 00h:00m:19s

10.1.12.0/24 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.12.1/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.1.12.14/32 192.168.10.3 - - B/EV [200/0] 00h:36m:16s

10.1.12.16/32 192.168.2.8 - - B/EV [200/0] 02d:21h:03m

192.168.11.3/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.4/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.5/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d
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192.168.11.6/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.103/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.11.105/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.21.5/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.21.7/32 192.168.2.8 - - B/EV [200/0] 02d:21h:03m

192.168.21.8/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.21.105/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.31.11/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d

192.168.31.101/32 192.168.3.1 - - B/EV [200/0] 00m:01w:01d

192.168.41.2/32 - loopback12 - L [0/0] -

192.168.41.101/32 - loopback11 - L [0/0] -

192.168.41.103/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

192.168.110.0/31 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.2.20.0/24 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

10.2.22.0/24 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.2.22.1/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

10.2.22.2/32 192.168.4.3 - - B/EV [200/0] 00m:01w:01d

192.168.12.3/32 192.168.10.3 - - B/EV [200/0] 00m:01w:01d

192.168.22.8/32 192.168.2.8 - - B/EV [200/0] 00m:01w:01d

192.168.42.2/32 - loopback22 - L [0/0] -

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.10.129.0/24 192.168.49.200 vlan1049 - O/E2 [110/25] 01m:01w:05d

15.136.40.0/24 192.168.49.200 vlan1049 - O/E2 [110/25] 01m:01w:05d

16.1.38.0/24 192.168.49.200 vlan1049 - O/E2 [110/25] 01m:01w:05d

192.168.1.1/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.2/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.3/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.4/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.5/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.1.6/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.1/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.2/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.5/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.2.7/32 192.168.29.32 1/1/31 - B/E [20/0] 02d:21h:03m

192.168.2.8/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.3.1/32 192.168.49.200 vlan1049 - O/E2 [110/25] 02m:03w:00d

192.168.4.1/32 192.168.49.200 vlan1049 - O/E2 [110/25] 02m:03w:00d

192.168.4.2/32 - loopback0 - L [0/0] -

192.168.4.3/32 192.168.49.200 vlan1049 - O/E2 [110/25] 02m:03w:00d

192.168.10.3/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.10.5/32 192.168.29.32 1/1/31 - B/E [20/0] 00m:01w:01d

192.168.29.32/31 - 1/1/31 - C [0/0] -

192.168.29.33/32 - 1/1/31 - L [0/0] -

192.168.40.1/32 - loopback1 - L [0/0] -

192.168.49.0/31 192.168.49.200 vlan1049 - O [110/100] 02m:03w:00d

192.168.49.200/31 - vlan1049 - C [0/0] -

192.168.49.201/32 - vlan1049 - L [0/0] -
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Total Route Count : 63

VTEP8 - all-vrfs

6300M-7-VSF# show ip route all-vrfs

Displaying ipv4 routes selected for forwarding

Origin Codes: C - connected, S - static, L - local

R - RIP, B - BGP, O - OSPF

Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN

IA - OSPF internal area, E1 - OSPF external type 1

E2 - OSPF external type 2

VRF: VRF1

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.1.10.0/24 - vlan10 - C [0/0] -

10.1.10.1/32 - vlan10 - L [0/0] -

10.1.10.6/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

10.1.10.13/32 192.168.40.1 - - B/EV [200/0] 00h:38m:14s

10.1.10.15/32 192.168.40.1 - - B/EV [200/0] 00h:01m:25s

10.1.11.0/24 192.168.40.1 - - B/EV [200/0] 01m:01w:05d

10.1.11.1/32 192.168.40.1 - - B/EV [200/0] 01m:01w:05d

10.1.11.11/32 192.168.40.1 - - B/EV [200/0] 00m:01w:00d

10.1.11.17/32 192.168.40.1 - - B/EV [200/0] 00h:02m:18s

10.1.12.0/24 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

10.1.12.1/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

10.1.12.14/32 192.168.40.1 - - B/EV [200/0] 00h:38m:15s

10.1.12.16/32 192.168.40.1 - - B/EV [200/0] 02d:21h:05m

192.168.11.3/32 192.168.40.1 - - B/EV [200/0] 01m:03w:05d

192.168.11.4/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.11.5/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.11.6/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.11.103/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.11.105/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.21.5/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.21.7/32 192.168.40.1 - - B/EV [200/0] 02d:21h:05m

192.168.21.8/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.21.105/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.31.11/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.31.101/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.41.1/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.41.2/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.41.101/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.41.103/32 - loopback11 - L [0/0] -

192.168.110.0/31 192.168.40.1 - - B/EV [200/0] 01m:01w:05d

VRF: VRF2

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.2.20.0/24 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

10.2.22.0/24 - vlan22 - C [0/0] -

10.2.22.2/32 - vlan22 - L [0/0] -
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192.168.12.3/32 192.168.40.1 - - B/EV [200/0] 01m:03w:05d

192.168.22.8/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.42.1/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

192.168.42.2/32 192.168.40.1 - - B/EV [200/0] 02m:03w:00d

VRF: default

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age

Type Metric

----------------------------------------------------------------------------------------------

10.10.129.0/24 192.168.49.0 lag1 - O/E2 [110/25] 01m:01w:05d

15.136.40.0/24 192.168.49.0 lag1 - O/E2 [110/25] 01m:01w:05d

16.1.38.0/24 192.168.49.0 lag1 - O/E2 [110/25] 01m:01w:05d

192.168.1.1/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.1.2/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.1.3/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.1.4/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.1.5/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.1.6/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.2.1/32 192.168.49.0 lag1 - O/E2 [110/25] 01m:03w:01d

192.168.2.2/32 192.168.49.0 lag1 - O/E2 [110/25] 01m:03w:01d

192.168.2.5/32 192.168.49.0 lag1 - O/E2 [110/25] 01m:03w:01d

192.168.2.7/32 192.168.49.0 lag1 - O/E2 [110/25] 02d:21h:05m

192.168.2.8/32 192.168.49.0 lag1 - O/E2 [110/25] 01m:03w:01d

192.168.3.1/32 192.168.49.0 lag1 - O/E2 [110/25] 02m:03w:00d

192.168.4.1/32 192.168.49.0 lag1 - O/E2 [110/25] 02m:03w:00d

192.168.4.2/32 192.168.49.0 lag1 - O/E2 [110/25] 02m:03w:00d

192.168.4.3/32 - loopback0 - L [0/0] -

192.168.10.3/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.10.5/32 192.168.49.0 lag1 - O/E2 [110/25] 00m:01w:02d

192.168.40.1/32 192.168.49.0 lag1 - O/E2 [110/25] 02m:03w:00d

192.168.49.0/31 - lag1 - C [0/0] -

192.168.49.1/32 - lag1 - L [0/0] -

192.168.49.200/31 192.168.49.0 lag1 - O [110/100] 02m:03w:00d

Total Route Count : 61

ARP tables

Border-leader VTEP7 - all-vrfs

8360-3# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF

------------------------------------------------------------------------------------------------------------------

192.168.29.30 10:4f:58:6c:69:00 1/1/31 1/1/31 reachable default

192.168.49.201 00:fd:45:67:5f:80 vlan1049 lag256 reachable default

192.168.49.1 88:3a:30:98:8a:00 lag1 lag1 reachable default

192.168.49.21 b4:99:ba:54:8b:60 1/1/11 1/1/11 reachable default

Total Number Of ARP Entries Listed: 4.

------------------------------------------------------------------------------------------------------------------

8360-3# show arp all-vrfs vsx-peer

IPv4 Address MAC Port Physical Port State VRF
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------------------------------------------------------------------------------------------------------------------

192.168.49.200 00:fd:45:67:cf:80 vlan1049 lag256 reachable default

192.168.29.32 10:4f:58:6c:ea:00 1/1/31 1/1/31 reachable default

Total Number Of ARP Entries Listed: 2.

------------------------------------------------------------------------------------------------------------------

VTEP8 - all-vrfs

6300M-7-VSF# show arp all-vrfs

IPv4 Address MAC Port Physical Port State VRF

------------------------------------------------------------------------------------------------------------------

10.1.10.6 88:3a:30:9a:7a:00 vlan10 vxlan1(192.168.40.1) permanent VRF1

10.1.10.15 00:50:56:8e:d7:96 vlan10 vxlan1(192.168.40.1) permanent VRF1

10.1.10.13 00:50:56:86:2d:79 vlan10 vxlan1(192.168.40.1) permanent VRF1

192.168.49.0 00:fd:45:67:cf:80 lag1 lag1 reachable default

10.1.10.18 00:50:56:8e:4e:88 vlan10 1/1/1 reachable VRF1

Total Number Of ARP Entries Listed: 5.

------------------------------------------------------------------------------------------------------------------

MAC address table

Border-leader VTEP7 - MAC-address

8360-3# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 11

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:9a:00 10 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.2.8)
00:50:56:86:2d:79 10 evpn vxlan1(192.168.10.3)
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.4.3)
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.2.8)
12:00:00:00:01:00 10 evpn vxlan1(192.168.2.8)
54:80:28:fc:5c:00 10 evpn vxlan1(192.168.10.3)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.4.3)
00:fd:45:67:5f:80 1049 dynamic lag256

8360-3# show mac-address-table vsx-peer
MAC age-time : 300 seconds
Number of MAC addresses : 11

MAC Address VLAN Type Port
--------------------------------------------------------------
b8:d4:e7:da:9a:00 10 evpn vxlan1(192.168.10.3)
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.2.8)
00:50:56:86:2d:79 10 evpn vxlan1(192.168.10.3)
00:50:56:8e:4e:88 10 evpn vxlan1(192.168.4.3)
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00:50:56:8e:d7:96 10 evpn vxlan1(192.168.2.8)
12:00:00:00:01:00 10 evpn vxlan1(192.168.2.8)
54:80:28:fc:5c:00 10 evpn vxlan1(192.168.10.3)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.10.3)
88:3a:30:98:8a:00 10 evpn vxlan1(192.168.4.3)
00:fd:45:67:cf:80 1049 dynamic lag256

8360-3# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.10.3) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.10.3) 0 R
10010 00:50:56:8e:4e:88 vxlan1(192.168.4.3) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.4.3) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.2.8) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.2.8) 0 R,S
10010 54:80:28:fc:5c:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.4.3) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.2.8) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S

MACs : 12
Remote MACs : 12

8360-3# show evpn mac-ip vsx-peer
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.10.3) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.10.3) 0 R
10010 00:50:56:8e:4e:88 vxlan1(192.168.4.3) 0 R
10010 00:50:56:8e:4e:88 10.1.10.18 vxlan1(192.168.4.3) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.2.8) 0 R,S
10010 54:80:28:fc:5c:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 vxlan1(192.168.4.3) 0 R,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.2.8) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.10.3) 0 R,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 vxlan1(192.168.10.3) 1 R,S

MACs : 11
Remote MACs : 11

VTEP8 - MAC-address

6300M-7-VSF# show mac-address-table
MAC age-time : 300 seconds
Number of MAC addresses : 11

MAC Address VLAN Type Port
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--------------------------------------------------------------
2c:41:38:7f:cb:ed 1 dynamic 2/1/5
64:ae:0c:f6:70:70 1 dynamic 2/1/7
b8:d4:e7:da:9a:00 10 evpn vxlan1(192.168.40.1)
b8:d4:e7:da:28:00 10 evpn vxlan1(192.168.40.1)
00:50:56:8e:4e:88 10 dynamic 1/1/1
00:50:56:86:2d:79 10 evpn vxlan1(192.168.40.1)
00:50:56:8e:d7:96 10 evpn vxlan1(192.168.40.1)
54:80:28:fc:5c:00 10 evpn vxlan1(192.168.40.1)
54:80:28:fd:f3:00 10 evpn vxlan1(192.168.40.1)
88:3a:30:9a:7a:00 10 evpn vxlan1(192.168.40.1)
00:0a:41:42:69:97 31 port-access-security 1/1/5

6300M-7-VSF# show evpn mac-ip
Flags: Local(L), Remote(R), Sticky bit(S)

EVI MAC IP Next-hop Seq-Num Flags
--------------------------------------------------------------------------------------
10010 00:50:56:86:2d:79 vxlan1(192.168.40.1) 0 R
10010 00:50:56:86:2d:79 10.1.10.13 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:4e:88 0 L
10010 00:50:56:8e:4e:88 10.1.10.18 0 L
10010 00:50:56:8e:d7:96 vxlan1(192.168.40.1) 0 R
10010 00:50:56:8e:d7:96 10.1.10.15 vxlan1(192.168.40.1) 0 R
10010 12:00:00:00:01:00 10.1.10.1 vxlan1(192.168.40.1) 0 R,S
10010 54:80:28:fc:5c:00 10.1.10.1 vxlan1(192.168.40.1) 1 R,S
10010 54:80:28:fd:f3:00 10.1.10.1 vxlan1(192.168.40.1) 0 R,S
10010 88:3a:30:98:8a:00 10.1.10.1 0 L,S
10010 88:3a:30:9a:7a:00 10.1.10.6 vxlan1(192.168.40.1) 0 R,S
10010 b8:d4:e7:da:28:00 10.1.10.1 vxlan1(192.168.40.1) 0 R,S
10010 b8:d4:e7:da:9a:00 10.1.10.1 vxlan1(192.168.40.1) 1 R,S
10022 12:00:00:00:01:00 10.2.22.1 0 L,S
10022 88:3a:30:98:8a:00 10.2.22.2 0 L,S

MACs : 12
Remote MACs : 8

EVPN routes

Border-leader VTEP7 - Type-3 EVPN routes

8360-3# show bgp l2vpn evpn route-type 3

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]

EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.4.1

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?
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* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)

*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)

*>i [3]:[0]:[192.168.4.3] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)

*> [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)

*>e [3]:[0]:[192.168.3.1] 192.168.3.1 0 100 0 65003 ?

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)

*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)

*>i [3]:[0]:[192.168.4.3] 192.168.4.3 0 100 0 ?

Total number of entries 16

8360-3# show bgp l2vpn evpn route-type 3 vsx-peer

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]

EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.4.2

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:10 (L2VNI 10010)

*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)

*>i [3]:[0]:[192.168.4.3] 192.168.4.3 0 100 0 ?
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Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)

*> [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)

*>e [3]:[0]:[192.168.3.1] 192.168.3.1 0 100 0 65003 ?

Route Distinguisher: 192.168.10.3:12 (L2VNI 10012)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:12 (L2VNI 10012)

*>e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [3]:[0]:[192.168.2.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)

*>e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

* e [3]:[0]:[192.168.10.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)

*>i [3]:[0]:[192.168.4.3] 192.168.4.3 0 100 0 ?

Total number of entries 16

VTEP8 - Type-3 EVPN routes

6300M-7-VSF# show bgp l2vpn evpn route-type 3

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]

EVPN Route-Type 3 prefix: [3]:[EthTag]:[OrigIP]

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.4.3

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)

*> [3]:[0]:[192.168.4.3] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:10 (L2VNI 10010)

*>i [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 ?

* i [3]:[0]:[192.168.40.1] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)

*> [3]:[0]:[192.168.4.3] 192.168.4.3 0 100 0 ?

Total number of entries 4

Border-leader VTEP7 - Type-5 EVPN routes

8360-3# show bgp l2vpn evpn route-type 5

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,
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i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.4.1

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1 0 100 0 65003 ?

*>e [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1 0 100 0 65003 ?

*>e [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1 0 100 0 65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)
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*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.4.3 0 100 0 ?

*>i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)

*> [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 ?

*> [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)

*>e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)

*>i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)

*> [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)

*>e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0 65001 65002 ?

Total number of entries 52

8360-3# show bgp l2vpn evpn route-type 5 vsx-peer

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.4.2

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?
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*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.10.3 0 100 0 65001 ?

* e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)

* e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)

* e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.2.8 0 100 0 65001 65002 ?

* e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)

* e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)

*>e [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.3.1 0 100 0 65003 ?

*>e [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.3.1 0 100 0 65003 ?

*>e [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.3.1 0 100 0 65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.4.3 0 100 0 ?

*>i [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)

*> [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 ?

*> [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)

* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)

* e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

*>e [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)

* e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)

*>i [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)

*> [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1 0 100 0 ?
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Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)

* e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0 65001 65002 ?

*>e [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.2.8 0 100 0 65001 65002 ?

Total number of entries 52

VTEP8 - Type-5 EVPN routes

6300M-7-VSF# show bgp l2vpn evpn route-type 5

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 5 prefix: [5]:[ESI]:[EthTag]:[IPAddrLen]:[IPAddr]

VRF : default

Local Router-ID 192.168.4.3

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[31]:[192.168.110.0] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[32]:[192.168.11.103] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[32]:[192.168.11.3] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[32]:[192.168.11.4] 192.168.40.1 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[32]:[192.168.11.105] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[32]:[192.168.11.5] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[32]:[192.168.11.6] 192.168.40.1 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.40.1 0 100 0 65001 65002 ?

*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.40.1 0 100 0 65001 65002 ?

*>i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[32]:[192.168.21.105] 192.168.40.1 0 100 0 65001 65002 ?

*>i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[32]:[192.168.21.5] 192.168.40.1 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.7:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[24]:[10.1.12.0] 192.168.40.1 0 100 0 65001 65002 ?

*>i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.40.1 0 100 0 65001 65002 ?
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* i [5]:[0]:[0]:[32]:[192.168.21.7] 192.168.40.1 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.8:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[32]:[192.168.21.8] 192.168.40.1 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.3.1:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.40.1 0 100 0 65003 ?

* i [5]:[0]:[0]:[24]:[10.1.11.0] 192.168.40.1 0 100 0 65003 ?

*>i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.40.1 0 100 0 65003 ?

* i [5]:[0]:[0]:[32]:[192.168.31.101] 192.168.40.1 0 100 0 65003 ?

*>i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.40.1 0 100 0 65003 ?

* i [5]:[0]:[0]:[32]:[192.168.31.11] 192.168.40.1 0 100 0 65003 ?

Route Distinguisher: 192.168.4.3:1 (L3VNI 100001)

*> [5]:[0]:[0]:[24]:[10.1.10.0] 192.168.4.3 0 100 0 ?

*> [5]:[0]:[0]:[32]:[192.168.41.103] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:1 (L3VNI 100001)

*>i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 ?

* i [5]:[0]:[0]:[32]:[192.168.41.101] 192.168.40.1 0 100 0 ?

*>i [5]:[0]:[0]:[32]:[192.168.41.1] 192.168.40.1 0 100 0 ?

*>i [5]:[0]:[0]:[32]:[192.168.41.2] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.10.3:2 (L3VNI 100002)

*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.40.1 0 100 0 65001 ?

*>i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[32]:[192.168.12.3] 192.168.40.1 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:2 (L3VNI 100002)

*>i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.40.1 0 100 0 65001 ?

* i [5]:[0]:[0]:[24]:[10.2.20.0] 192.168.40.1 0 100 0 65001 ?

Route Distinguisher: 192.168.2.8:2 (L3VNI 100002)

*>i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[32]:[192.168.22.8] 192.168.40.1 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:2 (L3VNI 100002)

*> [5]:[0]:[0]:[24]:[10.2.22.0] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.40.1:2 (L3VNI 100002)

*>i [5]:[0]:[0]:[32]:[192.168.42.1] 192.168.40.1 0 100 0 ?

*>i [5]:[0]:[0]:[32]:[192.168.42.2] 192.168.40.1 0 100 0 ?

Route Distinguisher: 192.168.2.5:4 (L3VNI 100004)

*>i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.40.1 0 100 0 65001 65002 ?

* i [5]:[0]:[0]:[24]:[10.4.40.0] 192.168.40.1 0 100 0 65001 65002 ?

Total number of entries 61

Border-leader VTEP7 - Type-2 EVPN routes

8360-3# show bgp l2vpn evpn route-type 2

Status codes: s suppressed, d damped, h history, * valid, > best, = multipath,

i internal, e external S Stale, R Removed, a additional-paths

Origin codes: i - IGP, e - EGP, ? - incomplete

EVPN Route-Type 2 prefix: [2]:[ESI]:[EthTag]:[MAC]:[OrigIP]

VRF : default
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Local Router-ID 192.168.4.1

Network Nexthop Metric LocPrf Weight Path

------------------------------------------------------------------------------------------------------------

Route Distinguisher: 192.168.10.3:10 (L2VNI 10010)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:10 (L2VNI 10010)

* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:10 (L2VNI 10010)

* e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.10.6] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.10.6] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.4.3:10 (L2VNI 10010)

*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.1.10.1] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.10.3:11 (L2VNI 10011)

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.3.1:11 (L2VNI 10011)

*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0 65003 ?

*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 65003 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 65003 ?

*>e [2]:[0]:[0]:[b4:99:ba:54:8b:60]:[10.1.11.1] 192.168.3.1 0 100 0 65003 ?

Route Distinguisher: 192.168.10.5:12 (L2VNI 10012)

*>e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?
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Route Distinguisher: 192.168.2.5:12 (L2VNI 10012)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.7:12 (L2VNI 10012)

* e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[88:3a:30:ae:73:c0]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[88:3a:30:ae:73:c0]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.10.3:20 (L2VNI 10020)

*>e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:20 (L2VNI 10020)

*>e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L2VNI 10022)

*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.2.22.2] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.10.3:10 (L3VNI 100001)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.3:11 (L3VNI 100001)

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[10.1.11.11] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:4d:9c]:[] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fc:5c:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:9a:00]:[10.1.11.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:10 (L3VNI 100001)

* e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[00:50:56:86:2d:79]:[10.1.10.13] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.10.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:12 (L3VNI 100001)

*>e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:80:53:54]:[10.1.12.14] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?
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* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[54:80:28:fd:f3:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

*>e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[b8:d4:e7:da:28:00]:[10.1.12.1] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.2.5:10 (L3VNI 100001)

* e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:d7:96]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.10.6] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.10.6] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.5:12 (L3VNI 100001)

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[88:3a:30:9a:7a:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.2.7:12 (L3VNI 100001)

* e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[10.1.12.16] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[00:50:56:8e:fc:39]:[] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

* e [2]:[0]:[0]:[88:3a:30:ae:73:c0]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

*>e [2]:[0]:[0]:[88:3a:30:ae:73:c0]:[10.1.12.1] 192.168.2.8 0 100 0 65001 65002 ?

Route Distinguisher: 192.168.3.1:11 (L3VNI 100001)

*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[10.1.11.17] 192.168.3.1 0 100 0 65003 ?

*>e [2]:[0]:[0]:[00:50:56:8e:92:44]:[] 192.168.3.1 0 100 0 65003 ?

*>e [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.11.1] 192.168.3.1 0 100 0 65003 ?

*>e [2]:[0]:[0]:[b4:99:ba:54:8b:60]:[10.1.11.1] 192.168.3.1 0 100 0 65003 ?

Route Distinguisher: 192.168.4.3:10 (L3VNI 100001)

*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[10.1.10.18] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[00:50:56:8e:4e:88]:[] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.1.10.1] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.1.10.1] 192.168.4.3 0 100 0 ?

Route Distinguisher: 192.168.10.3:20 (L3VNI 100002)

*>e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:32:e8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.10.5:20 (L3VNI 100002)

*>e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

* e [2]:[0]:[0]:[00:50:56:8e:6b:d8]:[] 192.168.10.3 0 100 0 65001 ?

Route Distinguisher: 192.168.4.3:22 (L3VNI 100002)

*>i [2]:[0]:[0]:[12:00:00:00:01:00]:[10.2.22.1] 192.168.4.3 0 100 0 ?

*>i [2]:[0]:[0]:[88:3a:30:98:8a:00]:[10.2.22.2] 192.168.4.3 0 100 0 ?

Total number of entries 120
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Example results and conclusion

EVPN route modification from Fabric4 to Fabric1

Next-Hop

The following drawing shows the various steps of next-hop modification of VM18 EVPN route originated
from VTEP8:

Figure 72 Next-hop modification (VM18 EVPN route originated from VTEP8)

Router-MAC

Similarly, the following drawing shows the various router-MAC attribute values along the routing path
for VM18 advertisement:

Figure 73 Router-MAC attribute values
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EVPN route modification from Fabric4 to Fabric2 (via Fabric1 border-leader)

Next-Hop

The following drawing shows the various steps of next-hop modification of VM18 EVPN route originated
from VTEP8 up to Fabric2:

Figure 74 Next-hop modification (VM18 EVPN route originated from VTEP8 up to Fabric2)

Router-MAC

Similarly, the following drawing shows the various router-MAC attribute values along the routing path
for VM18 advertisement up to Fabric2:

Figure 75 Router-MAC attribute values (along routing path for VM18 advertisement up to Fabric2)

Summary of route-map usage
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Below drawing summarizes each outbound route-map used on each external BGP peering for EVPN
address-family, in order to perform:

n Removal of the transit-AS function between sites
n VTEP next-hop modification to reflect full mesh VXLAN dataplane between border VTEPs

Legend for Figure 76

1. = route-map from Fabric1 to other fabric border-leaders
2. = route-map from Fabric1 to Fabric2 border
3. = route-map from Fabric3 to other fabric border-leaders
4. = route-map from Fabric4 to other fabric border-leaders

Figure 76 Outbound route-map summary

Use case example: dual-stack multi-fabric with L2 stretch
In this use case, sample configurations, relevant verification commands for dual-stack multi-fabric with
L2 strech are shown. This use case is based on Symmetric IRB deployment. The underlay inside the data
centers are running OSPF.

The Active Gateway MAC used along with an IPv4 and IPv6 address must be the same on a given interface, for the
EVPN Anycast Gateway solution to work as expected. Active Gateway IP same as SVI IP is supported for both IPv4
and IPv6 addresses. The Active Gateway IP for IPv6 should be Link-Local IPv6 address if the default Gateway is
learnt via RA messages. See the EVPN VXLAN Guide for more information.
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Figure 77 Use case 3—Dual-stack multi-fabric with L2 stretch

Configuration and verification details for the devices in this use case are provided in the following
sections:

n B1
n B2
n B5
n B6
n L1
n PE1
n S1

B1

vrf test1
rd 1:1
route-target export 1:1 evpn
route-target import 1:1 evpn

virtual-mac 00:0a:00:00:00:00
evpn
vlan-aware-bundle inter-dc

rd 2:2
route-target export 2:2
route-target import 2:2
redistribute host-route
vlan 2-52
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interface vlan 2
vrf attach test1
ip mtu 9198
ip address 100.0.0.1/16
active-gateway ip mac 00:10:00:00:00:00
active-gateway ip 100.0.0.1
ipv6 address link-local fe80:100::1/64
ipv6 address 100::fa/64
active-gateway ipv6 mac 00:10:00:00:00:00
active-gateway ipv6 100::fa
active-gateway ipv6 fe80:100::1
ipv6 address autoconfig
no ipv6 nd suppress-ra

interface loopback 1
ip address 21.21.21.1/32

interface loopback 2
ip address 31.31.31.1/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 21.21.21.1
vxlan-counters aggregate
no shutdown
vni 2

vlan 2
vni 1000000

vrf test1

ip aspath-list as1 seq 10 permit _65000000$
ip aspath-list as2 seq 10 permit _65000001$
ip aspath-list as3 seq 10 permit _65000003$
ip aspath-list as4 seq 10 permit _65000002$
ip aspath-list own-as seq 10 permit ^$

route-map as2 permit seq 1
match aspath-list as2
set ip next-hop 27.27.27.1

route-map as2 permit seq 2
match aspath-list as3
set ip next-hop 24.24.24.1

route-map as2 permit seq 3
match aspath-list as4
set ip next-hop 48.48.48.1

route-map own-as permit seq 2
match aspath-list as1
set ip next-hop 23.23.23.1

route-map own-as permit seq 10
match aspath-list own-as

route-map redis-bgp permit seq 10
set tag 10

route-map redis-ospf deny seq 10
match tag 10

router ospf 1
router-id 31.31.31.1
redistribute bgp route-map redis-bgp
redistribute local loopback route-map redis-bgp
area 0.0.0.0

router bgp 4294967295
bgp router-id 31.31.31.1
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neighbor 23.23.23.1 remote-as 65000000
neighbor 23.23.23.1 ebgp-multihop 4
neighbor 23.23.23.1 update-source loopback 2
neighbor 28.28.28.1 remote-as 65000001
neighbor 28.28.28.1 ebgp-multihop 4
neighbor 28.28.28.1 update-source loopback 2
neighbor 29.29.29.1 remote-as 65000001
neighbor 29.29.29.1 ebgp-multihop 4
neighbor 29.29.29.1 update-source loopback 2
neighbor 34.34.34.1 remote-as 65000003
neighbor 34.34.34.1 ebgp-multihop 7
neighbor 34.34.34.1 update-source loopback 2
neighbor 40.40.40.1 remote-as 65000003
neighbor 40.40.40.1 ebgp-multihop 7
neighbor 40.40.40.1 update-source loopback 2
neighbor 49.49.49.1 remote-as 65000002
neighbor 49.49.49.1 ebgp-multihop 7
neighbor 49.49.49.1 update-source loopback 2
neighbor 51.51.51.1 remote-as 65000002
neighbor 51.51.51.1 ebgp-multihop 7
neighbor 51.51.51.1 update-source loopback 2
neighbor 81.81.81.1 remote-as 65000
neighbor 86.86.86.1 remote-as 65000000
neighbor 200.0.0.1 remote-as 4294967295
neighbor 200.0.0.1 update-source loopback 2
address-family ipv4 unicast

neighbor 81.81.81.1 activate
neighbor 86.86.86.1 activate
redistribute ospf route-map redis-ospf

exit-address-family
address-family l2vpn evpn

neighbor 23.23.23.1 route-map as2 out
neighbor 23.23.23.1 send-community extended
neighbor 23.23.23.1 activate
neighbor 28.28.28.1 route-map own-as out
neighbor 28.28.28.1 send-community extended
neighbor 28.28.28.1 activate
neighbor 29.29.29.1 route-map own-as out
neighbor 29.29.29.1 send-community extended
neighbor 29.29.29.1 activate
neighbor 34.34.34.1 route-map own-as out
neighbor 34.34.34.1 send-community extended
neighbor 34.34.34.1 activate
neighbor 40.40.40.1 route-map own-as out
neighbor 40.40.40.1 send-community extended
neighbor 40.40.40.1 activate
neighbor 49.49.49.1 route-map own-as out
neighbor 49.49.49.1 send-community extended
neighbor 49.49.49.1 activate
neighbor 51.51.51.1 route-map own-as out
neighbor 51.51.51.1 send-community extended
neighbor 51.51.51.1 activate
neighbor 200.0.0.1 next-hop-self
neighbor 200.0.0.1 send-community extended
neighbor 200.0.0.1 activate

exit-address-family
!

vrf test1
no bgp fast-external-fallover
address-family ipv4 unicast

redistribute connected
exit-address-family
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address-family ipv6 unicast
redistribute connected

exit-address-family
!
show bgp l2vpn evpn vni 2 | i 00:14:01:00:00:01
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[100.0.0.2] 22.22.22.1 0 100 0
?
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[100::214:1ff:fe00:1] 22.22.22.1 0 100 0
?
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[] 22.22.22.1 0 100 0
?
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[fe80::214:1ff:fe00:1] 22.22.22.1 0 100 0
?

show ipv6 neighbors vrf test1 | i 00:14:01:00:00:01
100::214:1ff:fe00:1 00:14:01:00:00:01 vlan2 vxlan1(22.22.22.1) permanent
test1
fe80::214:1ff:fe00:1 00:14:01:00:00:01 vlan2 vxlan1(22.22.22.1) permanent
test1

show arp vrf test1 | i 00:14:01:00:00:01
100.0.0.2 00:14:01:00:00:01 vlan2 vxlan1(22.22.22.1) permanent
test1
DC1F1B1#

show ip route vrf test1 | i 100.0.0.2
100.0.0.2/32 22.22.22.1 - - B/EV [200/0]
00h:24m:45s

show ipv6 route vrf test1 | i 100::214:1ff:fe00:1
100::214:1ff:fe00:1/128 22.22.22.1 - - B/EV [200/0]
00h:09m:47s

show evpn mac-ip | i 00:14:01:00:00:01
2 00:14:01:00:00:01 vxlan1(22.22.22.1) 0
R
2 00:14:01:00:00:01 100.0.0.2 vxlan1(22.22.22.1) 0
R
2 00:14:01:00:00:01 100::214:1ff:fe00:1 vxlan1(22.22.22.1) 0
R
2 00:14:01:00:00:01 fe80::214:1ff:fe00:1 vxlan1(22.22.22.1) 0
R

B2

vrf test1
rd 1:1
route-target export 1:1 evpn
route-target import 1:1 evpn

virtual-mac 00:0a:00:00:00:00
evpn
vlan-aware-bundle inter-dc

rd 2:2
route-target export 2:2
route-target import 2:2
redistribute host-route
vlan 2-52

interface vlan 2
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vrf attach test1
ip mtu 9198
ip address 100.0.0.1/16
active-gateway ip mac 00:10:00:00:00:00
active-gateway ip 100.0.0.1
ipv6 address link-local fe80:100::1/64
ipv6 address 100::fa/64
active-gateway ipv6 mac 00:10:00:00:00:00
active-gateway ipv6 100::fa
active-gateway ipv6 fe80:100::1
ipv6 address autoconfig
no ipv6 nd suppress-ra

interface loopback 1
ip address 21.21.21.1/32

interface loopback 2
ip address 25.25.25.1/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 21.21.21.1
vxlan-counters aggregate
no shutdown
vni 2

vlan 2
vni 1000000

vrf test1

ip aspath-list as1 seq 10 permit _65000000$
ip aspath-list as2 seq 10 permit _65000001$
ip aspath-list as3 seq 10 permit _65000003$
ip aspath-list as4 seq 10 permit _65000002$
ip aspath-list own-as seq 10 permit ^$

route-map as2 permit seq 1
match aspath-list as2
set ip next-hop 27.27.27.1

route-map as2 permit seq 2
match aspath-list as3
set ip next-hop 24.24.24.1

route-map as2 permit seq 3
match aspath-list as4
set ip next-hop 48.48.48.1

route-map own-as permit seq 2
match aspath-list as1
set ip next-hop 23.23.23.1

route-map own-as permit seq 10
match aspath-list own-as

route-map redis-bgp permit seq 10
set tag 10

route-map redis-ospf deny seq 10
match tag 10

router ospf 1
router-id 25.25.25.1
redistribute bgp route-map redis-bgp
redistribute local loopback route-map redis-bgp
area 0.0.0.0

router bgp 4294967295
bgp router-id 25.25.25.1
neighbor PE update-source loopback 2
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neighbor 23.23.23.1 remote-as 65000000
neighbor 23.23.23.1 ebgp-multihop 4
neighbor 23.23.23.1 update-source loopback 2
neighbor 28.28.28.1 remote-as 65000001
neighbor 28.28.28.1 ebgp-multihop 4
neighbor 28.28.28.1 update-source loopback 2
neighbor 29.29.29.1 remote-as 65000001
neighbor 29.29.29.1 ebgp-multihop 4
neighbor 29.29.29.1 update-source loopback 2
neighbor 34.34.34.1 remote-as 65000003
neighbor 34.34.34.1 ebgp-multihop 7
neighbor 34.34.34.1 update-source loopback 2
neighbor 40.40.40.1 remote-as 65000003
neighbor 40.40.40.1 ebgp-multihop 7
neighbor 40.40.40.1 update-source loopback 2
neighbor 49.49.49.1 remote-as 65000002
neighbor 49.49.49.1 ebgp-multihop 7
neighbor 49.49.49.1 update-source loopback 2
neighbor 51.51.51.1 remote-as 65000002
neighbor 51.51.51.1 ebgp-multihop 7
neighbor 51.51.51.1 update-source loopback 2
neighbor 82.82.82.1 remote-as 65000
neighbor 87.87.87.1 remote-as 65000000
neighbor 200.0.0.1 remote-as 4294967295
neighbor 200.0.0.1 update-source loopback 2
address-family ipv4 unicast

neighbor 82.82.82.1 activate
neighbor 87.87.87.1 activate
redistribute ospf route-map redis-ospf

exit-address-family
address-family l2vpn evpn

neighbor PE route-map own-as out
neighbor PE send-community extended
neighbor 23.23.23.1 route-map as2 out
neighbor 23.23.23.1 send-community extended
neighbor 23.23.23.1 activate
neighbor 28.28.28.1 route-map own-as out
neighbor 28.28.28.1 send-community extended
neighbor 28.28.28.1 activate
neighbor 29.29.29.1 route-map own-as out
neighbor 29.29.29.1 send-community extended
neighbor 29.29.29.1 activate
neighbor 34.34.34.1 route-map own-as out
neighbor 34.34.34.1 send-community extended
neighbor 34.34.34.1 activate
neighbor 40.40.40.1 route-map own-as out
neighbor 40.40.40.1 send-community extended
neighbor 40.40.40.1 activate
neighbor 49.49.49.1 route-map own-as out
neighbor 49.49.49.1 send-community extended
neighbor 49.49.49.1 activate
neighbor 51.51.51.1 route-map own-as out
neighbor 51.51.51.1 send-community extended
neighbor 51.51.51.1 activate
neighbor 200.0.0.1 next-hop-self
neighbor 200.0.0.1 send-community extended
neighbor 200.0.0.1 activate

exit-address-family
!

vrf test1
no bgp fast-external-fallover
address-family ipv4 unicast
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redistribute connected
exit-address-family
address-family ipv6 unicast

redistribute connected
exit-address-family

!
show bgp l2vpn evpn vni 2 | i 00:14:01:00:00:01
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[100.0.0.2] 22.22.22.1 0 100 0
?
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[100::214:1ff:fe00:1] 22.22.22.1 0 100 0
?
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[] 22.22.22.1 0 100 0
?
*>i [2]:[0]:[2]:[00:14:01:00:00:01]:[fe80::214:1ff:fe00:1] 22.22.22.1 0 100 0
?

show ipv6 neighbors vrf test1 | i 00:14:01:00:00:01
100::214:1ff:fe00:1 00:14:01:00:00:01 vlan2 vxlan1(22.22.22.1) permanent
test1
fe80::214:1ff:fe00:1 00:14:01:00:00:01 vlan2 vxlan1(22.22.22.1) permanent
test1

show arp vrf test1 | i 00:14:01:00:00:01
100.0.0.2 00:14:01:00:00:01 vlan2 vxlan1(22.22.22.1) permanent
test1

show ip route vrf test1 | i 100.0.0.2
100.0.0.2/32 22.22.22.1 - - B/EV [200/0]
00h:24m:45s

show ipv6 route vrf test1 | i 100::214:1ff:fe00:1
100::214:1ff:fe00:1/128 22.22.22.1 - - B/EV [200/0]
00h:09m:47s

show evpn mac-ip | i 00:14:01:00:00:01
2 00:14:01:00:00:01 vxlan1(22.22.22.1) 0
R
2 00:14:01:00:00:01 100.0.0.2 vxlan1(22.22.22.1) 0
R
2 00:14:01:00:00:01 100::214:1ff:fe00:1 vxlan1(22.22.22.1) 0
R
2 00:14:01:00:00:01 fe80::214:1ff:fe00:1 vxlan1(22.22.22.1) 0
R

B5

vrf test1
rd 8:1
route-target export 1:1 evpn
route-target import 1:1 evpn

virtual-mac 00:0c:00:00:00:00
evpn
vlan-aware-bundle inter-dc

rd 2:2
route-target export 2:2
route-target import 2:2
redistribute host-route
vlan 2-52
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interface vlan 2
vrf attach test1
ip mtu 9198
ip address 100.0.0.1/16
active-gateway ip mac 00:10:00:00:00:00
active-gateway ip 100.0.0.1
ipv6 address link-local fe80:100::1/64
ipv6 address 100::fa/64
active-gateway ipv6 mac 00:10:00:00:00:00
active-gateway ipv6 100::fa
active-gateway ipv6 fe80:100::1
ipv6 address autoconfig
no ipv6 nd suppress-ra

interface loopback 1
ip address 27.27.27.1/32

interface loopback 2
ip address 28.28.28.1/32
ip ospf 1 area 0.0.0.0

interface vxlan 1
source ip 27.27.27.1
inter-vxlan-bridging-mode static-evpn
no shutdown
vni 2

vlan 2
vni 1000000

vrf test1

ip aspath-list as1 seq 10 permit _4294967295$
ip aspath-list as2 seq 10 permit _65000003$
ip aspath-list as3 seq 10 permit _65000002$
ip aspath-list as4 seq 10 permit _65000000$
ip aspath-list own-as seq 10 permit ^$

route-map redis-bgp permit seq 10
set tag 10

route-map redis-ospf deny seq 10
match tag 10

route-map as2 permit seq 6
match aspath-list own-as

route-map own-as permit seq 10
match aspath-list own-as

router ospf 1
router-id 28.28.28.1
distance external 210
redistribute bgp route-map redis-bgp
redistribute local loopback route-map redis-bgp
area 0.0.0.0

router bgp 65000001
bgp router-id 28.28.28.1
neighbor 25.25.25.1 remote-as 4294967295
neighbor 25.25.25.1 ebgp-multihop 4
neighbor 25.25.25.1 update-source loopback 2
neighbor 31.31.31.1 remote-as 4294967295
neighbor 31.31.31.1 ebgp-multihop 4
neighbor 31.31.31.1 update-source loopback 2
neighbor 34.34.34.1 remote-as 65000003
neighbor 34.34.34.1 ebgp-multihop 3
neighbor 34.34.34.1 update-source loopback 2
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neighbor 40.40.40.1 remote-as 65000003
neighbor 40.40.40.1 ebgp-multihop 3
neighbor 40.40.40.1 update-source loopback 2
neighbor 49.49.49.1 remote-as 65000002
neighbor 49.49.49.1 ebgp-multihop 7
neighbor 49.49.49.1 update-source loopback 2
neighbor 51.51.51.1 remote-as 65000002
neighbor 51.51.51.1 ebgp-multihop 7
neighbor 51.51.51.1 update-source loopback 2
neighbor 83.83.83.1 remote-as 65000
neighbor 192.16.0.6 remote-as 65000001
neighbor 192.16.0.6 fall-over bfd
neighbor 202.0.0.1 remote-as 65000001
neighbor 202.0.0.1 update-source loopback 2
neighbor 203.0.0.1 remote-as 65000001
neighbor 203.0.0.1 update-source loopback 2
address-family ipv4 unicast

neighbor 83.83.83.1
neighbor 83.83.83.1 activate
neighbor 192.16.0.6 activate
redistribute ospf route-map redis-ospf

exit-address-family
address-family l2vpn evpn

neighbor 25.25.25.1 route-map own-as out
neighbor 25.25.25.1 send-community extended
neighbor 25.25.25.1 activate
neighbor 31.31.31.1 route-map own-as out
neighbor 31.31.31.1 send-community extended
neighbor 31.31.31.1 activate
neighbor 34.34.34.1 route-map as2 out
neighbor 34.34.34.1 send-community extended
neighbor 34.34.34.1 activate
neighbor 40.40.40.1 route-map as2 out
neighbor 40.40.40.1 send-community extended
neighbor 40.40.40.1 activate
neighbor 49.49.49.1 route-map own-as out
neighbor 49.49.49.1 send-community extended
neighbor 49.49.49.1 activate
neighbor 51.51.51.1 route-map own-as out
neighbor 51.51.51.1 send-community extended
neighbor 51.51.51.1 activate
neighbor 202.0.0.1 next-hop-self
neighbor 202.0.0.1 send-community extended
neighbor 202.0.0.1 activate
neighbor 203.0.0.1 next-hop-self
neighbor 203.0.0.1 send-community extended
neighbor 203.0.0.1 activate

exit-address-family
!

vrf test1
no bgp fast-external-fallover
address-family ipv4 unicast

redistribute connected
exit-address-family
address-family ipv6 unicast

redistribute connected
exit-address-family

!
show bgp l2vpn evpn vni 2 | i 00:14:01:00:00:01
*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[100.0.0.2] 21.21.21.1 0
100 0 4294967295 ?
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* e [2]:[0]:[2]:[00:14:01:00:00:01]:[100.0.0.2] 21.21.21.1 0
100 0 4294967295 ?
* e [2]:[0]:[2]:[00:14:01:00:00:01]:[100::214:1ff:fe00:1] 21.21.21.1 0
100 0 4294967295 ?
*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[100::214:1ff:fe00:1] 21.21.21.1 0
100 0 4294967295 ?
*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[] 21.21.21.1 0
100 0 4294967295 ?
* e [2]:[0]:[2]:[00:14:01:00:00:01]:[] 21.21.21.1 0
100 0 4294967295 ?
*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[fe80::214:1ff:fe00:1] 21.21.21.1 0
100 0 4294967295 ?
* e [2]:[0]:[2]:[00:14:01:00:00:01]:[fe80::214:1ff:fe00:1] 21.21.21.1 0
100 0 4294967295 ?

show ipv6 neighbors vrf test1 | i 100::214:1ff:fe00:1
100::214:1ff:fe00:1 00:14:01:00:00:01 vlan2 vxlan1(21.21.21.1) permanent
test1

show arp vrf test1 | i 100.0.0.2
100.0.0.2 00:14:01:00:00:01 vlan2 vxlan1(21.21.21.1) permanent
test1

show ip route vrf test1 | i 100.0.0.2
100.0.0.2/32 21.21.21.1 - - B/EV [20/0]
01h:15m:10s

show ipv6 route vrf test1 | i 100::214:1ff:fe00:1
100::214:1ff:fe00:1/128 21.21.21.1 - - B/EV [20/0]
00h:15m:11s

show evpn mac-ip | i 00:14:01:00:00:01
2 00:14:01:00:00:01 vxlan1(21.21.21.1) 0 R
2 00:14:01:00:00:01 100.0.0.2 vxlan1(21.21.21.1) 0 R
2 00:14:01:00:00:01 100::214:1ff:fe00:1 vxlan1(21.21.21.1) 0 R
2 00:14:01:00:00:01 fe80::214:1ff:fe00:1 vxlan1(21.21.21.1) 0 R

B6

vrf test1
rd 8:1
route-target export 1:1 evpn
route-target import 1:1 evpn

virtual-mac 00:0c:00:00:00:00
evpn
vlan-aware-bundle inter-dc

rd 2:2
route-target export 2:2
route-target import 2:2
redistribute host-route
vlan 2-52

vlan 890
rd auto
route-target export 890:890
route-target import 890:890
redistribute host-route

interface loopback 1
ip address 27.27.27.1/32
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interface loopback 2
ip address 29.29.29.1/32
ip ospf 1 area 0.0.0.0

interface vlan 2
vrf attach test1
ip mtu 9198
ip address 100.0.0.1/16
active-gateway ip mac 00:10:00:00:00:00
active-gateway ip 100.0.0.1
ipv6 address link-local fe80:100::1/64
ipv6 address 100::fa/64
active-gateway ipv6 mac 00:10:00:00:00:00
active-gateway ipv6 100::fa
active-gateway ipv6 fe80:100::1
ipv6 address autoconfig
no ipv6 nd suppress-ra

interface vxlan 1
source ip 27.27.27.1
inter-vxlan-bridging-mode static-evpn
no shutdown
vni 2

vlan 2
vni 1000000

vrf test1

ip aspath-list as1 seq 10 permit _4294967295$
ip aspath-list as2 seq 10 permit _65000003$
ip aspath-list as3 seq 10 permit _65000002$
ip aspath-list as4 seq 10 permit _65000000$
ip aspath-list own-as seq 10 permit ^$

route-map redis-bgp permit seq 10
set tag 10

route-map redis-ospf deny seq 10
match tag 10

route-map as2 permit seq 6
match aspath-list own-as

route-map own-as permit seq 10
match aspath-list own-as

router ospf 1
router-id 29.29.29.1
distance external 210
redistribute bgp route-map redis-bgp
redistribute local loopback route-map redis-bgp
area 0.0.0.0

router bgp 65000001
bgp router-id 29.29.29.1
neighbor 25.25.25.1 remote-as 4294967295
neighbor 25.25.25.1 ebgp-multihop 4
neighbor 25.25.25.1 update-source loopback 2
neighbor 31.31.31.1 remote-as 4294967295
neighbor 31.31.31.1 ebgp-multihop 4
neighbor 31.31.31.1 update-source loopback 2
neighbor 34.34.34.1 remote-as 65000003
neighbor 34.34.34.1 ebgp-multihop 3
neighbor 34.34.34.1 update-source loopback 2
neighbor 40.40.40.1 remote-as 65000003
neighbor 40.40.40.1 ebgp-multihop 3
neighbor 40.40.40.1 update-source loopback 2
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neighbor 49.49.49.1 remote-as 65000002
neighbor 49.49.49.1 ebgp-multihop 7
neighbor 49.49.49.1 update-source loopback 2
neighbor 51.51.51.1 remote-as 65000002
neighbor 51.51.51.1 ebgp-multihop 7
neighbor 51.51.51.1 update-source loopback 2
neighbor 84.84.84.1 remote-as 65000
neighbor 192.16.0.5 remote-as 65000001
neighbor 192.16.0.5 fall-over bfd
neighbor 202.0.0.1 remote-as 65000001
neighbor 202.0.0.1 update-source loopback 2
neighbor 203.0.0.1 remote-as 65000001
neighbor 203.0.0.1 update-source loopback 2
address-family ipv4 unicast

neighbor 84.84.84.1 activate
neighbor 84.84.84.1
neighbor 192.16.0.5 activate
redistribute ospf route-map redis-ospf

exit-address-family
address-family l2vpn evpn

neighbor 25.25.25.1 route-map own-as out
neighbor 25.25.25.1 send-community extended
neighbor 25.25.25.1 activate
neighbor 31.31.31.1 route-map own-as out
neighbor 31.31.31.1 send-community extended
neighbor 31.31.31.1 activate
neighbor 34.34.34.1 route-map as2 out
neighbor 34.34.34.1 send-community extended
neighbor 34.34.34.1 activate
neighbor 40.40.40.1 route-map as2 out
neighbor 40.40.40.1 send-community extended
neighbor 40.40.40.1 activate
neighbor 49.49.49.1 route-map own-as out
neighbor 49.49.49.1 send-community extended
neighbor 49.49.49.1 activate
neighbor 51.51.51.1 route-map own-as out
neighbor 51.51.51.1 send-community extended
neighbor 51.51.51.1 activate
neighbor 202.0.0.1 next-hop-self
neighbor 202.0.0.1 send-community extended
neighbor 202.0.0.1 activate
neighbor 203.0.0.1 next-hop-self
neighbor 203.0.0.1 send-community extended
neighbor 203.0.0.1 activate

exit-address-family
!

vrf test1
no bgp fast-external-fallover
address-family ipv4 unicast

redistribute connected
exit-address-family
address-family ipv6 unicast

redistribute connected
exit-address-family

!
show bgp l2vpn evpn vni 2 | i 00:14:01:00:00:01
*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[100.0.0.2] 21.21.21.1 0

100 0 4294967295 ?
* e [2]:[0]:[2]:[00:14:01:00:00:01]:[100.0.0.2] 21.21.21.1 0

100 0 4294967295 ?
* e [2]:[0]:[2]:[00:14:01:00:00:01]:[100::214:1ff:fe00:1] 21.21.21.1 0

100 0 4294967295 ?
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*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[100::214:1ff:fe00:1] 21.21.21.1 0
100 0 4294967295 ?

*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[] 21.21.21.1 0
100 0 4294967295 ?

* e [2]:[0]:[2]:[00:14:01:00:00:01]:[] 21.21.21.1 0
100 0 4294967295 ?

*>e [2]:[0]:[2]:[00:14:01:00:00:01]:[fe80::214:1ff:fe00:1] 21.21.21.1 0
100 0 4294967295 ?

* e [2]:[0]:[2]:[00:14:01:00:00:01]:[fe80::214:1ff:fe00:1] 21.21.21.1 0
100 0 4294967295 ?

show ipv6 neighbors vrf test1 | i 100::214:1ff:fe00:1
100::214:1ff:fe00:1 00:14:01:00:00:01 vlan2 vxlan1(21.21.21.1) permanent
test1

show arp vrf test1 | i 100.0.0.2
100.0.0.2 00:14:01:00:00:01 vlan2 vxlan1(21.21.21.1) permanent
test1

show ip route vrf test1 | i 100.0.0.2
100.0.0.2/32 21.21.21.1 - - B/EV [20/0]
01h:15m:10s

show ipv6 route vrf test1 | i 100::214:1ff:fe00:1
100::214:1ff:fe00:1/128 21.21.21.1 - - B/EV [20/0]
00h:15m:11s

show evpn mac-ip | i 00:14:01:00:00:01
2 00:14:01:00:00:01 vxlan1(21.21.21.1) 0
R
2 00:14:01:00:00:01 100.0.0.2 vxlan1(21.21.21.1) 0
R
2 00:14:01:00:00:01 100::214:1ff:fe00:1 vxlan1(21.21.21.1) 0
R
2 00:14:01:00:00:01 fe80::214:1ff:fe00:1 vxlan1(21.21.21.1) 0
R

L1

vrf test1
rd 2:1
route-target export 1:1 evpn
route-target import 1:1 evpn

virtual-mac 00:0b:00:00:00:00
evpn
vlan-aware-bundle inter-dc

rd 2:2
route-target export 2:2
route-target import 2:2
redistribute host-route
vlan 2-52

interface loopback 1
ip address 22.22.22.1/32
ip ospf 1 area 0.0.0.0

interface vlan 2
vrf attach test1
ip mtu 9198
ip address 100.0.0.1/16
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active-gateway ip mac 00:10:00:00:00:00
active-gateway ip 100.0.0.1
ipv6 address link-local fe80:100::1/64
ipv6 address 100::fa/64
active-gateway ipv6 mac 00:10:00:00:00:00
active-gateway ipv6 100::fa
active-gateway ipv6 fe80:100::1
ipv6 address autoconfig
no ipv6 nd suppress-ra

interface vxlan 1
source ip 22.22.22.1
vxlan-counters aggregate
no shutdown
vni 2

vlan 2
vni 1000000

vrf test1

router ospf 1
router-id 22.22.22.1
area 0.0.0.0

router bgp 4294967295
neighbor 200.0.0.1 remote-as 4294967295
neighbor 200.0.0.1 update-source loopback 1
address-family l2vpn evpn

neighbor 200.0.0.1 send-community extended
neighbor 200.0.0.1 activate

exit-address-family
!

vrf test1
no bgp fast-external-fallover
address-family ipv4 unicast

redistribute connected
exit-address-family
address-family ipv6 unicast

redistribute connected
exit-address-family

!
show bgp l2vpn evpn vni 2 | i 00:14:01:00:00:01
*> [2]:[0]:[2]:[00:14:01:00:00:01]:[100.0.0.2] 22.22.22.1
0 100 0 ?
*> [2]:[0]:[2]:[00:14:01:00:00:01]:[100::214:1ff:fe00:1] 22.22.22.1
0 100 0 ?
*> [2]:[0]:[2]:[00:14:01:00:00:01]:[] 22.22.22.1
0 100 0 ?
*> [2]:[0]:[2]:[00:14:01:00:00:01]:[fe80::214:1ff:fe00:1] 22.22.22.1
0 100 0 ?

show ipv6 neighbors vrf test1 | i 100::214:1ff:fe00:1
100::214:1ff:fe00:1 00:14:01:00:00:01 vlan2 1/9/1 reachable
test1

show arp vrf test1 | i 100.0.0.2
100.0.0.2 00:14:01:00:00:01 vlan2 1/9/1 reachable
test1

show evpn mac-ip | i 00:14:01:00:00:01
2 00:14:01:00:00:01 0 L
2 00:14:01:00:00:01 100.0.0.2 0 L
2 00:14:01:00:00:01 100::214:1ff:fe00:1 0 L
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2 00:14:01:00:00:01 fe80::214:1ff:fe00:1 0 L

PE1

router bgp 65000
bgp router-id 206.0.0.1
neighbor 81.81.81.2 remote-as 4294967295
neighbor 82.82.82.2 remote-as 4294967295
neighbor 83.83.83.2 remote-as 65000001
neighbor 84.84.84.2 remote-as 65000001
address-family ipv4 unicast

neighbor 81.81.81.2 activate
neighbor 82.82.82.2 activate
neighbor 83.83.83.2 activate
neighbor 84.84.84.2 activate

exit-address-family

S1

interface loopback 1
ip address 200.0.0.1/32
ip ospf 1 area 0.0.0.0

router ospf 1
router-id 200.0.0.1
area 0.0.0.0

router bgp 4294967295
neighbor 22.22.22.1 remote-as 4294967295
neighbor 22.22.22.1 update-source loopback 1
neighbor 25.25.25.1 remote-as 4294967295
neighbor 25.25.25.1 update-source loopback 1
neighbor 31.31.31.1 remote-as 4294967295
neighbor 31.31.31.1 update-source loopback 1
address-family l2vpn evpn

neighbor 22.22.22.1 route-reflector-client
neighbor 22.22.22.1 send-community extended
neighbor 22.22.22.1 activate
neighbor 25.25.25.1 route-reflector-client
neighbor 25.25.25.1 send-community extended
neighbor 25.25.25.1 activate
neighbor 31.31.31.1 route-reflector-client
neighbor 31.31.31.1 send-community extended
neighbor 31.31.31.1 activate

exit-address-family

Use-case example: Shared Core Subnet Stretch
The following solution example provides an overview of a VXLAN/EVPN shared core subnet stretch
across different fabric deployments. The configuration is based on the AOS-CX 10.13 release.

Topology
The topology proposed here could serve as an example for a real deployment:
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Figure 78 Shared Core Subnet Stretch Example

Topology Details:

n All the routers in AS1 use the AS ID 65001.

n All the routers in AS2 use the AS ID 65002.

n Shared Core VSX router pair uses the AS ID 65003.

n OSPFv2 is used for underlay connectivity across the fabrics.

n iBGP connections are used for overlay connectivity within the fabrics.

n eBGP connections are used for overlay connectivity across the fabrics.

n Fabric-1-Aggregate VSX Pair routers act as the route reflector for the Fabric-1-Access VTEPs.

n Fabric--2-Aggregate router acts as the route reflector for the Fabric-2-Access VTEPs.

n VLANs 1001, 1002 are mapped to VNIs 1001, 1002 are stretched across the fabric in this example.

n Intra fabric tunnels are formed between Fabric-1-VSF-VTEP-1 and Fabric-1-Std-VTEP-2. Intra fabric
tunnels are also formed between Fabric-2-VSF-VTEP-3 and Fabric-2-Std-VTEP-4.

n Inter fabric tunnel are formed between the Shared Core VSX Pair and all the 4 VTEPs (Fabric-1-VSF-
VTEP-1, Fabric-1-Std-VTEP-2, Fabric-2-VSF-VTEP-3, Fabric-2-Std-VTEP-4.)

n Broadcast group ID 1 is assigned to Fabric 1 and Broadcast group ID 2 is assigned to Fabric 2.

The maximum number of local broadcast group supported on 8325 switches is 4. However, the 8360 switches
support a maximum of 128 local broadcast groups.

Shared Core: Primary VSX Configuration
The following CLI commands are used for a sample shared core primary VSX configuration:
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hostname Shared-Core-VSX-Primary
no ip icmp redirect
profile leaf
vrf VRF_1
rd 15.15.15.15:1000
route-target export 1:1000 evpn
route-target import 1:1000 evpn

vrf VRF_2
rd 15.15.15.15:1001
route-target export 2:1000 evpn
route-target import 2:1000 evpn

cli-session
timeout 0

!
!
!
!
!
!
ssh server vrf mgmt
vlan 1,4-6
vlan 7
vsx-sync
vlan 41-42,1001-1002
virtual-mac 00:00:00:0b:0b:15
evpn
vlan 1001
rd 15.15.15.15:100
route-target export 1001:1001
route-target import 1001:1001

vlan 1002
rd 15.15.15.15:101
route-target export 1002:1002
route-target import 1002:1002

interface mgmt
no shutdown
ip dhcp
system interface-group 1 speed 10g
!interface group 1 contains ports 1/1/1-1/1/12
system interface-group 2 speed 10g
!interface group 2 contains ports 1/1/13-1/1/24
system interface-group 3 speed 10g
!interface group 3 contains ports 1/1/25-1/1/36
system interface-group 4 speed 10g
!interface group 4 contains ports 1/1/37-1/1/48
interface lag 4 multi-chassis // MCLAG towards Fabric 1
no shutdown
no routing
vlan access 4
lacp mode active
lacp rate fast
interface lag 5 multi-chassis // MCLAG towards Fabric 2
no shutdown
no routing
vlan access 5
lacp mode active
lacp rate fast
interface lag 6 multi-chassis // MCLAG towards External Router
no shutdown
no routing
vlan trunk native 1
vlan trunk allowed 6,41-42
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lacp mode active
lacp rate fast
interface lag 7 multi-chassis
no shutdown
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast
interface 1/1/1
no shutdown
mtu 9198
lag 4
interface 1/1/2
no shutdown
mtu 9198
lag 4
interface 1/1/13
no shutdown
mtu 9198

lag 7
interface 1/1/34
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed all
interface 1/1/35
no shutdown
mtu 9198
ip mtu 9198
ip address 50.1.1.2/31
interface 1/1/40
no shutdown
mtu 9198
lag 5
interface 1/1/46
no shutdown
mtu 9198
lag 6
interface loopback 0
ip address 2.2.2.2/32
ip ospf 1 area 0.0.0.0
interface loopback 1
ip address 15.15.15.15/32
ip ospf 1 area 0.0.0.0
interface vlan 4 // Underlay VLAN towards Fabric 1
ip mtu 9198
vsx active-forwarding
ip address 4.1.1.2/24
ip ospf 1 area 0.0.0.0
interface vlan 5 // Underlay VLAN towards Fabric 2
ip mtu 9198
vsx active-forwarding
ip address 5.1.1.2/24
ip ospf 1 area 0.0.0.0
interface vlan 6 // Underlay VLAN towards External Router
ip mtu 9198
vsx active-forwarding
ip address 6.1.1.2/24
ip ospf 1 area 0.0.0.0
interface vlan 41 // L3 interfaces towards External Router
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vrf attach VRF_1
ip mtu 9198
vsx active-forwarding
ip address 40.1.1.2/24
ipv6 address 40:1::2/64
ip ospf 1 area 0.0.0.0
ipv6 ospfv3 1 area 0.0.0.0
interface vlan 42
vrf attach VRF_2
ip mtu 9198
vsx active-forwarding
ip address 40.1.2.2/24
ipv6 address 40:2::2/64
ip ospf 1 area 0.0.0.0
ipv6 ospfv3 1 area 0.0.0.0
interface vlan 1001 // Overlay VLANs
vrf attach VRF_1
ip address 20.1.1.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.1.10
ipv6 address 20:1::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:1::10
interface vlan 1002
vrf attach VRF_2
ip address 20.1.2.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.2.10
ipv6 address 20:2::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:2::10
interface vxlan 1
source ip 15.15.15.15
no shutdown
vni 1001
vlan 1001

vni 1002
vlan 1002

vni 9001
vrf VRF_1
routing

vni 9002
vrf VRF_2
routing

vsx
system-mac 00:fd:45:68:06:00
inter-switch-link 1/1/34
role primary
keepalive peer 50.1.1.3 source 50.1.1.2
vsx-sync bgp
!
!
!
!
route-map fabric1 permit seq 10
set local-broadcast-group 1 // Broadcast Group ID 1 assigned to Fabric 1 VTEPs
route-map fabric2 permit seq 10
set local-broadcast-group 2 // Broadcast Group ID 2 assigned to Fabric 2 VTEPs
!
router ospf 1 vrf VRF_1
router-id 2.2.2.2
distance 201
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redistribute bgp
redistribute connected
area 0.0.0.0
router ospf 1 vrf VRF_2
router-id 2.2.2.2
distance 201
redistribute bgp
redistribute connected
area 0.0.0.0
router ospf 1
router-id 2.2.2.2
distance 201
redistribute bgp
redistribute connected
area 0.0.0.0
router ospfv3 1 vrf VRF_1
router-id 2.2.2.2
distance 201
redistribute
bgp redistribute

connected area 0.0.0.0
router ospfv3 1 vrf VRF_2
router-id 2.2.2.2
distance 201
redistribute bgp
redistribute connected
area 0.0.0.0
router bgp 65003
bgp router-id 2.2.2.2
neighbor 4.4.4.4 remote-as 65001
neighbor 4.4.4.4 ebgp-multihop 5
neighbor 4.4.4.4 update-source loopback 0
neighbor 5.5.5.5 remote-as 65001
neighbor 5.5.5.5 ebgp-multihop 5
neighbor 5.5.5.5 update-source loopback 0
neighbor 8.8.8.8 remote-as 65002
neighbor 8.8.8.8 ebgp-multihop 5
neighbor 8.8.8.8 update-source loopback 0
address-family l2vpn evpn
neighbor 4.4.4.4 route-map fabric1 in // fabric1 route-map applied towards “in”

direction
neighbor 4.4.4.4 send-community both
neighbor 4.4.4.4 activate
neighbor 5.5.5.5 route-map fabric1 in // fabric1 route-map applied towards “in”

direction
neighbor 5.5.5.5 send-community both
neighbor 5.5.5.5 activate
neighbor 8.8.8.8 route-map fabric2 in // fabric2 route-map applied towards “in”

direction
neighbor 8.8.8.8 send-community both
neighbor 8.8.8.8 activate

exit-address-family
!
vrf VRF_1
address-family ipv4 unicast
redistribute connected
redistribute ospf // redistributing routes learnt from External Router to

Access VTEPs.
exit-address-family
address-family ipv6 unicast

redistribute connected
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redistribute ospfv3 // redistributing routes learnt from External Router to
Access VTEPs.
exit-address-family
!
vrf VRF_2
address-family ipv4 unicast
redistribute connected
redistribute ospf // redistributing routes learnt from External Router to

Access VTEPs.
exit-address-family
address-family ipv6 unicast
redistribute connected
redistribute ospfv3 // redistributing routes learnt from External Router to

Access VTEPs.
exit-address-family
!
https-server vrf mgmt

Shared Core: Secondary VSX Configuration
The following CLI commands are used for a sample shared core secondary VSX configuration:

hostname Shared-Core-VSX-Secondary
no ip icmp redirect
profile leaf
vrf VRF_1
rd 15.15.15.15:1000
route-target export 1:1000 evpn
route-target import 1:1000 evpn
vrf VRF_2
rd 15.15.15.15:1001
route-target export 2:1000 evpn
route-target import 2:1000 evpn
cli-session
timeout 0
!
!
!
!
!
!
ssh server vrf mgmt
vlan 1,4-6
vlan 7
vsx-sync
vlan 41-42,1001-1002
virtual-mac 00:00:00:0b:0b:15
evpn
vlan 1001
rd 15.15.15.15:100
route-target export 1001:1001
route-target import 1001:1001

vlan 1002
rd 15.15.15.15:101
route-target export 1002:1002
route-target import 1002:1002

interface mgmt
no shutdown
ip dhcp
system interface-group 1 speed 10g
!interface group 1 contains ports 1/1/1-1/1/12
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system interface-group 2 speed 10g
!interface group 2 contains ports 1/1/13-1/1/24
system interface-group 3 speed 10g
!interface group 3 contains ports 1/1/25-1/1/36
system interface-group 4 speed 10g
!interface group 4 contains ports 1/1/37-1/1/48
interface lag 4 multi-chassis // MCLAG towards Fabric 1
no shutdown
mtu 9198
lag 5
interface lag 5 multi-chassis // MCLAG towards Fabric 2
no shutdown
no routing
vlan access 5
lacp mode active
lacp rate fast
interface lag 6 multi-chassis // MCLAG towards External Router
no shutdown
no routing
vlan trunk native 1
vlan trunk allowed 6,41-42
lacp mode active
lacp rate fast
interface lag 7 multi-chassis
no shutdown
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
lacp mode active
lacp rate fast
interface 1/1/1
no shutdown
mtu 9198
lag 4
interface 1/1/2
no shutdown
mtu 9198
lag 4
interface 1/1/13
no shutdown
mtu 9198

lag 7
interface 1/1/34
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed all
interface 1/1/35
no shutdown
mtu 9198
ip mtu 9198
ip address 50.1.1.3/31
interface 1/1/40
no shutdown
mtu 9198
lag 5
interface 1/1/46
no shutdown
mtu 9198
lag 6
interface loopback 0
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ip address 3.3.3.3/32
ip ospf 1 area 0.0.0.0
interface loopback 1
ip address 15.15.15.15/32
ip ospf 1 area 0.0.0.0
interface vlan 4 // Underlay VLAN towards Fabric 1
ip mtu 9198
vsx active-forwarding
ip address 4.1.1.3/24
ip ospf 1 area 0.0.0.0
interface vlan 5 // Underlay VLAN towards Fabric 2
ip mtu 9198
vsx active-forwarding
ip address 5.1.1.3/24
ip ospf 1 area 0.0.0.0
interface vlan 6 // Underlay VLAN towards External Router
ip mtu 9198
vsx active-forwarding
ip address 6.1.1.3/24
ip ospf 1 area 0.0.0.0
interface vlan 41 // L3 interfaces towards External Router
vrf attach VRF_1
ip mtu 9198
vsx active-forwarding
ip address 40.1.1.3/24
ipv6 address 40:1::3/64
ip ospf 1 area 0.0.0.0
ipv6 ospfv3 1 area 0.0.0.0
interface vlan 42
vrf attach VRF_2
ip mtu 9198
vsx active-forwarding
ip address 40.1.2.2/24
ipv6 address 40:2::2/64
ip ospf 1 area 0.0.0.0
ipv6 ospfv3 1 area 0.0.0.0
interface vlan 1001 // Overlay VLANs
vrf attach VRF_1
ip address 20.1.1.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.1.10
ipv6 address 20:1::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:1::10
interface vlan 1002
vrf attach VRF_2
ip address 20.1.2.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.2.10
ipv6 address 20:2::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:2::10
interface vxlan 1
source ip 15.15.15.15
no shutdown
vni 1001
vlan 1001

vni 1002
vlan 1002

vni 9001
vrf VRF_1
routing
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vni 9002
vrf VRF_2
routing

vsx
system-mac 00:fd:45:68:06:00
inter-switch-link 1/1/34
role secondary
keepalive peer 50.1.1.2 source 50.1.1.3
vsx-sync bgp
!
!
!
!
route-map fabric1 permit seq 10
set local-broadcast-group 1 // Broadcast Group ID 1 assigned to Fabric 1 VTEPs
route-map fabric2 permit seq 10
set local-broadcast-group 2 // Broadcast Group ID 2 assigned to Fabric 2 VTEPs
!
router ospf 1 vrf VRF_1
router-id 3.3.3.3
distance 201
redistribute bgp
redistribute connected
area 0.0.0.0
router ospf 1 vrf VRF_2
router-id 3.3.3.3
distance 201
redistribute bgp
redistribute connected
area 0.0.0.0
router ospf 1
router-id 3.3.3.3
distance 201
redistribute bgp
redistribute connected
area 0.0.0.0
router ospfv3 1 vrf VRF_1
router-id 3.3.3.3
distance 201
redistribute
bgp redistribute

connected area 0.0.0.0
router ospfv3 1 vrf VRF_2
router-id 3.3.3.3
distance 201
redistribute bgp
redistribute connected
area 0.0.0.0
router bgp 65003
bgp router-id 3.3.3.3
neighbor 4.4.4.4 remote-as 65001
neighbor 4.4.4.4 ebgp-multihop 5
neighbor 4.4.4.4 update-source loopback 0
neighbor 5.5.5.5 remote-as 65001
neighbor 5.5.5.5 ebgp-multihop 5
neighbor 5.5.5.5 update-source loopback 0
neighbor 8.8.8.8 remote-as 65002
neighbor 8.8.8.8 ebgp-multihop 5
neighbor 8.8.8.8 update-source loopback 0
address-family l2vpn evpn
neighbor 4.4.4.4 route-map fabric1 in // fabric1 route-map applied towards “in”

direction
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neighbor 4.4.4.4 send-community both
neighbor 4.4.4.4 activate
neighbor 5.5.5.5 route-map fabric1 in // fabric1 route-map applied towards “in”

direction
neighbor 5.5.5.5 send-community both
neighbor 5.5.5.5 activate
neighbor 8.8.8.8 route-map fabric2 in // fabric2 route-map applied towards “in”

direction
neighbor 8.8.8.8 send-community both
neighbor 8.8.8.8 activate

exit-address-family
!
vrf VRF_1
address-family ipv4 unicast
redistribute connected
redistribute ospf // redistributing routes learnt from External Router to

Access VTEPs.
exit-address-family
address-family ipv6 unicast

redistribute connected
redistribute ospfv3 // redistributing routes learnt from External Router to

Access VTEPs.
exit-address-family
!
vrf VRF_2
address-family ipv4 unicast
redistribute connected
redistribute ospf // redistributing routes learnt from External Router to

Access VTEPs.
exit-address-family
address-family ipv6 unicast
redistribute connected
redistribute ospfv3 // redistributing routes learnt from External Router to

Access VTEPs.
exit-address-family
!
https-server vrf mgmt

Fabric-1: Aggregate Primary VSX configuration
The following CLI commands are used for a aggregate primary VSX configuration:

hostname Fabric-1-Aggregate-VSX-Primary
no ip icmp redirect
profile leaf
cli-session
timeout 0
!
!
!
!
!
!
ssh server vrf mgmt
vlan 1-2,4
interface mgmt
no shutdown
ip dhcp
interface lag 1 multi-chassis
no shutdown
no routing
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vlan access 2
lacp mode active
lacp rate fast
interface lag 2 multi-chassis
no shutdown
no routing
vlan access 2
lacp mode active
lacp rate fast
interface lag 4 multi-chassis
no shutdown
no routing
vlan access 4
lacp mode active
lacp rate fast
interface 1/1/1
no shutdown
mtu 9198
lag 4
interface 1/1/2
no shutdown
mtu 9198
lag 4
interface 1/1/9
no shutdown
mtu 9198
lag 2
interface 1/1/17
no shutdown mtu 9198
lag 1
interface 1/1/25
no shutdown
mtu 9198
lag 1
interface 1/1/46
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed all
interface 1/1/47
no shutdown
mtu 9198
ip mtu 9198
ip address 50.1.1.0/31
interface loopback 0
ip address 4.4.4.4/32
ip ospf 1 area 0.0.0.0
interface vlan 2
ip mtu 9198
vsx active-forwarding
ip address 2.1.1.4/24
ip ospf 1 area 0.0.0.1
interface vlan 4
ip mtu 9198
vsx active-forwarding
ip address 4.1.1.4/24
ip ospf 1 area 0.0.0.0
vsx
system-mac ec:02:73:5a:2b:00
inter-switch-link 1/1/46
role primary
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keepalive peer 50.1.1.1 source 50.1.1.0
!
!
!
!
!
router ospf 1
router-id 4.4.4.4
area 0.0.0.0
area 0.0.0.1
router bgp 65001
bgp router-id 4.4.4.4
neighbor 2.2.2.2 remote-as 65003
neighbor 2.2.2.2 ebgp-multihop 5
neighbor 2.2.2.2 update-source loopback 0
neighbor 3.3.3.3 remote-as 65003
neighbor 3.3.3.3 ebgp-multihop 5
neighbor 3.3.3.3 update-source loopback 0
neighbor 6.6.6.6 remote-as 65001
neighbor 6.6.6.6 update-source loopback 0
neighbor 7.7.7.7 remote-as 65001
neighbor 7.7.7.7 update-source loopback 0
address-family l2vpn evpn
neighbor 2.2.2.2 next-hop-unchanged
neighbor 2.2.2.2 send-community both
neighbor 2.2.2.2 activate
neighbor 3.3.3.3 next-hop-unchanged
neighbor 3.3.3.3 send-community both
neighbor 3.3.3.3 activate
neighbor 6.6.6.6 next-hop-unchanged
neighbor 6.6.6.6 route-reflector-client
neighbor 6.6.6.6 send-community both
neighbor 6.6.6.6 activate
neighbor 7.7.7.7 next-hop-unchanged
neighbor 7.7.7.7 route-reflector-client
neighbor 7.7.7.7 send-community both
neighbor 7.7.7.7 activate

exit-address-family
!
https-server vrf mgmt

Fabric-1: Aggregate Secondary VSX Configuration
The following CLI commands are used for a aggregate secondary VSX configuration:

hostname Fabric-1-Aggregate-VSX-Secondary
no ip icmp redirect
profile leaf
cli-session
timeout 0
!
!
!
!
!
!
ssh server vrf mgmt
vlan 1-2,4
interface mgmt
no shutdown
ip dhcp
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system interface-group 1 speed 10g
!interface group 1 contains ports 1/1/1-1/1/12
system interface-group 2 speed 10g
!interface group 2 contains ports 1/1/13-1/1/24
system interface-group 3 speed 10g
!interface group 3 contains ports 1/1/25-1/1/36
system interface-group 4 speed 10g
!interface group 4 contains ports 1/1/37-1/1/48
interface lag 1 multi-chassis
no shutdown
no routing
vlan access 2
lacp mode active
lacp rate fast
interface lag 2 multi-chassis
no shutdown
no routing
vlan access 2
lacp mode active
lacp rate fast
interface lag 4 multi-chassis
no shutdown
no routing
vlan access 4
lacp mode active
lacp rate fast
interface 1/1/1
no shutdown
mtu 9198
lag 4
interface 1/1/2
no shutdown
mtu 9198
lag 4
interface 1/1/9
no shutdown
mtu 9198
lag 2
interface 1/1/17
no shutdown mtu 9198
lag 1
interface 1/1/25
no shutdown
mtu 9198
lag 1
interface 1/1/46
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed all
interface 1/1/47
no shutdown
mtu 9198
ip mtu 9198
ip address 50.1.1.0/31
interface loopback 0
ip address 5.5.5.5/32
ip ospf 1 area 0.0.0.0
interface vlan 2
ip mtu 9198
vsx active-forwarding
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ip address 2.1.1.5/24
ip ospf 1 area 0.0.0.1
interface vlan 4
ip mtu 9198
vsx active-forwarding
ip address 4.1.1.5/24
ip ospf 1 area 0.0.0.0
vsx
system-mac ec:02:73:5a:2b:00
inter-switch-link 1/1/46
role secondary
keepalive peer 50.1.1.1 source 50.1.1.0
!
!
!
!
!
router ospf 1
router-id 5.5.5.5
area 0.0.0.0
area 0.0.0.1
router bgp 65001
bgp router-id 5.5.5.5
neighbor 2.2.2.2 remote-as 65003
neighbor 2.2.2.2 ebgp-multihop 5
neighbor 2.2.2.2 update-source loopback 0
neighbor 3.3.3.3 remote-as 65003
neighbor 3.3.3.3 ebgp-multihop 5
neighbor 3.3.3.3 update-source loopback 0
neighbor 6.6.6.6 remote-as 65001
neighbor 6.6.6.6 update-source loopback 0
neighbor 7.7.7.7 remote-as 65001
neighbor 7.7.7.7 update-source loopback 0
address-family l2vpn evpn
neighbor 2.2.2.2 next-hop-unchanged
neighbor 2.2.2.2 send-community both
neighbor 2.2.2.2 activate
neighbor 3.3.3.3 next-hop-unchanged
neighbor 3.3.3.3 send-community both
neighbor 3.3.3.3 activate
neighbor 6.6.6.6 next-hop-unchanged
neighbor 6.6.6.6 route-reflector-client
neighbor 6.6.6.6 send-community both
neighbor 6.6.6.6 activate
neighbor 7.7.7.7 next-hop-unchanged
neighbor 7.7.7.7 route-reflector-client
neighbor 7.7.7.7 send-community both
neighbor 7.7.7.7 activate

exit-address-family
!
https-server vrf mgmt

Fabric-1-VSF-VTEP-1 Configuration
The following CLI commands are used for VSF-VTEP1 configuration:

hostname Fabric-1-VSF-VTEP-1
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vrf VRF_1
rd 6.6.6.6:1000
route-target export 1:1000 evpn
route-target import 1:1000 evpn
vrf VRF_2
rd 6.6.6.6:1001
route-target export 2:1000 evpn
route-target import 2:1000 evpn
cli-session
timeout 0
!
!
!
!
!
!
ssh server vrf default
ssh server vrf mgmt
vsf split-detect mgmt
vsf secondary-member 2
vsf member 1
type jl762a
link 1 1/1/52
vsf member 2
type jl762a
link 1 2/1/52
vlan 1-2,1001-1002
virtual-mac 00:00:00:0b:0b:06
evpn
arp-suppression
nd-suppression
vlan 1001
rd 6.6.6.6:100
route-target export 1001:1001
route-target import 1001:1001

vlan 1002
rd 6.6.6.6:101
route-target export 1002:1002
route-target import 1002:1002

spanning-tree
interface mgmt
no shutdown
ip dhcp
interface lag 1
no shutdown
no routing
vlan access 2
lacp mode active
lacp rate fast
interface 1/1/25
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
interface 1/1/50
no shutdown
mtu 9198
lag 1
interface 1/1/51
no shutdown
mtu 9198
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lag 1
interface 1/1/52
no shutdown
interface 2/1/25
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
interface 2/1/50
no shutdown
mtu 9198
lag 1
interface 2/1/51
no shutdown
mtu 9198
lag 1
interface 2/1/52
no shutdown
interface loopback 0
ip address 6.6.6.6/32
ip ospf 1 area 0.0.0.1
interface vlan 1
ip dhcp
interface vlan 2
ip mtu 9198
ip address 2.1.1.6/24
ip ospf 1 area 0.0.0.1
interface vlan 1001
vrf attach VRF_1
ip address 20.1.1.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.1.10
ipv6 address 20:1::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:1::10
interface vlan 1002
vrf attach VRF_2
ip address 20.1.2.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.2.10
ipv6 address 20:2::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:2::10
interface vxlan 1
source ip 6.6.6.6
vxlan-counters aggregate
no shutdown
vni 1001
vlan 1001

vni 1002
vlan 1002

vni 9001
vrf VRF_1
routing

vni 9002
vrf VRF_2
routing

!
!
!
!
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!
router ospf 1
router-id 6.6.6.6
area 0.0.0.1
router bgp 65001
bgp router-id 6.6.6.6
neighbor 4.4.4.4 remote-as 65001
neighbor 4.4.4.4 update-source loopback 0
neighbor 5.5.5.5 remote-as 65001
neighbor 5.5.5.5 update-source loopback 0
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
redistribute connected

exit-address-family
address-family l2vpn evpn
neighbor 4.4.4.4 send-community both
neighbor 4.4.4.4 activate
neighbor 5.5.5.5 send-community both
neighbor 5.5.5.5 activate
exit-address-family
!
vrf VRF_1
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
redistribute connected
exit-address-family

!
vrf VRF_2
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
redistribute connected

exit-address-family
!
https-server vrf default
https-server vrf mgmt

Fabric-1-STD-VTEP-2 Configuration
The following CLI commands are used for VTEP-2 configuration:

hostname Fabric-1-Std-VTEP-2
vrf VRF_1
rd 7.7.7.7:1000
route-target export 1:1000 evpn
route-target import 1:1000 evpn
vrf VRF_2
rd 7.7.7.7:1001
route-target export 2:1000 evpn
route-target import 2:1000 evpn
cli-session
timeout 0
!
!
!
!
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!
!
ssh server vrf default
ssh server vrf mgmt
vsf member 1
type jl762a
link 1 1/1/52
vsf member 2
type jl762a
vlan 1-2,1001-1002
virtual-mac 00:00:00:0b:0b:07
evpn
arp-suppression
nd-suppression
vlan 1001
rd 7.7.7.7:100
route-target export 1001:1001
route-target import 1001:1001

vlan 1002
rd 7.7.7.7:101
route-target export 1002:1002
route-target import 1002:1002

spanning-tree
interface mgmt
no shutdown
ip dhcp
interface lag 2
no shutdown
no routing
vlan access 2
lacp mode active
lacp rate fast
interface 1/1/25
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
interface 1/1/51
no shutdown
mtu 9198
lag 1
interface 1/1/52
no shutdown
mtu 9198
lag 2
interface loopback 0
ip address 7.7.7.7/32
ip ospf 1 area 0.0.0.1
interface vlan 1
ip dhcp
interface vlan 2
ip mtu 9198
ip address 2.1.1.7/24
ip ospf 1 area 0.0.0.1
interface vlan 1001
vrf attach VRF_1
ip address 20.1.1.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.1.10
ipv6 address 20:1::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
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active-gateway ipv6 20:1::10
interface vlan 1002
vrf attach VRF_2
ip address 20.1.2.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.2.10
ipv6 address 20:2::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:2::10
interface vxlan 1
source ip 7.7.7.7
vxlan-counters aggregate
no shutdown
vni 1001
vlan 1001

vni 1002
vlan 1002

vni 9001
vrf VRF_1
routing

vni 9002
vrf VRF_2
routing

!
!
!
!
!
router ospf 1
router-id 7.7.7.7
area 0.0.0.1
router bgp 65001
bgp router-id 7.7.7.7
neighbor 4.4.4.4 remote-as 65001
neighbor 4.4.4.4 update-source loopback 0
neighbor 5.5.5.5 remote-as 65001
neighbor 5.5.5.5 update-source loopback 0
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
redistribute connected

exit-address-family
address-family l2vpn evpn
neighbor 4.4.4.4 send-community both
neighbor 4.4.4.4 activate
neighbor 5.5.5.5 send-community both
neighbor 5.5.5.5 activate
exit-address-family
!
vrf VRF_1
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
redistribute connected
exit-address-family

!
vrf VRF_2
address-family ipv4 unicast
redistribute connected

exit-address-family
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address-family ipv6 unicast
redistribute connected

exit-address-family
!
https-server vrf default
https-server vrf mgmt

Fabric-2-Aggregate Configuration
The following CLI commands are used for aggregate configuration:

hostname Fabric-2-Aggregate
cli-session
timeout 0
!
!
!
!
!
!
ssh server vrf mgmt
vlan 1,3,5
interface mgmt
no shutdown
ip dhcp
interface lag 3
no shutdown
no routing
vlan access 3
lacp mode active
lacp rate fast
interface lag 5
no shutdown
no routing
vlan access 5
lacp mode active
lacp rate fast
interface 1/1/2
no shutdown
mtu 9198
lag 3 interface 1/1/7
no shutdown
mtu 9198
no routing
vlan access 3
interface 1/1/11
no shutdown
mtu 9198
lag 3
interface 1/1/17
no shutdown
mtu 9198
lag 5
interface 1/1/18
no shutdown
mtu 9198
lag 5
interface loopback 0
ip address 8.8.8.8/32
ip ospf 1 area 0.0.0.0
interface vlan 3
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ip mtu 9198
ip address 3.1.1.8/24
ip ospf 1 area 0.0.0.2
interface vlan 5
ip mtu 9198
ip address 5.1.1.8/24
ip ospf 1 area 0.0.0.0
!
!
!
!
!
router ospf 1
router-id 8.8.8.8
area 0.0.0.0
area 0.0.0.2
router bgp 65002
bgp router-id 8.8.8.8
neighbor 2.2.2.2 remote-as 65003
neighbor 2.2.2.2 ebgp-multihop 5
neighbor 2.2.2.2 update-source loopback 0
neighbor 3.3.3.3 remote-as 65003
neighbor 3.3.3.3 ebgp-multihop 5
neighbor 3.3.3.3 update-source loopback 0
neighbor 9.9.9.9 remote-as 65002
neighbor 9.9.9.9 update-source loopback 0
neighbor 10.10.10.10 remote-as 65002
neighbor 10.10.10.10 update-source loopback 0
address-family l2vpn evpn
neighbor 2.2.2.2 next-hop-unchanged
neighbor 2.2.2.2 send-community both
neighbor 2.2.2.2 activate
neighbor 3.3.3.3 next-hop-unchanged
neighbor 3.3.3.3 send-community both
neighbor 3.3.3.3 activate
neighbor 9.9.9.9 next-hop-unchanged
neighbor 9.9.9.9 route-reflector-client
neighbor 9.9.9.9 send-community both
neighbor 9.9.9.9 activate
neighbor 10.10.10.10 next-hop-unchanged
neighbor 10.10.10.10 route-reflector-client
neighbor 10.10.10.10 send-community both
neighbor 10.10.10.10 activate

exit-address-family
!
https-server vrf mgmt

Fabric-2-VSF-VTEP-3 Configuration
The following CLI commands are used for VSF-VTEP-3 configuration:

hostname Fabric-2-VSF-VTEP-3
vrf VRF_1
rd 9.9.9.9:1000
route-target export 1:1000 evpn
route-target import 1:1000 evpn
vrf VRF_2
rd 9.9.9.9:1001
route-target export 2:1000 evpn
route-target import 2:1000 evpn
cli-session
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timeout 0
!
!
!
!
!
!
ssh server vrf default ssh server vrf mgmt
vsf secondary-member 2
vsf member 1
type jl762a
link 1 1/1/52
vsf member 2
type jl762a
link 1 2/1/52
vlan 1,3,1001-1002
virtual-mac 00:00:00:0b:0b:09
evpn
vlan 1001
rd 9.9.9.9:100
route-target export 1001:1001
route-target import 1001:1001

vlan 1002
rd 9.9.9.9:101
route-target export 1002:1002
route-target import 1002:1002

spanning-tree
interface mgmt
no shutdown
ip dhcp
interface lag 3
no shutdown
no routing
vlan access 3
lacp mode active
lacp rate fast
interface 1/1/25
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
interface 1/1/50
no shutdown
mtu 9198
lag 3
interface 1/1/51
no shutdown
no routing
vlan access 1
interface 1/1/52
no shutdown
interface 2/1/25
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002
interface 2/1/51
no shutdown
mtu 9198
lag 3
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interface 2/1/52
no shutdown
interface loopback 0
ip address 9.9.9.9/32
ip ospf 1 area 0.0.0.2
interface vlan 1
ip dhcp

interface vlan 3
ip mtu 9198
ip address 3.1.1.9/24
ip ospf 1 area 0.0.0.2
interface vlan 1001
vrf attach VRF_1
ip address 20.1.1.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.1.10
ipv6 address 20:1::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:1::10
interface vlan 1002
vrf attach VRF_2
ip address 20.1.2.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.2.10
ipv6 address 20:2::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:2::10
interface vxlan 1
source ip 9.9.9.9
no shutdown
vni 1001
vlan 1001

vni 1002
vlan 1002

vni 9001
vrf VRF_1
routing

vni 9002
vrf VRF_2
routing

!
!
!
!
!
router ospf 1
router-id 9.9.9.9
area 0.0.0.0
router bgp 65002
bgp router-id 9.9.9.9
neighbor 8.8.8.8 remote-as 65002
neighbor 8.8.8.8 update-source loopback 0
address-family l2vpn evpn
neighbor 8.8.8.8 send-community both
neighbor 8.8.8.8 activate

exit-address-family
!
vrf VRF_1
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
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redistribute connected
exit-address-family

!
vrf VRF_2
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
redistribute connected

exit-address-family
!
https-server vrf default
https-server vrf mgmt

Fabric-2-STD-VTEP-4 Configuration
The following CLI commands are used for STD-VTEP-4 configuration:

hostname Fabric-2-Std-VTEP-4
vrf VRF_1
rd 10.10.10.10:1000
route-target export 1:1000 evpn
route-target import 1:1000 evpn
vrf VRF_2
rd 10.10.10.10:1001
route-target export 2:1000 evpn
route-target import 2:1000 evpn
cli-session
timeout 0
!
!
!
!
!
!
ssh server vrf default
ssh server vrf mgmt
vsf secondary-member 2
vsf member 1
type jl762a
vlan 1,3,1001-1002
virtual-mac 00:00:00:0b:0b:10
evpn
vlan 1001
rd 10.10.10.10:100
route-target export 1001:1001
route-target import 1001:1001

vlan 1002
rd 10.10.10.10:101
route-target export 1002:1002
route-target import 1002:1002

spanning-tree
interface mgmt
no shutdown
ip dhcp
interface 1/1/25
no shutdown
mtu 9198
no routing
vlan trunk native 1
vlan trunk allowed 1001-1002



EVPN VXLAN multi-fabric solution | 433

interface 1/1/51
no shutdown
mtu 9198
no routing
vlan access 3
interface loopback 0
ip address 10.10.10.10/32
ip ospf 1 area 0.0.0.2
interface vlan 1
ip dhcp
interface vlan 3
ip mtu 9198
ip address 3.1.1.10/24
ip ospf 1 area 0.0.0.2
interface vlan 1001
vrf attach VRF_1
ip address 20.1.1.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.1.10
ipv6 address 20:1::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:1::10
interface vlan 1002
vrf attach VRF_2
ip address 20.1.2.10/24
active-gateway ip mac 00:00:00:20:20:20
active-gateway ip 20.1.2.10
ipv6 address 20:2::10/64
active-gateway ipv6 mac 00:00:00:20:20:20
active-gateway ipv6 20:2::10
interface vxlan 1
source ip 10.10.10.10
no shutdown
vni 1001
vlan 1001

vni 1002
vlan 1002

vni 9001
vrf VRF_1
routing

vni 9002
vrf VRF_2
routing

!
!
!
!
!
router ospf 1
router-id 10.10.10.10
area 0.0.0.0
router bgp 65002
bgp router-id 10.10.10.10
neighbor 8.8.8.8 remote-as 65002
neighbor 8.8.8.8 update-source loopback 0
address-family l2vpn evpn
neighbor 8.8.8.8 send-community both
neighbor 8.8.8.8 activate

exit-address-family
!
vrf VRF_1
address-family ipv4 unicast



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 434

redistribute connected
exit-address-family
address-family ipv6 unicast
redistribute connected

exit-address-family
!
vrf VRF_2
address-family ipv4 unicast
redistribute connected

exit-address-family
address-family ipv6 unicast
redistribute connected

exit-address-family
!
https-server vrf default
https-server vrf mgmt

Verifying the Configuration
The following CLI commands are used to view the information about the VTEPs on VXLAN interfaces:

switch# show interface vxlan vteps detail

Destination : 6.6.6.6
Source : 15.15.15.15
Origin : evpn
VRF : default
Status : operational
BcastGrpID-Configured : 1
BcastGrpID-DataPlane : 4
Nexthops
========
IP-ADDRESS INTERFACE NEXTHOP-MAC
---------- ---------- ------------
4.1.1.5 lag4 ec:02:73:5a:c1:00

4.1.1.4 lag4 ec:02:73:5a:2b:00

Destination : 7.7.7.7
Source : 15.15.15.15
Origin : evpn
VRF : default
Status : operational
BcastGrpID-Configured : 1
BcastGrpID-DataPlane : 4

Nexthops
========
IP-ADDRESS INTERFACE NEXTHOP-MAC
---------- ---------- ------------
4.1.1.5 lag4 ec:02:73:5a:c1:00

4.1.1.4 lag4 ec:02:73:5a:2b:00

switch # show interface vxlan vteps
Source Destination Origin Status VNI Routing VLAN VRF
---------------------------------------------- ---------------
6.6.6.6 7.7.7.7 evpn operational 1001 disabled 1001 --
6.6.6.6 7.7.7.7 evpn operational 1002 disabled 1002 --
6.6.6.6 7.7.7.7 evpn operational 9001 enabled -- VRF_1
6.6.6.6 7.7.7.7 evpn operational 9002 enabled -- VRF_2
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6.6.6.6 15.15.15.15 evpn operational 1001 disabled 1001 --
6.6.6.6 15.15.15.15 evpn operational 1002 disabled 1002 --
6.6.6.6 15.15.15.15 evpn operational 9001 enabled -- VRF_1
6.6.6.6 15.15.15.15 evpn operational 9002 enabled -- VRF_2

References
n AOS-CX EVPN VXLAN Guide
n AOS-CX IP Routing Guide
n EVPN multi-fabric resources:

o Presentation: EVPN VXLAN multi-fabric
o Video: EVPN VXLAN multi-fabric
o Files to download (pcap, configurations): EVPN VXLAN multi-fabric

FAQ
1. Should EVPN VXLAN multi-fabric "single fabric per site" or "multiple fabrics per site" be used
in my environment?
Both options are valid.

n We recommend staying with "single fabric per site" as it is less complex to configure and
troubleshoot if your environment supports it.

n "multiple fabrics per site" should be used if there are multiple fabrics or pods required in a single site
or if the VTEP scale per site requires splitting the VTEPs across more fabrics.

2. Is EVPN route-map mandatory in "single fabric per site" deployments?
It is not mandatory but we recommend using it on border VTEPs to prevent unnecessary routes from
being advertised out.

3. Can other platforms such as Switch Series 6300, 6400, 8325, 8360, 8400, or 10000 be used as
VTEPs in a fabric?

n Yes. However, only the 8325 Switch Series can function as border-leader VTEP.
n In a "multiple fabrics per site" deployment, the 8325 and 8360 Switch Series are recommended as

border VTEPs.

3. Is traffic over a VxLAN tunnelsupported when VLAN Translation is configured?
Traffic over a VxLAN tunnel when VLAN Translation is configured is not supported. If the VNI is
associated with a device VLAN and the traffic has to bridged/routed over VxLAN tunnel, encapsulation
does not work.

https://community.arubanetworks.com/HigherLogic/System/DownloadDocumentFile.ashx?DocumentFileKey=b4610489-1eae-423a-ba83-2338b659c8c5
https://www.youtube.com/watch?v=vpEaMDKjERM&list=PLsYGHuNuBZcYu1OJKUER7B6iluXJ6HBpU&index=7
https://community.arubanetworks.com/HigherLogic/System/DownloadDocumentFile.ashx?DocumentFileKey=a7f4afe2-7ccd-6ee8-3b5f-aded84225af3


Chapter 7

Aruba Intelligent Forwarding (FIB
optimization)

Aruba Intelligent Forwarding (FIB optimization)
In modern day campus and data center networks, routing tables of edge switches are filled-up fast but
most of these entries are never used. In the case of symmetric EVPN VXLAN deployments, the host
routes from multiple VTEPs are shared across each other through the BGP protocol. Most of the hosts
connected to the VTEPs will never communicate with each other as traffic flows from the host to the
core rather than from one host to another host. This causes the data plane host table to overflow and
hosts that send traffic are not programmed in the hardware resource table.

To preserve the hardware table from filling up unnecessarily, Aruba Intelligent Forwarding (AIF) enables
you to install only the active EVPN host routes in the data plane and age out them periodically if not
used for a certain duration of time. This ensures that only the host table entries which are used for
active data communication remain in the data plane. This saves hardware resources on the device. This
feature is also called Forwarding Information Base (FIB) optimization. Aruba Intelligent Forwarding can
be used in large-scale EVPN Campus deployments where switches have small and medium capacity
hardware resource tables.

FIB optimization is supported only on IPv4 traffic.

The FIB optimization works on the basis that all EVPN host routes will have a corresponding prefix route.
However, in exceptional cases such as host routes configured manually or host routes received from the
core switch, this is not true. In these case, you can prevent optimization of route entries by configuring
an exclude next hop with the IP addresses of the next hop switches.

For information on this feature, see the related video on the Aruba AirHeads Broadcasting Channel.

Limitations

n FIB-Optimization is recommended only for the access VTEPs which do not have ROP or sub-interfaces
towards clients.

n FIB optimization solution works on the basis that all EVPN host routes will have a corresponding
prefix route. In the exceptional cases where only prefix route exists but not EVPN host routes will
have COPP drops. You can prevent COPP drops of such prefix route entries by configuring an exclude
next hop list.

Supported platforms
Aruba Intelligent Forwarding is supported only on 6300, 6400, and 8360 switch series

Considerations and restrictions
The following considerations and best practices are recommended for FIB optimization:

Campus zone
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n It is recommended to enable FIB optimization when there is no or less overlay traffic.
n If many clients are participating in east-west overlay traffic, disable FIB optimization. It may not be

effective and any drops in COPP policy should be closely monitored if enabled under such conditions.

n Use default age-out timer (90 seconds).
n Use next-hop exclusion for the identified next-hop hosting destination of frequent regular traffic.

Data centers

n It is not recommended to enable FIB optimization as there are many workloads participating in east-
west traffic in each VRF.

n If FIB optimization is enabled, special care is required on COPP policy drops.

Use case
The following use case provides an example of campus networks using FIB optimization:

In this campus use case, a network with 80% north-south traffic and 20% east-west traffic is shown.
Typically, each VTEP learns all EVPN host routes even when hosts are not communicating together. For
example, if PC2 initiates traffic to the upstream server, 10.1.10.15/32 and MAC3 are dynamically learned
on Acc1 and populated in EVPN routes as RT-2. The 10.1.10.15/32 EVPN RT-2 is received on Acc3 and
programmed in the hardware table regardless it is the destination for existing traffic or not. If FIB
optimization is enabled on Acc3, the host entry 10.1.10.15/32 of PC2 will not be programmed in the
hardware resource host table. This saves hardware resources on the switch. If PC3 initiates routed
traffic to PC2, 10.1.10.15/32 of PC2 is programmed on Acc3. Once it is programmed, FIB optimization
checks for active traffic to the PC2 destination. If there is no active traffic for the configured age-out
time, the host route entry will be removed from the hardware table.
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Aruba Intelligent Forwarding (FIB) commands

fib-optimization ageout-time
fib-optimization ageout-time <AGEOUT-TIME>

Description
Configures the host route age-out time. If a host route entry is designated for ageing, and no traffic is
using the route for configured amount of age time, the host route entry will be removed form the
hardware resource table. When traffic using that route resumes, the host route entry will be added back
to the hardware resource table.

Host route age-out time is a global timer applicable to all types of host route entries, optimized by this feature.

Parameter Description

<AGEOUT-TIME> Specifies the age-out time for the route in seconds. Range: 60 to
3600 seconds. Default: 90 seconds.

Examples
Configuring the host route age-out time of 100 seconds

switch(config)# fib-optimization ageout-time 100

Command History

Release Modification

10.10 Command Introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8360

config Administrators or local user group members with execution rights
for this command.

fib-optimization evpn-vxlan host-route
fib-optimization evpn-vxlan host-route ipv4
no fib-optimization evpn-vxlan host-route ipv4

Description
Enable the FIB optimization process. This feature optimizes EVPN IPv4 host routes. In subnet stretched
scenarios, after enabling FIB optimization, initial few packets are punted to CPU and traffic drop will be
observed.

The no form of this command disables FIB optimization process.



Aruba Intelligent Forwarding (FIB optimization) | 439

Examples
Enabling FIB optimization:

switch(config)# fib-optimization evpn-vxlan host-route ipv4

Disabling FIB optimization:

switch(config)# no fib-optimization evpn-vxlan host-route ipv4

Command History

Release Modification

10.10 Command Introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8360

config Administrators or local user group members with execution rights
for this command.

fib-optimization evpn-vxlan exclude-nexthop
fib-optimization evpn-vxlan exclude-nexthop <IP-ADDRESS>
no fib-optimization evpn-vxlan exclude-nexthop <IP-ADDRESS>

Description
Excludes optimization of host routes for the identified next-hop hosting destination of frequent regular
traffic. Any EVPN host route pointing to the configured next hops will not be optimized by FIB
optimization. A maximum of 8 exclude next-hops can be configured.

The no form of this command removes the exclude next-hop configuration.

Parameter Description

<IP-ADDRESS> Specifies the IP address of the next hop to be excluded.

Examples
Excluding optimization of host routes for the identified next-hop:

switch(config)# fib-optimization evpn-vxlan exclude-nexthop 8.8.8.8

Disabling the next-hop configuration:

switch(config)# no fib-optimization evpn-vxlan exclude-nexthop 8.8.8.8
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Command History

Release Modification

10.10 Command Introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8360

config Administrators or local user group members with execution rights
for this command.

show fib-optimization configuration
show fib-optimization configuration

Description
Shows the EVPN data plane route optimization configurations.

Examples
Showing the EVPN data plane route optimization configurations.:

switch# show fib-optimization configuration
Address family : EVPN IPv4
Operation status : Enabled
Route age-out time : 100
Excluded nexthops : 5.5.5.5 , 6.6.6.6 , 8.8.8.8

Command History

Release Modification

10.10 Command Introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8360

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.

show ip route fib-optimization
show ip route fib-optimization [<IP-ADDRESS>] [summary] {all-vrfs | vrf <VRF-Name>}

Description
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Shows the EVPN host routes removed from the data plane by the FIB optimization. The host routes are
removed for the data plane if no traffic is using routes for configured age-out time.

The show ip route command displays all routes irrespective of optimization.

Parameter Description

<IP-ADDRESS> Specifies the longest prefix match.
Syntax for IPv4: A.B.C.D

summary Specifies the information for all VRFs.

all-vrfs Specifies the information for all VRFs.

vrf <vrf-name> Speifies a VRF by VRF name (if no <VRF-NAME> is specified, the
default VRF is implied.

Examples
Showing the FIB optimized routes for all VRFs:

switch# show ip route fib-optimization all-vrfs

EVPN ipv4 host routes optimized by Aruba Intelligent ForwardingEVPN ipv4 host
routes optimized by Aruba Intelligent Forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF
Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: red

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric
----------------------------------------------------------------------------------
------------
200.200.200.2/32 3.3.3.3 - - B/EV [200/0] 00h:09m:24s
200.200.200.251/32 3.3.3.3 - - B/EV [200/0] 00h:09m:50s

Total Route Count : 2

Showing the FIB optimized routes for the specified VRF:

switch# show ip route fib-optimization vrf red

EVPN ipv4 host routes optimized by Aruba Intelligent Forwarding

Origin Codes: C - connected, S - static, L - local
R - RIP, B - BGP, O - OSPF
Type Codes: E - External BGP, I - Internal BGP, V - VPN, EV - EVPN
IA - OSPF internal area, E1 - OSPF external type 1
E2 - OSPF external type 2

VRF: red

Prefix Nexthop Interface VRF(egress) Origin/ Distance/ Age
Type Metric
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----------------------------------------------------------------------------------
------------
200.200.200.2/32 3.3.3.3 - - B/EV [200/0] 00h:09m:51s
200.200.200.251/32 3.3.3.3 - - B/EV [200/0] 00h:10m:17s

Total Route Count : 2

Showing the specific FIB optimized host route information:

switch# show ip route fib-optimization 100.100.100.22 vrf red

VRF: red

Prefix : 100.100.100.22/32 VRF(egress) : -
Nexthop : 3.3.3.3 Interface : -
Origin : bgp Type : bgp_evpn
Distance : 200 Metric : 0
Age : 00h:03m:45s Tag : 0
Encap Type : vxlan Encap Details :l3vni
1000

Showing FIB optimized routes summary for all VRFs:

switch# show ip route fib-optimization summary all-vrfs
IPv4 Route FIB optimization Summary

VRF name : red
Number of evpn routes optimized : 2

Command History

Release Modification

10.10 Command Introduced.

Command Information

Platforms Command context Authority

6300
6400
8100
8360

Operator (>) or Manager
(#)

Administrators or local user group members with execution rights
for this command.
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VXLAN commands

VXLAN commands

interface vxlan
interface vxlan 1 [mode ipv4|ipv6]
no interface vxlan 1 [mode ipv4|ipv6]

Description
Creates VXLAN interface 1 and changes to the config-vxlan-if context. A maximum of one VXLAN
interface is supported. By default, the VXLAN is disabled. To enable the VXLAN, use the command no

shutdown.

The no form of this command removes VXLAN interface 1. This deletes the VXLAN tunnel, and all VNIs
and VLAN-to-VNI mappings associated with it.

Parameter Description

1 Only one VXLAN interface is supported.

mode ipv4|ipv6 (Optional) Specify if the interface tunnel uses IPv4 or IPv6
addressing. If this parameter is not included, the interface default
is IPv6.

Examples
Creating VXLAN interface 1:

switch(config)# interface vxlan 1
switch(config-vxlan-if)#

Deleting VXLAN interface 1:

switch(config)# no interface vxlan 1

Command History

Release Modification

10.07 or earlier --

Command Information
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Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config Administrators or local user group members with execution rights
for this command.

inter-vxlan-bridging mode
inter-vxlan-bridging mode {deny | static-evpn | static-all}
no inter-vxlan-bridging mode {static-evpn | static-all}

Description
Changes the inter-VXLAN bridging mode on tunnels where VXLAN bridging across tunnels is disabled by
default. Default mode is deny.

The no form of this command sets the inter-VXLAN bridging mode to the default mode of deny.

Parameter Description

deny Specifies disabling inter-VXLAN bridging across tunnels.

static-evpn Specifies enabling inter-VXLAN bridging between static and
dynamic tunnels.

static-all Specifies enabling inter-VXLAN bridging between static and all
tunnels.

Usage

n By default, inter VXLAN bridging is disabled. Therefore, packets arriving over an L2VNI over a VXLAN
tunnel are not forwarded on the same L2VNI over another VXLAN tunnel. VXLAN bridging across
tunnels is disabled by default.

n To enable VXLAN bridging between static and dynamic tunnels, set the mode to static-evpn.
n To enable VXLAN bridging between static and all other static and dynamic tunnels, set the mode to

static-all. Since dynamic tunnels for single fabric are always full mesh, VXLAN bridging between
dynamic tunnels remains blocked.

Configuration of static tunnels is not recommended on VTEPs where split horizon is disabled between the EVPN
tunnels, either by using the ibgp-ebgp command or by using the route map- based broadcast-group
configuration.

Examples
Enabling VXLAN bridging between static and dynamic tunnels:

switch(config-vxlan-if)# inter-vxlan-bridging-mode static-evpn
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Disabling VXLAN bridging between static and dynamic tunnels:

switch(config-vxlan-if)# no inter-vxlan-bridging-mode static-evpn

Command History

Release Modification

10.08 Command introduced

Command Information

Platforms Command context Authority

6300
6400
8100
8360

config-vxlan-if Administrators or local user group members with execution rights
for this command.

routing
vni <VNI-NUMBER>
no vni <VNI-NUMBER>

Description
Enables a layer 3 VNI for EVPN VXLAN distributed L3 gateways with symmetric IRB. The VNI is
automatically assigned the default VRF. To assign another VRF, use the command vrf. Used with EVPN-
based VXLANs. If a user tries to enable routing on a VNI already associated to a VLAN, an appropriate
warning is displayed.

The no form of this command disables symmetric routing on a VNI.

Examples
Enabling L3 VNI 1000 for EVPN VXLAN distributed L3 gateways with symmetric IRB using VRF vrf-1:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
switch(config-vni-1000)# routing
switch(config-vni-1000)# vrf vrf-1

Disabling L3 VNI 1000 for EVPN VXLAN distributed L3 gateways with symmetric IRB:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
switch(config-vni-1000)# no routing

Command History
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Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8325
8360
8400
9300
10000

config-vni-<VNI-NUMBER> Administrators or local user group members with
execution rights for this command.

show interface vxlan1
show interface vxlan1

Description
Shows detailed information about VXLAN interface 1.

Example
On the 6400 Switch Series, interface identification differs.

Showing settings for VXLAN interface 1.

switch# show interface vxlan1
Interface vxlan1 is up
Admin state is up
Description:VXLAN1
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address: 1.1.1.1

VNI Routing VLAN VRF VTEP Peers Origin
---------- -------- ---- -------- ----------------- --------
10 disabled 10 -- 2.2.2.2 static
10 disabled 10 -- 3.3.3.3 static
10 disabled 10 -- 4.4.4.4 static
20 disabled 20 -- 5.5.5.5 evpn
20 disabled 20 -- 6.6.6.6 evpn
30 disabled -- -- -- static
40 disabled 40 -- -- static
50 disabled -- -- 7.7.7.7 static
4000 enabled -- default 22.1.1.2 evpn
4001 enabled -- default 23.1.1.3 evpn

Aggregate Statistics
--------------------
Decap:

104222 input packets 15841744 bytes
236 broadcast packets 26942 bytes

0 drop packets
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Encap:
108527 output packets 11068728 bytes

6 BUM packets 422 bytes
0 drop packets

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Manager (#) Operators or Administrators or local user group members with
execution rights for this command. Operators can execute this
command from the operator context (>) only.

show interface vxlan vni
show interface vxlan vni <VNI-NUMBER> vteps

Description
Shows detailed VNI information for VXLAN interface 1.

Parameter Description

<VNI-NUMBER> Specifies the number for a VNI. Range: 1 to 16777214.

Usage
Status can be one of the following:

n operational: Virtual network ID is fully programmed on the switch hardware.
n configuration_error: Virtual network ID programming in the switch hardware failed due to

misconfiguration.
n no_hw_resources: Virtual network ID programming failed in the switch hardware due to insufficient

resources.
n activating: Initial state of virtual network ID when it is configured.

When a tunnel endpoint is a directly connected via nexthop, then nexthop reachability appears empty (-
-).
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Example
Showing VNI information:

switch# show interface vxlan vni
VNI : 1000 VLAN : 10
Routing : disabled VRF : --
VNI-Status : operational

VNI : 2000 VLAN : 20
Routing : enabled VRF : default
VNI-Status : activating
```
```
switch# show interface vxlan vni 1000
VNI : 1000 VLAN : 10
Routing : disabled VRF : --
VNI-Status : operational

switch# show interface vxlan vni vteps
VNI : 1000 VLAN : 10
Routing : disabled VRF : --
VNI-Status : operational
VTEPS
=====

ORIGIN SOURCE DESTINATION VRF VTEP-STATUS
--------- --------- ----------- ------- ------------
static 11.0.0.1 11.0.0.2 default operational

VNI : 2000 VLAN : 20
Routing : enabled VRF : default
VNI-Status : operational
VTEPS
=====

ORIGIN SOURCE DESTINATION VRF VTEP-STATUS
--------- --------- ----------- ------- ------------
evpn 11.0.0.1 14.0.0.2 default activating

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8325
8360
8400
9300
10000

Manager (#) Operators or Administrators or local user group members with
execution rights for this command. Operators can execute this
command from the operator context (>) only.
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show interface vxlan vteps
show interface vxlan vteps [detail | <IPV4-ADDR>]

Description
Shows information about the VTEPs on VXLAN interface 1.

Parameter Description

detail Show detailed information.

<IPV4-ADDR> Specifies the IP address of a VTEP peer in IPv4 format (x.x.x.x),
where x is a decimal number from 0 to 255.

Usage
Status can be one of the following:

n operational: Tunnel endpoint is fully programmed on the switch hardware.
n configuration_error: Tunnel endpoint programming in the switch hardware failed due to

misconfiguration.
n no_hw_resources: Tunnel endpoint programming failed in the switch hardware due to insufficient

resources.
n activating: Initial state of tunnel endpoint when it is configured.

When a tunnel endpoint is a directly connected via nexthop, then nexthop reachability appears empty (-
-).

Example
On the 6400 Switch Series, interface identification differs.

Showing information for VTEPs on a VXLAN interface with IPv4 source and destination IP addresses.

switch# show interface vxlan vteps
Source Destination Origin Status VNI Routing VLAN VRF
----------- ------------- -------- ---------------- ------ -------- ---- -------
-
11.0.0.1 11.0.0.2 static operational 1000 disabled 10 --
11.0.0.1 12.0.0.2 static activating 2000 disabled 20 --
11.0.0.1 22.1.1.1 evpn operational 4000 enabled -- red
11.0.0.1 23.1.1.1 evpn activating 4001 enabled -- blue

Showing information the VTEPs on a VXLAN interface with IPv6 source and destination IP addresses.

switch# show interface vxlan vteps
Source Destination Origin Status VNI Routing VLAN
VRF
---------------- --------------- ----- ---------- --------- --------- ----- -
-----
1920:1680:1:1::1 1920:1680:1:1::5 evpn operational 11 enabled --
vrf1
1920:1680:1:1::1 1920:1680:1:1::5 evpn operational 12 enabled --
vrf2
1920:1680:1:1::1 1920:1680:1:1::5 evpn operational 1001001 disabled 1001
--
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1920:1680:1:1::1 1920:1680:1:1::5 evpn operational 1001002 disabled 1002
--
1920:1680:1:1::1 1920:1680:1:1::5 evpn operational 1002001 disabled 2001
--
1920:1680:1:1::1 1920:1680:1:1::5 evpn operational 1002002 disabled 2002
--
1920:1680:1:1::1 1920:1680:1:1::2 evpn operational 11 enabled --
vrf1
1920:1680:1:1::1 1920:1680:1:1::2 evpn operational 12 enabled --
vrf2
1920:1680:1:1::1 1920:1680:1:1::2 evpn operational 1001001 disabled 1001
--
1920:1680:1:1::1 1920:1680:1:1::2 evpn operational 1001002 disabled 1002
--
1920:1680:1:1::1 1920:1680:1:1::2 evpn operational 1002001 disabled 2001
--
1920:1680:1:1::1 1920:1680:1:1::2 evpn operational 1002002 disabled 2002
--
1920:1680:1:1::1 1920:1680:1:1::3 evpn operational 11 enabled --
vrf1
1920:1680:1:1::1 1920:1680:1:1::3 evpn operational 12 enabled --
vrf2
1920:1680:1:1::1 1920:1680:1:1::3 evpn operational 1001001 disabled 1001
--
1920:1680:1:1::1 1920:1680:1:1::3 evpn operational 1001002 disabled 1002
--
1920:1680:1:1::1 1920:1680:1:1::3 evpn operational 1002001 disabled 2001
--
1920:1680:1:1::1 1920:1680:1:1::3 evpn operational 1002002 disabled 2002
--
1920:1680:1:1::1 1920:1680:1:1::4 evpn operational 11 enabled --
vrf1
1920:1680:1:1::1 1920:1680:1:1::4 evpn operational 12 enabled --
vrf2
1920:1680:1:1::1 1920:1680:1:1::4 evpn operational 1001001 disabled 1001
--
1920:1680:1:1::1 1920:1680:1:1::4 evpn operational 1001002 disabled 1002
--
1920:1680:1:1::1 1920:1680:1:1::4 evpn operational 1002001 disabled 2001
--
1920:1680:1:1::1 1920:1680:1:1::4 evpn operational 1002002 disabled 2002
--

Showing detailed information for VTEPs on a VXLAN interface with IPv4 source and destination
addresses.

switch# show interface vxlan vteps detail
Destination : 22.22.22.1
Source : 21.21.21.1
Origin : static
VRF : default
Status : operational
BcastGrpID-Configured : NA
BcastGrpID-DataPlane : 1
Nexthops
========

IP-ADDRESS INTERFACE NEXTHOP-MAC
---------- --------- ------------------

-- 1/1/2 11:11:11:11:33:11
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switch# show interface vxlan vteps 33.33.33.1
Destination : 33.33.33.1
Source : 21.21.21.1
Origin : evpn
VRF : default
Status : operational
BcastGrpID-Configured : 10
BcastGrpID-DataPlane : 137
Nexthops
========

IP-ADDRESS INTERFACE NEXTHOP-MAC
---------- --------- ------------------
2.2.3.1 1/1/1 11:11:11:11:44:11
2.2.2.1 lag1 11:11:11:11:22:11
2.2.1.1 vlan21 11:11:11:11:11:11IP

The BcastGrpID-Configured value will be displayed only when a route-map based broadcast group is configured
for an EVPN tunnel.

Showing detailed information for VTEPs on a VXLAN interface with IPv6 source and destination
addresses.

switch# show interface vxlan 1

Interface vxlan1 is up
Admin state is up
Description:
Underlay VRF: default
Destination UDP port: 4789
VTEP source IPv4 address:
VTEP source IPv6 address: 1920:1680:1:1::1
Inter vxlan bridging mode: deny

VNI Routing VLAN VRF VTEP Peers Origin
---------- ------------ ------ ------------ --------------------------------------
--- --------
11 enabled -- vrf1 1920:1680:1:1::5 evpn
11 enabled -- vrf1 1920:1680:1:1::2 evpn
11 enabled -- vrf1 1920:1680:1:1::3 evpn
11 enabled -- vrf1 1920:1680:1:1::4 evpn
12 enabled -- vrf2 1920:1680:1:1::5 evpn
12 enabled -- vrf2 1920:1680:1:1::2 evpn
12 enabled -- vrf2 1920:1680:1:1::3 evpn
12 enabled -- vrf2 1920:1680:1:1::4 evpn
1001001 disabled 1001 -- 1920:1680:1:1::5 evpn
1001001 disabled 1001 -- 1920:1680:1:1::2 evpn
1001001 disabled 1001 -- 1920:1680:1:1::3 evpn
1001001 disabled 1001 -- 1920:1680:1:1::4 evpn
1001002 disabled 1002 -- 1920:1680:1:1::5 evpn
1001002 disabled 1002 -- 1920:1680:1:1::2 evpn
1001002 disabled 1002 -- 1920:1680:1:1::3 evpn
1001002 disabled 1002 -- 1920:1680:1:1::4 evpn
1002001 disabled 2001 -- 1920:1680:1:1::5 evpn
1002001 disabled 2001 -- 1920:1680:1:1::2 evpn
1002001 disabled 2001 -- 1920:1680:1:1::3 evpn
1002001 disabled 2001 -- 1920:1680:1:1::4 evpn
1002002 disabled 2002 -- 1920:1680:1:1::5 evpn
1002002 disabled 2002 -- 1920:1680:1:1::2 evpn
1002002 disabled 2002 -- 1920:1680:1:1::3 evpn
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1002002 disabled 2002 -- 1920:1680:1:1::4 evpn

Aggregate Statistics
--------------------
Decap:

35032601994 input packets 24261116182550 bytes
Encap:

68424228547 output packets 47087902492031 bytes

Command History

Release Modification

10.13 Command output modified to display the parameters,
BcastGrpID-Configured and BcastGrpID-DataPlane.

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

Manager (#) Operators or Administrators or local user group members with
execution rights for this command. Operators can execute this
command from the operator context (>) only.

shutdown
shutdown
no shutdown

Description
Disables the VXLAN interface and deletes all VXLAN tunnels, segments, and members on the interface.

The no form of this command starts the VXLAN interface and creates all VXLAN tunnels and segments. If
members are configured, they are added to the VXLAN segment.

Examples
Disabling VXLAN interface 1:

switch(config)# interface vxlan 1 mode ipv4
switch(config-vxlan-if)# shutdown

Enabling VXLAN interface 1:
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switch(config)# interface vxlan 1 mode ipv4
switch(config-vxlan-if)# no shutdown

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-vxlan-if Administrators or local user group members with execution rights
for this command.

source ip
source ip <IPV4-ADDR>

Description
Configures the source IPv4 address for a VXLAN interface. All VXLAN encapsulated packets use this
source IP address in the outer IP header.

If you change an existing source IP address, all tunnels with the old source IP address are deleted, and
new tunnels are created with the new source IP address.

The no form of this command deletes the source IP address for the VXLAN interface and deletes all
VXLAN tunnels using this source IP address.

Parameter Description

<IPV4-ADDR> Specifies the IP address to assign to the VXLAN interface in IPv4
format (x.x.x.x), where x is a decimal number from 0 to 255.
This must be an address assigned to an existing switch interface,
either a loopback interface or a layer 3 interface.

Examples
On the 6400 Switch Series, interface identification differs.

Configuring the loopback IP address as the source IPv4 address:

switch(config)# interface loopback 1
switch(config-loopback-if)# ip address 1.1.1.1/24
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switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ip 1.1.1.1

Configuring a layer 3 interface IP address as the source IPv4 address:

switch(config)# interface 1/1/2
switch(config-if)# no shutdown
switch(config-if)# routing (6300/6400 only)
switch(config-if)# ip address 11.10.10.1/24
switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ip 10.10.10.1

Deleting the source IP address for VXLAN interface 1:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# no source ip 10.10.10.1

Whenever the VxLAN source IP address or virtual MAC address is changed via the command-line interface or
REST API, all the EVPN routes need to be re-advertised with new IPaddresses or MAC address. Thefore, the clear
bgp command is issued internally for all EVPN neighbors to ensure all EVPN routes get re-advertised.

Command History

Release Modification

10.11.1000 The <IPV6-ADDR> parameter is introduced.

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-vxlan-if Administrators or local user group members with execution rights
for this command.

source ipv6
source ipv6 {<IPV6-ADDR>}

Description
Configures the source IPv6 address for a VXLAN interface. All VXLAN encapsulated packets use this
source IP address in the outer IP header.
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If you change an existing source IP address, all tunnels with the old source IP address are deleted, and
new tunnels are created with the new source IP address.

The no form of this command deletes the source IP address for the VXLAN interface and deletes all
VXLAN tunnels using this source IP address.

Parameter Description

<IPV6-ADDR> Specifies the IP address to assign to the VXLAN interface in IPv6
format (X:X::X:X). This must be an address assigned to an existing
switch interface, either a loopback interface or a layer 3 interface.

Examples
On the 6400 Switch Series, interface identification differs.

Configuring the loopback IP address as the source IPv6 address:

switch(config)# interface loopback 1
switch(config-loopback-if)# ipv6 address 1::1/128
switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ipv6 1::11

Deleting the source IP address for VXLAN interface 1:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# no source ipv6 1::11

Command History

Release Modification

10.11.1000 Command introduced

Command Information

Platforms Command context Authority

6300
6400
8100
8360

config-vxlan-if Administrators or local user group members with execution rights
for this command.

system vlan-client-presence-detect
system vlan-client-presence-detect
no system vlan-client-presence-detect

Description
Enables VNI mapped VLANs when detecting the presence of a client. When enabled, VNI mapped VLANs
are up only if there are authenticated clients on the VLAN, or if the VLAN has statically configured ports
and those ports are up. When not enabled, VNI mapped VLANs are always up.

The no form of this command disables detection of clients on VNI mapped VLANs.
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Examples
Enabling detection of clients:

switch(config)# system vlan-client-presence-detect

Disabling detection of clients:

switch(config)# no system vlan-client-presence-detect

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6300
6400

config Administrators or local user group members with execution rights
for this command.

vlan
vlan <VLAN-ID>
no vlan <VLAN-ID>

Description
Associates an existing VLAN with a VNI. Only one VLAN can be associated with a VNI and the VNI must
have symmetric routing disabled. To change the VLAN associated with a VNI, execute the command
vlan with a different VLAN ID.

The no form of this command removes the specified VLAN from a VNI. Traffic on the specified VLAN is
no longer bridged on the VXLAN interface.

Parameter Description

<VLAN-ID> Specifies the number of an existing VLAN. Range: 2 to 4040.

Examples
Assigning VLAN 10 to VNI 1000:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
switch(config-vni-1000)# vlan 10

Deleting VLAN 10 from VNI 1000:
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switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
witch(config-vni-1000)# no vlan 10

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8325
8360
8400
9300
10000

config-vni-<VNI-NUMBER> Administrators or local user group members with
execution rights for this command.

vni
vni <VNI-NUMBER>
no vni <VNI-NUMBER>

Description
Creates a VNI (Virtual Network Identifier) for the VXLAN interface and changes to the config-vni-<VNI-
NUMBER> context. The VNI identifies a VXLAN segment, which acts as a logical network. The VNI can be
associated with either a VLAN or VRF.

n When the VNI is associated with a VLAN, the VNI supports asymmetric routing.
n Enable support for asymmetric routing by executing the routing command. By default, the VNI is

associated with the default VRF. To use another VRF, execute the vrf command.

The no form of this command deletes the specified VNI from the VXLAN interface. All VXLAN tunnels,
VXLAN segments, and members associated with the VNI are deleted.

Parameter Description

<VNI-NUMBER> Specifies the number for a VNI. Range: 1 to 16777214.

Examples
Creating VNI 1000:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
switch(config-vni-1000)#
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Deleting VNI 1000:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# no vni 1000

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8325
8360
8400
9300
10000

config-vxlan-if Administrators or local user group members with execution rights
for this command.

vrf
vrf <VRF-NAME>
no vrf <VRF-NAME>

Description
Changes the VRF associated with an L3 VNI after symmetric routing is activated using the routing
command. The default VRF should not be configured as an EVPN-enabled VRF. If user tries to configure
VRF on a VNI that is already associated with a VLAN, an appropriate error is displayed

If a user tries to remove or reconfigure the VRF attached to a VNI while a policy is applied, an
appropriate error is displayed.

The no form of this command sets the VRF associated with an L3 VNI to the default VRF.

Examples
Enabling L3 VNI 1000 using VRF vrf-1:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
switch(config-vni-1000)# routing
switch(config-vni-1000)# vrf vrf-1

Setting the VRF on L3 VNI 1000 to the default VRF:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000



AOS-CX 10.13 EVPN VXLAN Guide | (6200, 6300, 6400, 8100, 8325, 8360, 8400, 9300, 10000 Switches) 459

switch(config-vni-1000)# routing
switch(config-vni-1000)# no vrf vrf-1

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8325
8360
8400
9300
10000

config-vni-<VNI-NUMBER> Administrators or local user group members with
execution rights for this command.

vtep-peer
vtep-peer <IPV4-ADDR>
no vtep-peer <IPV4-ADDR>

Description
Adds a VTEP peer to a VNI. The VMI must not have routing enabled. The VTEP peer IP address must be
reachable for a VXLAN tunnel to be established.

The no form of this command removes a VTEP peer from a VNI, which deletes the VXLAN tunnel to the
peer.

Parameter Description

<IPV4-ADDR> Specifies the IP address of a VTEP peer in IPv4 format (x.x.x.x),
where x is a decimal number from 0 to 255.

Examples
Adding VTEP peer 10.10.10.1 to VNI 1000:

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
switch(config-vni-1000)# vlan 10
switch(config-vni-1000)# vtep-peer 10.10.10.1

Deleting VTEP peer 10.10.10.1 from VNI 1000:
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switch(config)# interface vxlan 1
switch(config-vxlan-if)# vni 1000
switch(config-vni-1000)# no vtep-peer 10.10.10.1

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8325
8360
8400
9300
10000

config-vni-<VNI-NUMBER> Administrators or local user group members with
execution rights for this command.

vxlan-counters aggregate
Supported on the 8325, 8100, 8360, 9300, 10000 Switch Series only. Enabled by default in the 8400 Switch
Series.
vxlan-counters aggregate
no vxlan-counters aggregate

Description
Attaches VXLAN counters to a VXLAN interface. The counters aggregate statistics for packets sent
through the interface. Display statistics with the command show interface vxlan. Statistics are only
displayed once a valid configuration is made on the interface.

Example
Enabling counters for VXLAN interface 1.

switch(config)# interface vxlan 1
switch(config-vxlan-if)# vxlan-counters aggregate

Disabling counters for VXLAN interface 1.

switch(config)# interface vxlan 1
switch(config-vxlan-if)# no vxlan-counters aggregate

Command History
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Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

6200
6300
6400
8100
8325
8360
8400
9300
10000

config-vxlan-if Operators or Administrators or local user group members with
execution rights for this command. Operators can execute this
command from the operator context (>) only.



Chapter 9

Hardware switch controller (HSC)

Hardware switch controller (HSC)

This chapter applies to the Aruba 8325, 8360, 8400, 9300, and 10000 Switch Series.

Overview
The switch can function as a hardware layer 2 gateway, which enables the switch to extend VXLAN
networks to a remote hypervisor VTEP. Both the switch and hypervisor VTEP are controlled by a
centralized controller (such as VMware NSX-V 6.4.4).

The hardware layer 2 gateway encapsulates or decapsulates VXLAN traffic between the virtual machine
and VLANs connected to the switch.

Communication between the remote controller and the hardware layer 2 gateway is managed by the
remote controller. It communicates with a software module on the switch called the hardware switch
controller (HSC). The HSC runs an open source OVSDB server, and the remote controller connects to it
as an OVSDB client. OVSDB is the Open vSwitch Database Management Protocol detailed in RFC 7047.

Limitations

n HSC is mutually exclusive with EVPN.
n Broadcast, Unknown unicast and Multicast (BUM) traffic is not replicated by HSC. Instead, the NSX

Controller provides a list of Service Replication Nodes (RSNs) that the HSC will leverage for replication.

Connecting to a remote controller
To connect to a remote controler:

1. Create an HSC with the command hsc.
2. Configure the IP address of the HSC manager on the remote controller with the command

manager ip. The HSC manager must be reachable via the management port on the switch.
3. Optionally, change the TCP port on which the HSC communicates with the HSC manager with the

command manager port. By default, port 6640 is used. The remote controller OVSDB client listens
on this default port.
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4. Enable the HSC with the command enable.
5. Obtain the default certificate on the HSC with the command show crypto pki certificate

local-cert pem. Copy the lines between ----BEGIN CERTIFICATE----- and -----END

CERTIFICATE-------. You need to provide this certificate when configuring the remote controller.

Example

switch(config)# hsc
switch(config-hsc)# enable
Trust Anchor (TA) profile configurations are not used for HSC
authentication. Instead HSC will store the CA certificate from the
HSC controller during the first TLS handshake and use it for all
future authentications with HSC servers. This CA certificate will
not be used for any other certificate-based authentication. Do you
want to continue (y/n)? y
switch(config-hsc)# exit
switch(config)# exit
switch# show crypto pki certificate local-cert pem
Certificate name: local-cert
Associated Applications:

captive-portal, hsc, https-server, syslog-client
Certificate status: installed
Certificate type: self-signed

-----BEGIN CERTIFICATE-----
MIDITCDskKkeLkDKfjlsafkdjLdfkejwlisfuslekfjsdkfjelfrjsekfslkefjselfkjslde8383
...
3md0k4o9vjksdoijeknkviocvhsksdoeo399((jifiIIIHFKwlIelId8rekILF:IofJe,kei(gfo9
-----END CERTIFICATE------

Scenario 1
This example illustrates how an 8325 switch can be connected to a VMware NSX.
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Key components
n NSX controllers: Central control point for all logical switches in the network.
n Management network: Network on which the 8325 switch communicates with the NSX controllers.
n Hardware VTEP (8325 switch): Communication with the NSX controller occurs via the switch

management port (which operates as a DHCP client by default). Interface 1/1/1 links the switch to the
layer 3 network. Interface 1/1/3 extends the layer 2 domain over a VXLAN and links the switch to the
bare metal server. OSPF is used to enable the routed layer 3 underlay network.

n Bare metal server: Physical server providing network services.
n Layer 3 transport network: The underlay network which provides routing functionality.
n Virtualization server: The virtualization server is managed by VMWare VSphere. It hosts software

VTEPs which perform VXLAN encapsulation for VMs deployed in virtual servers (such as an ESXi
server).

Procedure

1. On the switch:
a. Enable interface 1/1/1, assign the IP address 100.1.1.1/24 to it, and configure OSPF.

switch# config
switch(config)# interface 1/1/1
switch(config-if)# ip address 100.1.1.10/24
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switch(config-if)# ip ospf area 0
switch(config-if)# no shutdown
switch(config-if)# exit
switch(config)# router ospf 1
switch(config-ospf)# router-id 1.1.1.1
switch(config-ospf)# router-id 1.1.1.1
switch(config-ospf)# router-id 1.1.1.1

b. Create VLAN 10.

switch(config)# vlan 10
switch(config-vlan-10)# exit

c. Create a loopback interface 1 with IP address 100.1.1.1/32 and assign it to OSPF area 0 on
the default VRF.

switch(config)# router ospf 1 vrf default
switch(config-ospf-1)# exit
switch(config)# interface loopback 1
switch(config-loopback-if)# ip address 100.1.1.1/32
switch(config-loopback-if)# ip ospf 1 area 0
switch(config-loopback-if)# exit
switch(config)#

d. Enable interface 1/1/3 and assign VLAN 10 to it.

switch(config)# interface 1/1/3
switch(config-if)# no shutdown
switch(config-if)# no routing
switch(config-if)# vlan access 10
switch(config-if)# exit

e. Create VXLAN interface 1 and assign the source IP address 100.1.1.1/24 to it.

switch(config)# interface vxlan 1
switch(config-vxlan-if)# source ip 100.1.1.1
switch(config-vxlan-if)# no shutdown

f. Create VNI 5000, and assign VLAN 10 to it.

switch(config-vxlan-if)# vni 5000
switch(config-vni)# vlan 10
switch(config-vni)# exit
switch(config-vxlan-if)# exit

g. Configure the HSC manager address.

switch(config)# hsc
switch(config-hsc)# manager ip 10.10.10.1
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h. Enable the HSC. You are prompted to use the default certificate installed on the switch to
secure the connection with the manager. Type y.

switch(config-hsc)# enable
Trust Anchor (TA) profile configurations are not used for HSC
authentication. Instead HSC will store the CA certificate from the
HSC controller during the first TLS handshake and use it for all
future authentications with HSC servers. This CA certificate will
not be used for any other certificate-based authentication. Do you
want to continue (y/n)? y

i. Make a copy of the default certificate (local-cert) in PEM format. You need to configure this
certificate on the NSX manager.

switch# show crypto pki certificate local-cert pem
Certificate name: local-cert
Associated Applications:

captive-portal, hsc, https-server, syslog-client
Certificate status: installed
Certificate type: self-signed

-----BEGIN CERTIFICATE-----

MIDITCDskKkeLkDKfjlsafkdjLdfkejwlisfuslekfjsdkfjelfrjsekfslkefjselfkjslde
8383

...
3md0k4o9vjksdoijeknkviocvhsksdoeo399

((jifiIIIHFKwlIelId8rekILF:IofJe,kei(gfo9
-----END CERTIFICATE------

Copy the lines between ----BEGIN CERTIFICATE----- and -----END CERTIFICATE-------.

2. On the NSX manager, add the switch certificate using the vSPhere Web Client. Select Networking
& Security and then Service Definitions. On the Hardware Devices tab, click Add (+) and paste
the certificate into the appropriate box.

switch# show crypto pki certificate local-cert pem
Certificate name: local-cert
Associated Applications:

captive-portal, hsc, https-server, syslog-client
Certificate status: installed
Certificate type: self-signed

-----BEGIN CERTIFICATE-----

MIDITCDskKkeLkDKfjlsafkdjLdfkejwlisfuslekfjsdkfjelfrjsekfslkefjselfkjslde838
3

...
3md0k4o9vjksdoijeknkviocvhsksdoeo399((jifiIIIHFKwlIelId8rekILF:IofJe,kei

(gfo9
-----END CERTIFICATE------

For more information on configuring the NSX manager, refer to the VMware NSX documentation.

HSC commands
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bfd enable
bfd enable
no bfd enable

Description
Enables BFD support on an HSC.

The no form of this command disables BFD support on an HSC.

Examples
Enabling BFD:

switch(config-hsc)# bfd enable

Disabling BFD:

switch(config-hsc)# no bfd enable

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

8325
8360
8400
9300
10000

config-hsc Administrators or local user group members with execution rights
for this command.

bfd disable
bfd disable

Description
Disables BFD support on an HSC.

Examples
Disabling BFD:

switch(config-hsc)# bfd disable

Command History
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Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

8325
8360
8400
9300
10000

config-hsc Administrators or local user group members with execution rights
for this command.

disable
disable

Description
Disables a hardware switch controller (HSC).

Examples
Disabling an HSC:

switch(config)# hsc
switch(config-hsc)# disable

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

8325
8360
8400
9300
10000

config-hsc Administrators or local user group members with execution rights
for this command.

enable
enable
no enable

Description
Enables a hardware switch controller (HSC).

The no form of this command disables an HSC.
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Examples
Enabling an HSC:

switch(config)# hsc
switch(config-hsc)# enable
Trust Anchor (TA) profile configurations are not used for HSC
authentication. Instead HSC will store the CA certificate from the
HSC controller during the first TLS handshake and use it for all
future authentications with HSC servers. This CA certificate will
not be used for any other certificate-based authentication. Do you
want to continue (y/n)? y

Disabling an HSC:

switch(config)# hsc
switch(config-hsc)# no enable

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

8325
8360
8400
9300
10000

config-hsc Administrators or local user group members with execution rights
for this command.

hsc
hsc
no hsc

Description
Creates a hardware switch controller (HSC) and changes to the config-hsc context for it. The switch uses
the HSC to communicate with a remote controller (such as VMware NSX) to create an extended a layer 2
VXLAN network.

The HSC runs an open-source OVSDB server. OVSDB is the Open vSwitch Database Management
Protocol detailed in RFC 7047. The remote controller connects to the server as an OVSDB client, and is
responsible for managing the interaction with the HSC. As a result, the remote controller is known as
the HSC manager.

The no form of this command removes the HDC controller and deletes all configuration settings.

Examples
Creating an HSC:
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switch(config)# hsc
switch(config-hsc)#

Deleting an HSC:

switch(config)# no hsc
HSC configuration will be removed.
Do you want to continue (y/n)? y

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

8325
8360
8400
9300
10000

config Administrators or local user group members with execution rights
for this command.

manager ip
manager ip <IPV4-ADDR>
no manager ip

Description
Configures the IP address of the HSC manager. The switch can connect with one manager.

The no form of this command deletes the IP address of the HSC manager.

HSC configuration can only be modified when the HSC is disabled.

Parameter Description

<IPV4-ADDR> Specifies the IP address of the HSC manager in IPv4 format
(x.x.x.x), where x is a decimal number from 0 to 255. The IP
address must be reachable on the management VRF.

Examples
Configuring the IP address of the HSC manager:

switch(config)# hsc
switch(config-hsc)# manager ip 1.1.1.1

Deleting the HSC manager IP address:
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switch(config)# hsc
switch(config-hsc)# disable
switch(config-hsc)# no manager ip

Command History

Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

8325
8360
8400
9300
10000

config-hsc Administrators or local user group members with execution rights
for this command.

manager port
manager port <PORT-NUM>
no manager port

Description
Configures the TCP port on which the HSC communicates with the HSC manager.

The no form of this command sets the management port to the default value (6640).

HSC configuration can only be modified when the HSC is disabled.

Parameter Description

<PORT-NUM> TCP port number. Range: 1024 to 65535. Default: 6640.

Examples
Configuring port 1055 as the manager port:

switch(config)# hsc
switch(config-hsc)# manager port 1055

Setting the manager port to the default value:

switch(config)# hsc
switch(config-hsc)# disable
switch(config-hsc)# no manager port

Command History
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Release Modification

10.07 or earlier --

Command Information

Platforms Command context Authority

8325
8360
8400
9300
10000

config-hsc Administrators or local user group members with execution rights
for this command.
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Support and Other Resources

Support and Other Resources

Accessing Aruba Support

Aruba Support Services https://www.arubanetworks.com/support-services/

AOS-CX Switch Software Documentation
Portal

https://www.arubanetworks.com/techdocs/AOS-CX/help_
portal/Content/home.htm

Aruba Support Portal https://asp.arubanetworks.com/

North America telephone 1-800-943-4526 (US & Canada Toll-Free Number)

+1-408-754-1200 (Primary - Toll Number)

+1-650-385-6582 (Backup - Toll Number - Use only when all other
numbers are not working)

International telephone https://www.arubanetworks.com/support-services/contact-
support/

Be sure to collect the following information before contacting Support:

n Technical support registration number (if applicable)
n Product name, model or version, and serial number
n Operating system name and version
n Firmware version
n Error messages
n Product-specific reports and logs
n Add-on products or components
n Third-party products or components

Other useful sites
Other websites that can be used to find information:

Airheads social
forums and
Knowledge Base

https://community.arubanetworks.com/

AOS-CX Switch
Software
Documentation
Portal

https://www.arubanetworks.com/techdocs/AOS-CX/help_portal/Content/home.htm
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Aruba Hardware
Documentation
and Translations
Portal

https://www.arubanetworks.com/techdocs/hardware/DocumentationPortal/Content/home.
htm

Aruba software https://asp.arubanetworks.com/downloads

Software
licensing

https://lms.arubanetworks.com/

End-of-Life
information

https://www.arubanetworks.com/support-services/end-of-life/

Aruba Developer
Hub

https://developer.arubanetworks.com/

Accessing Updates
You can access updates from the Aruba Support Portal or the HPE My Networking Website.

Aruba Support Portal
https://asp.arubanetworks.com/downloads

If you are unable to find your product in the Aruba Support Portal, you may need to search My
Networking, where older networking products can be found:

My Networking
https://www.hpe.com/networking/support

To view and update your entitlements, and to link your contracts and warranties with your profile, go to
the Hewlett Packard Enterprise Support Center More Information on Access to Support Materials
page:

https://support.hpe.com/portal/site/hpsc/aae/home/

Access to some updates might require product entitlement when accessed through the Hewlett Packard
Enterprise Support Center. You must have an HP Passport set up with relevant entitlements.

Some software products provide a mechanism for accessing software updates through the product
interface. Review your product documentation to identify the recommended software update method.

To subscribe to eNewsletters and alerts:

https://asp.arubanetworks.com/notifications/subscriptions (requires an active Aruba Support Portal
(ASP) account to manage subscriptions). Security notices are viewable without an ASP account.

Warranty Information
To view warranty information for your product, go to https://www.arubanetworks.com/support-
services/product-warranties/.

Regulatory Information
To view the regulatory information for your product, view the Safety and Compliance Information for
Server, Storage, Power, Networking, and Rack Products, available at https://www.hpe.com/support/Safety-
Compliance-EnterpriseProducts

https://www.arubanetworks.com/techdocs/hardware/DocumentationPortal/Content/home.htm
https://www.arubanetworks.com/techdocs/hardware/DocumentationPortal/Content/home.htm
https://asp.arubanetworks.com/downloads
https://lms.arubanetworks.com/
https://www.arubanetworks.com/support-services/end-of-life/
https://developer.arubanetworks.com/
https://asp.arubanetworks.com/downloads
https://www.hpe.com/networking/support
https://support.hpe.com/portal/site/hpsc/aae/home/
https://asp.arubanetworks.com/notifications/subscriptions
https://www.arubanetworks.com/support-services/product-warranties/
https://www.arubanetworks.com/support-services/product-warranties/
https://www.hpe.com/support/Safety-Compliance-EnterpriseProducts
https://www.hpe.com/support/Safety-Compliance-EnterpriseProducts
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Additional regulatory information
Aruba is committed to providing our customers with information about the chemical substances in our
products as needed to comply with legal requirements, environmental data (company programs,
product recycling, energy efficiency), and safety information and compliance data, (RoHS and WEEE). For
more information, see https://www.arubanetworks.com/company/about-us/environmental-citizenship/.

Documentation Feedback
Aruba is committed to providing documentation that meets your needs. To help us improve the
documentation, send any errors, suggestions, or comments to Documentation Feedback (docsfeedback-
switching@hpe.com). When submitting your feedback, include the document title, part number, edition,
and publication date located on the front cover of the document. For online help content, include the
product name, product version, help edition, and publication date located on the legal notices page.

https://www.arubanetworks.com/company/about-us/environmental-citizenship/
mailto:docsfeedback-switching@hpe.com
mailto:docsfeedback-switching@hpe.com
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