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# vars file for nar hci mellanox deploy

#These set of variables will setup the Mellanox switches for NetApp HCI
that uses a 2-cable compute connectivity option.

#Ansible connection variables for mellanox

ansible connection: network cli

ansible network os: onyx

#Necessary VLANs for Standard NetApp HCI Deployment [native, Management,
iSCSI Storage, vMotion, VM Network, IPL]

#Any additional VLANs can be added to this in the prescribed format
below

netapp hci vlans:

- {vlan id: 2 , vlan name: "Native" }

- {vlan id: 3488 , vlan name: "IB-Management" }

- {vlan_id: 3490 , vlan name: "iSCSI Storage" }

- {vlan id: 3489 , vlan name: "vMotion" }

- {vlan id: 3491 , vlan name: "NFS " }

- {vlan_id: 3487 , vlan name: "App Network" }

- {vlan id: 4000 , vlan name: "IPL" }#Modify the VLAN IDs to suit your
environment

#Spanning-tree protocol type for uplink connections.

#The valid options are 'network' and 'normal'; selection depends on the
uplink switch model.

uplink stp type: network

#Inter-Peer Link Portchannel
#ipl portchannel to be defined in the format - Pol00
ipl portchannel: Pol00
#Inter-Peer Link Addresses
#The IPL IP address should not be part of the management network. This
is typically a private network
ipl ipaddr a: 10.0.0.1
ipl ipaddr b: 10.0.0.2
#Define the subnet mask in CIDR number format. Eg: For subnet /22, use
ipl ip subnet: 22
ipl ip subnet: 24
#Inter-Peer Link Interfaces
#members to be defined with Eth in the format. Eg: Ethl/1
peer link interfaces:
members: ['Ethl/20', 'Ethl/22']
description: "peer link interfaces"
#MLAG VIP IP address should be in the same subnet as that of the

15



16

switches' mgmtO interface subnet

#mlag vip ip to be defined in the format - <vip ip>/<subnet mask>. Eg:
X.X.X.X/Y

mlag vip ip: <<mlag vip ip>>

#MLAG VIP Domain Name

#The mlag domain must be unique name for each mlag domain.

#In case you have more than one pair of MLAG switches on the same
network, each domain (consist of two switches) should be configured with
different name.

mlag domain name: MLAG-VIP-DOM

#Storage Bondl0G Interface details

#members to be defined with Eth in the format. Eg: Ethl/1

#0nly numerical digits between 100 to 1000 allowed for mlag id
#Operational link speed [variable 'speed' below] to be defined in terms
of bytes.

#For 10 Gigabyte operational speed, define 10G. [Possible values - 10G
and 25G]

#Interface descriptions append storage node data port numbers assuming
all Storage Nodes' Port C -> Mellanox Switch A and all Storage Nodes'
Port D -> Mellanox Switch B

#List the storage Bondl0G interfaces, their description, speed and MLAG
IDs in list of dictionaries format

storage interfaces:

- {members: "Ethl/1", description: "HCI Storage Node 01", mlag id: 101,

speed: 25G}
- {members: "Ethl/2", description: "HCI Storage Node 02", mlag id: 102,
speed: 25G}

#In case of additional storage nodes, add them here

#Storage BondlG Interface

#Mention whether or not these Mellanox switches will also be used for
Storage Node Mgmt connections

#Possible inputs for storage mgmt are 'yes' and 'no'

storage mgmt: <<yes or no>>

#Storage BondlG (Mgmt) interface details. Only if 'storage mgmt' is set
to 'yes'

#Members to be defined with Eth in the format. Eg: Ethl/1

#Interface descriptions append storage node management port numbers
assuming all Storage Nodes' Port A -> Mellanox Switch A and all Storage
Nodes' Port B -> Mellanox Switch B

#List the storage BondlG interfaces and their description in list of
dictionaries format

storage mgmt interfaces:

- {members: "Ethx/y", description: "HCI Storage Node 01"}



- {members: "Ethx/y", description: "HCI Storage Node 02"}
#In case of additional storage nodes, add them here
#LACP load balancing algorithm for IP hash method
#Possible options are: 'destination-mac', 'destination-ip',
'destination-port', 'source-mac', 'source-ip', 'source-port',6 'source-
destination-mac', 'source-destination-ip', 'source-destination-port'
#This variable takes multiple options in a single go
#For eg: if you want to configure load to be distributed in the port-
channel based on the traffic source and destination IP address and port
number, use 'source-destination-ip source-destination-port'
#By default, Mellanox sets it to source-destination-mac. Enter the
values below only if you intend to configure any other load balancing
algorithm
#Make sure the load balancing algorithm that is set here is also
replicated on the host side
#Recommended algorithm is source-destination-ip source-destination-port
#Fill the lacp load balance variable only if you are using configuring
interfaces on compute nodes in bond or LAG with LACP
lacp load balance: "source-destination-ip source-destination-port"
#Compute Interface details
#Members to be defined with Eth in the format. Eg: Ethl/1
#Fill the mlag id field only if you intend to configure interfaces of
compute nodes into bond or LAG with LACP
#In case you do not intend to configure LACP on interfaces of compute
nodes, either leave the mlag id field unfilled or comment it or enter NA
in the mlag id field
#In case you have a mixed architecture where some compute nodes require
LACP and some don't,
#1. Fill the mlag id field with appropriate MLAG ID for interfaces that
connect to compute nodes requiring LACP
#2. Either fill NA or leave the mlag id field blank or comment it for
interfaces connecting to compute nodes that do not require LACP
#0nly numerical digits between 100 to 1000 allowed for mlag id.
#Operational link speed [variable 'speed' below] to be defined in terms
of bytes.
#For 10 Gigabyte operational speed, define 10G. [Possible values - 10G
and 25G]
#Interface descriptions append compute node port numbers assuming all
Compute Nodes' Port D -> Mellanox Switch A and all Compute Nodes' Port E
-> Mellanox Switch B
#List the compute interfaces, their speed, MLAG IDs and their
description in list of dictionaries format
compute interfaces:
- members: "Ethl/7"#Compute Node for ESXi, setup by NDE

description: "HCI Compute Node 01"

mlag id: #Fill the mlag id only if you wish to use LACP on interfaces
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towards compute nodes
speed: 25G
- members: "Ethl/8"#Compute Node for ESXi, setup by NDE
description: "HCI Compute Node 02"
mlag id: #Fill the mlag id only if you wish to use LACP on interfaces
towards compute nodes
speed: 25G
#In case of additional compute nodes, add them here in the same format
as above- members: "Ethl/9"#Compute Node for Kubernetes Worker node
description: "HCI Compute Node 01"
mlag id: 109 #Fill the mlag id only if you wish to use LACP on
interfaces towards compute nodes
speed: 10G
- members: "Ethl/10"#Compute Node for Kubernetes Worker node
description: "HCI Compute Node 02"
mlag id: 110 #Fill the mlag id only if you wish to use LACP on
interfaces towards compute nodes

speed: 10G
#Uplink Switch LACP support
#Possible options are 'yes' and 'no' - Set to 'yes' only if your uplink

switch supports LACP
uplink switch lacp: <<yes or no>>
#Uplink Interface details
#Members to be defined with Eth in the format. Eg: Ethl/1
#0nly numerical digits between 100 to 1000 allowed for mlag id.
#Operational link speed [variable 'speed' below] to be defined in terms
of bytes.
#For 10 Gigabyte operational speed, define 10G. [Possible values in
Mellanox are 1G, 10G and 25G]
#List the uplink interfaces, their description, MLAG IDs and their speed
in list of dictionaries format
uplink interfaces:
- members: "Ethl/18"
description switch a: "SwitchA:Ethx/y -> Uplink Switch:Ethx/y"
description switch b: "SwitchB:Ethx/y -> Uplink Switch:Ethx/y"
mlag id: 118 #Fill the mlag id only if 'uplink switch lacp' is set to

lyesl
speed: 10G
mtu: 1500

RAVFOF—DIT4«H—TIV VLN FULATVIRETINTUVDIRINVYI VA
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Kubernetes v X5 —_ —
RVM (3 J—R)

Kubernetes J—H1—_J —
R (2 J—R)

Kubernetes J—Hh—_J —
R (2J—K)

Kubernetes 7—H1—_ —
R (2J—F)

ONTAP Select VM

ONTAP Select VM — NFS
T—O9RST1vD
Kubernetes O— K/\S5 Y
HH—-—EXOO—R/NS
VM IP &H

VLAN ID IP77RLX

3487

3487

3487

3491

3487

3487

3491

3487

TUI 7 R L X(E NDE [CX > THBMICEIDHTESNE T,
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DNS & & U Timekeeping Z4

BABE(ICLDTIE. NetApp HCI X5 LM DNS L I—ROFEFBHNRE(CLBBENRH D E T, NetApp
HCI (C(E. 17 LF—/S—READBEMENTP U—NHNRETIT, RBEBCCOY—NHREVBE(E. —RZ(C
RBEINTVBIITLY—NEFRETEXI,

CDIRIETIE. TREHIR X128 (FQDN ) ZEFER LU THL L) VMware vCenter Server ¥ >~ X5 2 X (C
NetApp HCI ZB A L E Y, EEERIIC. DNS U —/N[CR1>VS (PTR) LO—REFPRLUX (A) LO—FRK
1 DFDEBR L THSIMERHDFT,

"R(E. BENEBAILLBRETYISIXSSOFvTY"

NDQEE?{EE)HQ L T NetApp HCI [C VMware (R181 >V IS XA CSOF v EEATD (BEA
)

NDE E A DORIRSRMA

ZE2RUTLEE0) "NetApp HCI BIEEAF T v o U X " BAZRIAYT BR1IC. NetApp HCl DB & H#EiS
FEEBABL TR,

1. RYRT=OH KU1V FOBHEER

WEIL VLAN ID L F T

21 Y FDHEE

NetApp HCI & KT VMware M IP 7 R L X B

DNS CREEEDEH

BRI 4 (i

o o~ W BN

NDE £17

NDE {79 BHIIC. IRTHDIAVR—KXIVENDSVDERBIVD RYEDT—OX1YFNDEE. KU
ITARTCOEHRREOERET T U THKMERGE DL T, NDE TIRTHDTPRLUIEEHEBNICEKETET DK
S(CTBHEEIE. 1 DDXAL—I ) —ROEEB7RLXICERHRELUTNDE &E(TCEEI,

NDE (&, HCI Y RFTLEAVSAVICTBRHDISRDI XD ERITLET,

1. DIELEE2DDRAML—I J—RICARL—TIJ—K (NetAppElement VI LD I7) BV —
JWLET,

2. VMware N\ IR—NAF—&EDELL €2 DOIVE1—FT 1w VI ) —RICTYAL=ILLET,

3. NetApp HCI X5 v O 2 A= EE T Sz (C VMware vCenter &1 Y X —JLLE T

4. ;f‘_; 7Y IRXEL—IEE ) —R ( mNode ) & NetApp Monitoring Agent &1~ X —JLUTEREL

COOIEEFClE. NDE ZFAHL TIRTOF7RL INBENICEEINE I, BiET DHCP

C) ERFELRED. ARL—I ) —REAVELI—F o IT ) —RTEICIP PRLURAEFEHT
FNYUTRNDITBICEETEET T, CNESDFIBICDOWVTIE. CHOHTRTIEEREAL TL
FtH Ao

AR LU7eLSC. COREETIEOAVE I —FT VT ) —RICT—DIIVE 2 XMERT BREFALI T,
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NDE DFH/EFIEICDOVTIEZ. CORFAXVETIEFHBELTULWEE A

HAD NetApp HCI TS5 v T4 —LDBAZT T I SOHDFMLFIRICOVTIE, 22RBLTET
W"BAT TR

5. NDE BM&T Lfz5. vCenter (COJ 1> L. NetApp HCI XU 7 TUT -3V THEHAT S NFS Xv
D —DBEODER—T)L—F T ONTAP Select VDS 01-NFS_Network | #/EB L F 9,

"X . NetApp H615c DERE (FEHEBA) "

NetApp H615¢c DERE (FENEA)

C DEERETIEZ. NetApp H615¢ I a1—F + V' J — KM Kubernetes O— 11—
- Ht bt*ﬁﬁiéﬂi@o ?E?Iﬁ'j—glj— H(Et(:;I,LBODJ_ |*‘_C“/T\Z Fé—nafg_o

IVBa—FaV0)—REBATIBICF. RDIRDERITLET,

* Ubuntu18.044 LTS =X +—JLLFE T,
C F—ITOLREBETIOCIANDXRY LD —DOEZELF I,
* Kubernetes BEEHA® Ubuntu T VX9V X E#ELE I,

Ubuntu 18.044 LTS &1V X ~—JLUET

H615c OV 1—FT VD ) —RICARL—FT a4 VT IXFTLEA VA R=ILTBICE. ROSELFIEN
INETT,
1. H\S Ubuntu 18.044 LTS &5 D >O—R ULZFEY "Ubuntu M 1J— 2",
2. SOy EERL T, H615¢c J — RO IPMI (CH5: L T Remote Control 281 E 9,
B ARBAT 4 7O F—REFERAL T Ubuntu SO EVYwvEYI L. TV +=ILEBKBLET,
4. 7OVITRRRTIEINGES. 2 DO I —TI14ZD55M1 D&% IFPSAVIRVED—D1Y
=214 ELTERIRLET,

DHCP V—XXHh'5®M IP HMERTIREFIRSFEIND YU TSN, HETFEHIPBEICUIDEXDZICENTEE
T, OSHDTYXR—ILATTITDE., XV ED—OBENRYRR—-XDTCY TPV I ICEEINT
9,

RRARRBOHEICR AT YREANDLET,

CA—YEERL. RRXT—READLFT,

CWMBICIBUTT A ROEIR—FTa oo LEFEd,

. Software Selection (VI kDT 7M&EIR) T. [ OpenSSH server | ( OpenSSH H—/\) &3&IR L.
Continue (#t17) Z0JwD

9. J—RrEVIT—-KLTFT,

o N O O

TIBLUEB7IOCIADRY D —D&HFZRELITT

Kubernetes D—H1—_J —R®D 2 DOYIERY LD —D 14 V8= 114 XIREBREE 7T U -3 VAR
YRAYSI—TIAREVIAN T VI —T I XRELTRESIN. TEDLEICNFS T—5 3T 1 v IBMER
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INFI,

0 WRPTUT—YaVEBETZ IV BT TUT—Ya vy RD—DEFRL
=9,

1. root EEREZFDODI—FE LT Ubuntu 7T XAV ZOIVY—)VICEHE L. 9—=FILvIavERESH
LEd,

2. Jetc/netplan’ (C#ENL T '01-netcfg.yaml J 7 7T ILERRZTET

3 REBNODEE. 77U T -3 FKONFS kST v INDRY LDT—OFFMICE DU T netplan 7
7TIVEEHLI T,

CDEERETIE. netplan T 71 ILDRDT Y FL—bEFAHLUE U,

# This file describes the network interfaces available on your system
# For more information, see netplan(5).
network:
version: 2
renderer: networkd
ethernets:
enp59s0f0: #Physical Interface 1
match:
macaddress: <<mac_ address Physical Interface 1>>
set-name: enpb59s0£f0
mtu: 9000
enpb59s0fl: # Physical Interface 2
match:
macaddress: <<mac_ address Physical Interface 2>>
set-name: enp59s0fl

mtu: 9000
bonds:
bondO0:
mtu: 9000

dhcp4: false
dhcp6: false
interfaces: [ enp59s0£f0, enp59s0fl ]
parameters:
mode: 802.3ad

mii-monitor-interval: 100

vlans:
vlan.3488: #Management VLAN
id: 3488

xref:{relative path}bond0l

dhcp4: false

addresses: [ipv4_address/subnet]
routes:

- to: 0.0.0.0/0
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via: 172.21.232.111
metric: 100
table: 3488
- to: x.x.xX.x/x # Additional routes if any
via: y.y.y.y
metric: <<metric>>
table: <<table #>>
routing-policy:
- from: 0.0.0.0/0
priority: 32768#Higher Priority than table 3487
table: 3488
nameservers:
addresses: [nameserver ip]
search: [ search domain ]
mtu: 1500
vlan.3487:
id: 3487
xref:{relative path}bond0l
dhcp4: false
addresses: [ipv4_address/subnet]
routes:
- to: 0.0.0.0/0
via: 172.21.231.111
metric: 101
table: 3487
- to: X.X.X.xX/X
via: y.y.y.y
metric: <<metric>>
table: <<table #>>
routing-policy:
- from: 0.0.0.0/0
priority: 32769%#Lower Priority
table: 3487

nameservers:
addresses: [nameserver ip]
search: [ search domain ]

mtu: 1500 vlan.3491:

id: 3491

xref:{relative path}bond0l

dhcp4: false

addresses: [ipv4_address/subnet]
mtu: 9000

4 W—F VIRV —DTSAFA )T DA YT—TIWHLUOTITIAIRT—TILDOTS1A YT K
DEEBVNCEZHERELT T,
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10.
1.

12.

13.
14.

- netplan ZEAL X9,

sudo netplan --debug apply

ISV CEEBRLE T,
. Network Manager ME{TEINTUL\BIHEIE. FLELTEMCLET T,

systemctl stop NetworkManager
systemctl disable NetworkManager

- DNS TH—/NOKRX L I—REEMLET,
. VI T7 « 9%FEZ 'Yetcliproute2/RT tables' (C2 DOIVRUEBMULET

#

# reserved values

#

255 local

254 main

253 default

0 unspec

#

# local

#

#1 inr.ruhep

101 3488

102 3487

F—TJILES%E. netplan THEALZENDE—HIETZT,
VI T7 « 5%ZRAE letc/sysctl.conf ZFREE ' XD/IISA—TNEZERELITT

net.ipvé4.conf.default.rp filter=0
net.ipvé4.conf.all.rp filter=Onet.ipv4.ip forward=1l

IRTLETYVIF-RLET,

sudo apt-get update && sudo apt-get upgrade

IRFLEVT—RUET
i Ubuntu TV XSV RCDUVT. FE1~13 ZEDERLE T,
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"RDAFTW T BAIT v IO 7w e Kubernetes VXS — ) —R VM Dty ~7v T (FEHEA
) "

Deployment Jump VM & Kubernetes Master z 7w 7w ULET J—R VM (F&)
BA)

Linux 7+ XU E 1—23 V& E1T9 D Deployment Jump VM (E. XROBRITCERT
nE9,

* Ansible 7L+ Jw O %&{ER Lz ONTAP Select DE A
* NVIDIA DeepOps & GPU Operator Z{#FH L 7z Kubernetes 1> 7 S NDE A
* NetApp Trident D1 > X b—JLEKTE

Linux #2799 3EDND 3 DO VM By L7 v PN, COERETEINSD VM M Kubernetes ¥ X~
— ) —REULTEEINZTT,

C DFRAFIBIE C(E. Ubuntu 18.04.4 LTS BMEAHINTULE T,
1. Ubuntu 18.04.4 LTS VM & VMware W —)LEBALZE T
O3 TEHEIIFIEOBEESRL T IEE0) "Ubuntu 18.044 LTS &1 VX ~—ILLET",

2VM DA YNV REBRYED—D&EHRELE T, ROY U F)bnetplan 7 TL—EESRLTLZDS
s
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# This file describes the network interfaces available on your system

# For more information, see netplan(5).

network:
version: 2
renderer: networkd
ethernets:
ensl60:
dhcp4: false

addresses: [ipv4_address/subnet]

routes:

- to: 0.0.0.0/0
via: 172.21.232.111
metric: 100
table: 3488

routing-policy:

- from: 0.0.0.0/0
priority: 32768
table: 3488

nameservers:
addresses: [nameserver ip]
search: [ search domain ]
mtu: 1500

COTYTL—FE Ry D=0y 7y TIITB3MR—DIETEHDEIEA. MOTEEERHICE

HTEE T,
3. netplan ZEAL F I,

sudo netplan —--debug apply

4. Network Manager METENTUVBBEE(F. FIELTEMCLET T,

systemctl stop NetworkManager

systemctl disable NetworkManager

5. VI I5 + 9 %&RAE 'fetcliproute2/RT tables' (CT—TJIV IV RUZBMULET
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#

# reserved values

#

255 local

254 main

253 default

0 unspec

#

# local

#

#1 inr.ruhep
101 3488

6. DNS (CVM DRI L O—REEBMULE D,
7. PORNOYRDA I —RV LT OCREERILET,
8. IXRFLETYVIT—KLET,

sudo apt-get update && sudo apt-get upgrade

9. YRFLEYIT—KLFET,
10. FIE1~9 #DIERLT. BODO3IDOVMELY ~T7vILFET,

"RNDXFwF: NVIDIADeepOps (BEIEA) T Kubernetes 75X S &EEA"

NVIDIA DeepOps HEIE A T Kubernetes 7 > X S &EE A

NVIDIA DeepOps T Kubernetes S5 XHZBA LU THEET BICE. ROFIEZERTL
x99,

1. Kubernetes DI RTNDV RS — ) —RET—HN—J)—RICAILA—YTHIOVERHNEFEET D EEESR
LEY,

2. DeepOps URI RUDOO—VEERLE T,
git clone https://github.com/NVIDIA/deepops.git
3EREFDIUYU—ITEFIWILTLIES W,

cd deepops
git checkout tags/20.08

COFIEERFvITdE. NANY ) —XTEEL BROBEFEI—FMERINI T,
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4. HMBILHIREMEE 7V X ~—JLLT. Deployment Jump Z#fis L E 9,

./scripts/setup.sh

5. VIIF v 9%ZRAULT Ansible 7 YRV LU EERS KUIREL. [ eppops/config/inventory | ZRAE &
9,

a [TRTIDFICITRTOVRI— ) —REDT—N—J)—RE-EBXRRLITT,
b. [kube-master] DTFICHBDIRTHOVII—)—RE—ERRLET,

C [etcd] DTFICHBDIRTHDVRI— ) —RE—BRRLFT,

d. [kube-node] DTFICHBIIRTNT—N—)—RE—EBEXRRLIT,
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6. VI T5 + 5 %RHL\T "epps/config/group_vars/k8s-cluster.yml’ (C GPUOperator #BM(CLE T

—=uen

7. T deepops_gpu_operator_enabled | MfE% true (CERELE T,

8 HREXRYMDID—DUREERERBLI I,

ansible all -m raw —-a "hostname" -k -K

c UE—FRIRAD SSH T/ART—RRRELHZEIE. -KEFERLIT
° UE—FHRIL®sudo T/ARXRT—RARBLIZG(E. -KEFHALETT
9. MBELLBOFIRICERLUCBES(E. Kubernetes DTZwY 77w FZE#HITLE T,

ansible-playbook --limit k8s-cluster playbooks/k8s-cluster.yml -k -K

10. Kubernetes ./ —RERY RNDXFT—HIEWRI DICIE. ROV REETLED,

kubectl get nodes

kubectl get pods -A

IRTORY RRKRTINB I TICHD DN B HZERHDET T,
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11. Kubernetes Zw 77w IR GPU (CPOLEX U CTERTEICLZHRLE T,

./scripts/k8s verify gpu.sh

BESINSEIM !

rarvind@deployment-jump:~/deepopsS$ ./scripts/k8s verify gpu.sh
job name=cluster-gpu-tests

Node found with 3 GPUs

Node found with 3 GPUs

total gpus=6

Creating/Deleting sandbox Namespace

updating test yml
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32

downloading containers

job.batch/cluster—-gpu-tests condition met

executing

Mon Aug 17 16:02:45 2020
o
—————— +

| NVIDIA-SMI 440.64.00 Driver Version: 440.64.00 CUDA Version:
10.2 |

| e e o o
—_ +

| GPU Name Persistence-M| Bus-Id Disp.A | Volatile
Uncorr. ECC |

| Fan Temp Perf Pwr:Usage/Cap| Memory-Usage | GPU-Util
Compute M. |

| ==============================={======================{================
—=====|

| 0 Tesla T4 On | 00000000:18:00.0 Off |

0 |

| N/A 38C P8 10w /  70W | OMiB / 15109MiB | 0%

Default |

- -
—_ +

o
—————— 1

| Processes: GPU
Memory |

| GPU PID Type Process name Usage
|

| m——————————————————————————————————————————————————————————=—===========—
======|

| No running processes found

|

o
—————— +

Mon Aug 17 16:02:45 2020

o
—————— +

| NVIDIA-SMI 440.64.00 Driver Version: 440.64.00 CUDA Version:
10.2 |

| m Fmm

R ettt P +

| GPU Name Persistence-M| Bus-Id Disp.A | Volatile
Uncorr. ECC |

| Fan Temp Perf Pwr:Usage/Cap| Memory-Usage | GPU-Util
Compute M. |

| S===========c==c=cc=csescecaesas i s==esesssssssssssssessdessssaassossese=



| 0 Tesla T4 On | 00000000:18:00.0 Off |

0 |

| N/A 38C P8 iow /  70W | OMiB / 15109MiB | 0%
Default |
o it
—_ +
o
—————— +

| Processes: GPU
Memory |

| GPU PID Type Process name Usage
|

| m=——=——————————————————————————————————————————————————————————————=————=—
======|

| No running processes found

|

o
—————— +
Mon Aug 17 16:02:45 2020

o
—————— +

| NVIDIA-SMI 440.64.00 Driver Version: 440.64.00 CUDA Version:
10.2 |

| m Fomm

R it P +

| GPU Name Persistence-M| Bus-Id Disp.A | Volatile
Uncorr. ECC |

| Fan Temp Perf Pwr:Usage/Cap| Memory-Usage | GPU-Util
Compute M. |

| S=s=============c=c=c==c=c===c==c={======s===s==s==ss=s==s=es=d=========c=c==c=c=
======|

| 0 Tesla T4 On | 00000000:18:00.0 Off |

0 |

| N/A 38C P8 10w /  T0W | OMiB / 15109MiB | 0%

Default |

——_ ——_
e +

o
—————— +

| Processes: GPU
Memory |

| GPU PID Type Process name Usage
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34

| No running processes found

o
—————— +

Mon Aug 17 16:02:45 2020

o
—————— +

| NVIDIA-SMI 440.64.00 Driver Version: 440.64.00 CUDA Version:
10.2 |

| e e o o

—_ +

| GPU Name Persistence-M| Bus-Id Disp.A | Volatile
Uncorr. ECC |

| Fan Temp Perf Pwr:Usage/Cap| Memory-Usage | GPU-Util
Compute M. |

| ============c=ccccc============={======================{================
—=====|

| 0 Tesla T4 On | 00000000:18:00.0 Off |

0 |

| N/A 38C P8 10w /  70W | OMiB / 15109MiB | 0%

Default |

- -

——_ +

o
—————— 1

| Processes: GPU
Memory |

| GPU PID Type Process name Usage
|

| e T T T
======|

| No running processes found

|

o
—————— +

Mon Aug 17 16:02:45 2020

o
—————— +

| NVIDIA-SMI 440.64.00 Driver Version: 440.64.00 CUDA Version:
10.2 |

| m Fmm

Fmm +

| GPU Name Persistence-M| Bus-Id Disp.A | Volatile
Uncorr. ECC |

| Fan Temp Perf Pwr:Usage/Cap| Memory-Usage | GPU-Util
Compute M. |



| 0 Tesla T4 On | 00000000:18:00.0 Off |

0 |

| N/A 38C P8 1ow / 70w | OMiB / 15109MiB | 0%
Default |
- -
—_ +
o
—————— +

| Processes: GPU
Memory |

| GPU PID Type Process name Usage
|

| mm—————————————————————————————————————————————————————————————=———=======—
======|

| No running processes found

|

o
—————— +
Mon Aug 17 16:02:45 2020

o
—————— +

| NVIDIA-SMI 440.64.00 Driver Version: 440.64.00 CUDA Version:
10.2 |

| m Fomm

e +

| GPU Name Persistence-M| Bus-Id Disp.A | Volatile
Uncorr. ECC |

| Fan Temp Perf Pwr:Usage/Cap| Memory-Usage | GPU-Util
Compute M. |

| S===============c=cc=c==cc=c======c={====s=s======s=s=s==s=c=s==d=======c==c=c==c=c=
======|

| 0 Tesla T4 On | 00000000:18:00.0 Off |

0 |

| N/A 38C P8 10w /  T0W | OMiB / 15109MiB | 0%

Default |

——_ ——_
oo +
o
—————— +

| Processes: GPU
Memory |

| GPU PID Type Process name Usage
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12.

13.

14.
15.

16.

36

Number of Nodes: 2

Number of GPUs: 6

6 / 6 GPU Jobs COMPLETED

job.batch "cluster-gpu-tests" deleted
namespace "cluster-gpu-verify" deleted

FOOAAYRI v FICHemEXY Y —=)LLE T,

./scripts/install helm.sh

NVRE—)—RDOBERERELT I,

kubectl taint nodes --all node-role.kubernetes.io/master-

COFIEEG. O—RNSYYRY REXRTISLHICHETT,

LoadBalancer # ERAL 9,

'config/lhelm/metallo.yml” 7 7 1 JLEREL. O—RNSYBEULTERIND 7 FUT—3 YRy
D=1 DIPPRLUIADEEERHELE I,

# Default address range matches private network for the virtual cluster
# defined in virtual/.
# You should set this address range based on your site's infrastructure.
configInline:
address-pools:
- name: default
protocol: layer?
addresses:
- 172.21.231.130-172.21.231.140#Application Network
controller:
nodeSelector:
node-role.kubernetes.io/master: ""

O—RNSUYHEEAITZIXIOVT+EETLE I,

./scripts/k8s deploy loadbalancer.sh



17. AV RO—-S&BRELFE I,

./scripts/k8s deploy ingress.sh

"RNDRXFTwW T VMware (RI81 VTSSO F v AD ONTAP Select DB A EiER, (BHEHEA) "

¥hl\fflw)are RV TSSO F v (C ONTAP Select *EA L TR LEI (BANE
b

VMware {881V 75X SO FvAIC ONTAP Select TV XAV XEEBA L TER I
BICIE. ROFIEEETLE I,

1. Deployment Jump VM H\5, (COJ1 Y ULET "Rw =7w THR— K5 k" ESXi [@(F ONTAP Select
OVAZS O >YO—-RLET,

2. 0TST« LI RUEEHRL. ONTAP Select #E AT B2 Ansible DO—JLEEREBLFE I,
mkdir OTS

cd OTS

git clone https://github.com/NetApp/ansible.git
cd ansible

3 FIRRHE S ISUETI YR —ILLET,
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pip install requests
pip install pyvmomi
Open a VI Editor and create a playbook ‘"ots setup.yaml’’ with the below
content to deploy the ONTAP Select OVA and initialize the ONTAP cluster.
- name: Create ONTAP Select Deploy VM from OVA (ESXi)
hosts: localhost
gather facts: false
connection: 'local'
vars files:
- ots deploy vars.yaml
roles:
- na_ots deploy
- name: Wait for 1 minute before starting cluster setup
hosts: localhost
gather facts: false
tasks:
- pause:
minutes: 1
- name: Create ONTAP Select cluster (ESX1)
hosts: localhost
gather facts: false
vars files:
- ots cluster vars.yaml
roles:
- na ots cluster

4 VI IFT+ SEEET ZT 7 1)U ots_deploy vars.yaml E4ER L ' RD/ISSA—F&EANDLFT
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target vcenter or esxi host: "10.xxx.xx.xx"# vCenter IP

host login: "yourlogin@yourlab.local" # vCenter Username

ovf path: "/run/deploy/ovapath/ONTAPdeploy.ova"# Path to OVA on
Deployment Jump VM

datacenter name: "your-Lab"# Datacenter name in vCenter
esx _cluster name: "your Cluster"# Cluster name in vCenter
datastore name: "your-select-dt"# Datastore name in vCenter

mgt network: "your-mgmt-network"# Management Network to be used by OVA
deploy name: "test-deploy-vm"# Name of the ONTAP Select VM

deploy ipAddress: "10.xxx.xx.xx"# Management IP Address of ONTAP Select
VM

deploy gateway: "10.xxx.xx.l"# Default Gateway

deploy proxy url: ""# Proxy URL (Optional and if used)

deploy netMask: "255.255.255.0"# Netmask

deploy product company: "NetApp"# Name of Organization

deploy primaryDNS: "10.xxx.xx.xx"# Primary DNS IP

deploy secondaryDNS: ""# Secondary DNS (Optional)

deploy searchDomains: "your.search.domain.com"# Search Domain Name

RIBICEDETERHEEHRLI T,

5. VI IF 9% B8 T 7 )l ots_cluster_vars.yaml Z{ERL ' RD/SSAX—IEANLFET



node count: 1#Number of nodes in the ONTAP Cluster
monitor job: truemonitor deploy job: true
deploy api url: #Use the IP of the ONTAP Select VM
deploy login: "admin"
vcenter login: "administrator@vsphere.local"
vcenter name: "172.21.232.100"
esxi hosts:
- host name: 172.21.232.102
- host name: 172.21.232.103
cluster name: "hci-ai-ots"# Name of ONTAP Cluster
cluster ip: "172.21.232.118"# Cluster Management IP
cluster netmask: "255.255.255.0"
cluster gateway: "172.21.232.1"
cluster ontap image: "9.7"
cluster ntp:
- "10.61.186.231"
cluster dns ips:
- "10.61.186.231"
cluster dns domains:
- "sddc.netapp.com"
mgt network: "NetApp HCI VDS Ol-Management Network"# Name of VM Port
Group for Mgmt Network
data network: "NetApp HCI VDS 01-NFS Network"# Name of VM Port Group for
NEF'S Network
internal network: ""# Not needed for Single Node Cluster
instance type: "small"
cluster nodes:
- node name: "{{ cluster name }}-01"
ipAddress: 172.21.232.119# Node Management IP
storage pool: NetApp-HCI-Datastore-02 # Name of Datastore in vCenter
to use
capacityTB: 1# Usable capacity will be ~700GB
host name: 172.21.232.102# IP Address of an ESXi host to deploy node

RIBICEDETEHEEHRLI T,

6. ONTAP Select DtZw k7w &R LFE I,
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ansible-playbook ots setup.yaml --extra-vars deploy pwd=$'"P@sswOrd"'

--extra-vars vcenter password=$'"P@sswOrd"' --extra-vars
ontap pwd=$'"P@sswOrd"' --extra-vars host esx password=$'"P@sswOrd"'
--extra-vars host password=$'"P@sswOrd"' --extra-vars

deploy password=$'"PQ@sswOrd"'



7. T Deploy pwd | ( ONTAP Select VM 1> XS5 > X) . [ vcenter _password | (vCenter) . [
ontap_pwd | (ONTAP OJ -1 V/IXTJ—FK) . [ host esx password | ( VMware ESXi) . [

host_password | ( vCenter ) . [ Deploy password | ( ONTAP Select VM ¥ > XS VX)) TIAVIR
EEHLI T,

ONTAP Select 75 X5 DIEH-FEHE A

ONTAP Select 7 S X EHXRET DICIE. ROFIEEETLIE I,

1. JSOYZEEE. ISXIERIP &R L T ONTAP U5 XS M System Manager (cOJ1 >V L&ET,

2. W aR—RR—I T, Capacity (AE2) DTN Prepare Storage (XL —ID¥EfR) 0w L
F95,

Capacity >

The system discovered 1 disks. When you prepare the disks for

provisioning, the system will group the disks for optimum performance
and resiliency.

Prepare Storage

3. AVR—RF—VXR—Iv&EFAETFICHETIDICIE. STARIVEREIRL. Prepare Storage (X
L—I0#R) 20V voLE T,

4 [RyBD—=01R=IT, [TO—FRFHIXLRXTY]DsYRDOD [+ EBBETJvILET,

Broadcast Domains
Cluster 9000 MTU IPspace: Cluster
Default 1500 MTU  IPspace: Default
hei-ai-ots-01 e0b ebc
Mgmt 1500 MTU  IPspace: Default

hci-ai-ots-01 e0a

5. Name [C 'nfs | EANIL. MTUZ%Z 9000 | [CERELT. IR—hk edb | ZRIRLE T, [RE]ED
DwOLZET .
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Add Broadcast Domain

Specify the following details to add a new broadcast domain.

MAME

NFS

assigNPoRTS (3)

Port Name hci-ai-ots-01
e0b

elc

Save Cancel

6. SwYaR—R - R=ITC[RXRYLT=DJ]1OTO [ FORIILOBR ]| 20V vILET

Network

No protocols are enabled. To begin serving data to clients, enable the
required protocols and assign the protocol addresses.

Configure Protocols
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7. SVM M%&RBI&E A L. Enable NFS ( NFS MBE®ME) Z#RL. NFSLIFDIP T IRV KAV D%

EELT, JO—RFRFvXERX1V%E NFS (CREL. Save (RFF) £0JUwIOLET,

Configure Protocols

ONTAP exposes protocol services through storage VMs. More details
STORAGE VM NAME

infra-NFS-hci-ai

Access Protocol
Q SMB/CIFS and NF5 iSCsl

Enable SMB/CIFS
B Enable NFS
DEFAULT LANGUAGE (D)

c.utf 8 w

NMETWORK INTERFACE
One network interface per node is recommended.

hci-ai-ots-01
IP ADDRESS SUBMET MASK GATEWAY BROADCAST DOMAIN
172.21.235.119 255.255.255.0 Add aptionat gatewsy NFS

8. ERIDAR-1 VT [Storage] &P U w O L. ROV IFI TINS5 [Storage VMs] Z3#IRLUE T
a. SVM &EIRELF I,
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Storage VMs

MName State
infra-NFS-hci-ai : running
Edit
Delete
Stop

b. [VY—XDEDHT|DTDFIVIRYIREAVICL. O—NILBEN—BRRINTLBCL
EWELC. [RE]ZDOVYIOLET,



Edit Storage VM X

STORAGE VM NAME

infra-NFS-hei-ai

DEFAULT LANGUAGE

c.utf 8 e

Resource Allocation

Limit volume creation to preferred local tiers

LOCAL TIERS

hci_ai_ots 01 SSD 1 M

9. 8VWMBZEDUYOTBE. BRID/IARIVTRYY—FTRoO-ILIIVULET,
10. [ TORR=FRIUDI—=]157IOKRNED YO L. TITAIERUVY—EDUYOLET,

M. JL—ILRRT TICEBINTUVBIBEEE. BETETEI, IL—ILAEFEELLEVESIE. FTLUWIL—ILEER

LET,

a DSATPYMIREUVUTNFS Ry D =005 47 Y RaBERLE T,

b. [GIHOER ]| FIVvIRYIRE [BGHEHD I ETAH | FIVvIRVIREAFVICLET,
C[R—=NR—A—TF7OCRZEHIITD | FIVIRVIREAIICLET
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New Rule "

LIENT SFECIFICATION

172.21.235.0/24

SMB/CIFS
FlexCache

B s B NFSvs B NFSvs

Y B Rread-Only [ Read/Write
UNIX =
Kerberos 5 B =
Karbaros 5i ] =
Karbaras 5p = =
NTLM ] ]

B Allow Superuser Acoess

e n

"RDXFTw T NetApp Trident DEA (HEHEA) "

NetApp Trident DEA (BFHEA)

NetApp Trident [&. NVIDIA DeepOps THJFRIAEXL Ansible 7L 1w O EMAL TEASINZ I, NetApp
Trident ZZw 7w 93 (C(E. ROFIEEETLE T,

1. Deployment Jump VM H\5 DeepOps =+ L O RUICBEIL. VI I 9%&RE. [
config/group_vars/NetApp-trident.yml | ZFE X9, DeepOps T 7 1IbICIEF. 2 DDNVITITVRE 2
DNDALL—I DS IAMKRREINET T, COBRETIE. NWIIVREIXNL—IOSZIM1 DEIFE
AENZ 9,

RDTVFTU—bEFERLT. T71ILEZDIRNSA—F (BBT/N\TSTFTNTVIET) ZREICE
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DETEHRLII,

# vars file for netapp-trident playbook
# URL of the Trident installer package that you wish to download and use
trident version: "20.07.0"# Version of Trident desired
trident installer url:
"https://github.com/NetApp/trident/releases/download/v{{ trident version
}}/trident-installer-{{ trident version }}.tar.gz"
# Kubernetes version
# Note: Do not include patch version, e.g. provide value of 1.16, not
1.16.7.
# Note: Versions 1.14 and above are supported when deploying Trident
with DeepOps.
# If you are using an earlier version, you must deploy Trident
manually.
k8s version: 1.17.9# Version of Kubernetes running
# Denotes whether or not to create new backends after deploying trident
# For more info, refer to: https://netapp-
trident.readthedocs.io/en/stable-v20.04/kubernetes/operator-
install.html#creating-a-trident-backend
create backends: true
# List of backends to create
# For more info on parameter values, refer to: https://netapp-
trident.readthedocs.io/en/stable-
v20.04/kubernetes/operations/tasks/backends/ontap.html
# Note: Parameters other than those listed below are not avaible when
creating a backend via DeepOps
# If you wish to use other parameter values, you must create your
backend manually.
backends to create:
- backendName: ontap-flexvol

storageDriverName: ontap-nas # only 'ontap-nas' and 'ontap-nas-
flexgroup' are supported when creating a backend via DeepOps

managementLIF: 172.21.232.118# Cluster Management IP or SVM Mgmt LIF
IP

datalLIF: 172.21.235.119# NFS LIF IP

svm: infra-NFS-hci-ai# Name of SVM

username: admin# Username to connect to the ONTAP cluster

password: P@sswOrd# Password to login

storagePrefix: trident

limitAggregateUsage: ""

limitVolumeSize: ""

nfsMountOptions: ""

defaults:

spaceReserve: none
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snapshotPolicy: none
snapshotReserve: 0
splitOnClone: false
encryption: false
unixPermissions: 777
snapshotDir: false
exportPolicy: default
securityStyle: unix
tieringPolicy: none
# Add additional backends as needed
# Denotes whether or not to create new StorageClasses for your NetApp
storage
# For more info, refer to: https://netapp-
trident.readthedocs.io/en/stable-v20.04/kubernetes/operator-
install.html#creating-a-storage-class
create StorageClasses: true
# List of StorageClasses to create
# Note: Each item in the list should be an actual K8s StorageClass
definition in yaml format
# For more info on StorageClass definitions, refer to https://netapp-
trident.readthedocs.io/en/stable-
v20.04/kubernetes/concepts/objects.htmlfkubernetes-storageclass-objects.
storageClasses to create:
- apiVersion: storage.k8s.io/vl
kind: StorageClass
metadata:
name: ontap-flexvol
annotations:
storageclass.kubernetes.io/is-default-class: "true"
provisioner: csi.trident.netapp.io
parameters:
backendType: "ontap-nas"
# Add additional StorageClasses as needed
# Denotes whether or not to copy tridenctl binary to localhost
copy tridentctl to localhost: true
# Directory that tridentctl will be copied to on localhost
tridentctl copy to directory: ../ # will be copied to 'deepops/'
directory

2. Ansible L1 7w O %EHEAL T NetApp Trident & tZw 7w 9 3,

ansible-playbook -1 k8s-cluster playbooks/netapp-trident.yml

3. Trident METEINTULDC & &SR
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./tridentctl -n trident version

BESNBEAIRDODESDTI,

0N

rarvind@deployment-jump:~/deepops$ ./tridentctl -n trident version

"RMD X Fw S : NVIDIA Triton Inference Server DB A (EHEHEA) "

NVIDIA Triton Inference Server DE A (BH&EA)
Triton Inference Server DEFHBAZHRTE T D(CE. XOFIEZERTLE T,

1. VITF+5%&BZ. PVCYAML 7 7-7JU I vi pvC-Triton-mmodel-repo_yaml | &E{ER L F T,

kind: PersistentVolumeClaim
apiVersion: vl
metadata:
name: triton-pvc namespace: triton
spec:
accessModes:
- ReadWriteMany
resources:
requests:
storage: 10Gi
storageClassName: ontap-flexvol

2. PVC ZEBLLE T,

kubectl create -f pvc-triton-model-repo.yaml

3. VI T+ J%ZRAE 'Triton Inference Server MEEE%Z {EAX L 'Triton_deployment.yaml 7 7 -1 JL&Z U H L
F9

apiVersion: vl
kind: Service

metadata:



labels:
app: triton-3gpu
name: triton-3gpu
namespace: triton
spec:
ports:
- name: grpc-trtis-serving
port: 8001
targetPort: 8001
- name: http-trtis-serving
port: 8000
targetPort: 8000
- name: prometheus-metrics
port: 8002
targetPort: 8002
selector:
app: triton-3gpu
type: LoadBalancer
apiVersion: vl
kind: Service
metadata:
labels:
app: triton-1lgpu
name: triton-lgpu
namespace: triton
spec:
ports:
- name: grpc-trtis-serving
port: 8001
targetPort: 8001
- name: http-trtis-serving
port: 8000
targetPort: 8000
- name: prometheus-metrics
port: 8002
targetPort: 8002
selector:
app: triton-1lgpu
type: LoadBalancer
apiVersion: apps/vl
kind: Deployment
metadata:
labels:
app: triton-3gpu



name: triton-3gpu
namespace: triton
spec:
replicas: 1
selector:
matchLabels:
app: triton-3gpu version:
template:
metadata:
labels:
app: triton-3gpu
version: vl
spec:

containers:

vl

- image: nvcr.io/nvidia/tritonserver:20.07-vl-py3

command: ["/bin/sh", "-c"]

args: ["trtserver --model-store=/mnt/model-repo"]

imagePullPolicy: IfNotPresent

name: triton-3gpu
ports:
- containerPort: 8000
- containerPort: 8001
- containerPort: 8002
resources:
limits:
cpu: "2"
memory: 4Gi
nvidia.com/gpu: 3
requests:
cpu: "2"
memory: 4Gi
nvidia.com/gpu: 3
volumeMounts:
- name: triton-model-repo
mountPath: /mnt/model-repo
gpu-count: “3”
volumes:
- name: triton-model-repo
persistentVolumeClaim:
claimName: triton-pvc---
apivVersion: apps/vl
kind: Deployment
metadata:
labels:
app: triton-1lgpu
name: triton-1lgpu

nodeSelector:
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namespace: triton
spec:
replicas: 3
selector:
matchLabels:

app: triton-lgpu

version: vl

template:
metadata:

labels:
app: triton-lgpu
version: vl

spec:

containers:

- image: nvcr.io/nvidia/tritonserver:20.07-vl-py3
command: ["/bin/sh", "-c", “sleep 1000”]
args: ["trtserver --model-store=/mnt/model-repo"]
imagePullPolicy: IfNotPresent
name: triton-1lgpu
ports:

- containerPort: 8000
- containerPort: 8001
- containerPort: 8002
resources:
limits:
cpu: "2"
memory: 4Gi
nvidia.com/gpu: 1
requests:
cpu: "2"
memory: 4Gi
nvidia.com/gpu: 1
volumeMounts:
- name: triton-model-repo
mountPath: /mnt/model-repo nodeSelector:
gpu-count: “1”

volumes:

- name: triton-model-repo
persistentVolumeClaim:

claimName: triton-pvc

pleLT 2 DDEBEMC CITEREINE T, RIDEATIE. 3DNDGPU ZFEAL. LTFTUNMRI(C
BESNLERYRRIEYTZYTILET, €251 DOBARETIE. FRYRMNR1 DD GPU ZFEAL T
REVTP YT LTVAE3ICRESNE T, BHICKUT. GPUBIDETEL TUNHERETE
9,



EES5NBETE. BIlICER L PVC MEASI N, COXGERISL—INEFTIVURI KD ELT
Triton #ERY — /N (CEBHEINF T,

BACE(C. LoadBalancer 51 7MY —E XBMEREINE T, Triton Inference Server (C(d. 77U T —
aVRVERID—OROO—RNS VYT IPEFERHLULTCFZIOLCITEET,

nodeSelector (. MANEAT. BHBEEMHNEBLHD GPU ZBS TET DL DICTIZHICFERINE
9,
4 K8 D—H—J)—RIESRNIVEMTET,

kubectl label nodes hci-ai-k8-worker-01 gpu-count=3
kubectl label nodes hci-ai-k8-worker-02 gpu-count=l

S. BARIRZ ER

kubectl apply -f triton deployment.yaml

6. LoadBalancer Y —E XN LPS EXELE T,

kubectl get services -n triton

BESNBSHAFERICRLED,

TYPE CLUSTER-IP EXTERNAL-IP PORT (S) AGE
riton-lgpu-v20-07-vl LoadBalancer 10.233.21.185 172.21.231.133 8001:31238/TCP,8000:30171/TCP, 8002:32348/TCP 10h

arvind@deployment-jump:~/triton-inference-server$ kubectl get services -n triton
riton-3gpu-v20-07-vl LoadBalancer  10.233.13.17 172.21.233.132 8001:31549/TCP,8000:30220/TCP, 8002:31517/TCP i0h

7. BARBOSIERUIZRY ROWFNINCERL T I,

kubectl exec -n triton --stdin --tty triton-lgpu-86c4c8dd64-5451x --
/bin/bash

8. EFIURIUDBIEFALT. EFIWURINIELY Py ILET,

git clone
cd triton-inference-server
git checkout r20.07

9. RBRULTCLVBETIVER I 7 1ILERRSLE T,

cd docs/examples
./fetch models.sh
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10. IRTOEFIVEETIVIRILUDBRICOAE-T B3N " FAITIRENETILOHCIE-LFT

cp -r model repository/resnet50 netdef/ /mnt/model-repo/

C DEERFE TS resnet50_netdef ETILDHHMFIE L TEFTIVURI MU ICOE—STNET

11. Triton Inference Server DX F—3 X &R LTI,

curl -v <<LoadBalancer IP recorded earlier>>:8000/api/status

BESNBIHDAERICILETD,

curl -v 172.21.231.132:8000/api/status

W Trying 172.21.231.132...

& TCP_NODELAY set

Connected to 172.21.231.132 (172.21.231.132) port 8000 (#0)

*

> GET /api/status HTTP/1.1
> Host: 172.21.231.132:8000
> User-Agent: curl/7.58.0

> Accept: */*

>

< HTTP/1.1 200 OK

< NV-Status: code: SUCCESS server id: "inference:0" request id: 9
< Content-Length: 1124

< Content-Type: text/plain
<

id: "inference:0"

version: "1.15.0"

uptime ns: 377890294368
model status {
key: "resnet50 netdef"
value {
config {
name: "resnet50 netdef"
platform: "caffe2 netdef"
version policy {
latest {

num versions: 1

}
max batch size: 128
input {
name: "gpu 0/data"
data type: TYPE FP32
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format: FORMAT NCHW

dims: 3
dims: 224
dims: 224
}
output {
name: "gpu 0/softmax"
data type: TYPE FP32
dims: 1000
label filename: "resnet50 labels.txt"

}

instance group {

name: "resnet50 netdef"
count: 1
gpus: O
gpus: 1
gpus: 2

kind: KIND GPU
}
default model filename: "model.netdef"
optimization {

input pinned memory {

enable: true
}
output pinned memory {

enable: true

}
version status {
key: 1
value {
ready state: MODEL READY
ready state reason {

}

}
ready state: SERVER READY
* Connection #0 to host 172.21.231.132 left intact

RN FTw S Triton Inference Server (BEIEBA) ADOST 7Y EDOEA"



Triton Inference Server DO S 7V ~NDEBEA (BEEA)
Triton Inference Server DO S 17V L&EBATBI(C(E. ROFIEEETLE I,

1L VIZTF«5&RE Triton D517 > ~DEEZE/ER L ' T 7 )L Triton_clientyaml ZIFOH L ET

apiVersion: apps/vl
kind: Deployment
metadata:
labels:
app: triton-client
name: triton-client
namespace: triton
spec:
replicas: 1
selector:
matchLabels:

app: triton-client

version: vl

template:
metadata:

labels:
app: triton-client
version: vl

spec:

containers:

- image: nvcr.io/nvidia/tritonserver:20.07- vl- py3-clientsdk
imagePullPolicy: IfNotPresent
name: triton-client
resources:

limits:
cpu: "2"
memory: 4Gi
requests:
cpu: "2"
memory: 4Gi

2. 0547V ERREALE T,

kubectl apply -f triton client.yaml

"JR(C. Triton Inference Server W SHRIBEEINELF I
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Triton Inference Server N\ SHEHIEEEZIREL F T
Triton Inference Server (&, GPU &EEBXRD#HEtE 9 Prometheus I8EZZEHL X I,

FIAIVETIE. CNSDIBELICH D F T "<a href="http://&lt;triton_inference_server IP&gt;:8002/metrics""
class="bare">http://&lt;triton_inference_server_IP&gt;:8002/metrics"</a>,

Triton Inference Server IP (. KEIICEFRINZO—-—RNS VT IP TY,

BREAIVRRAYNCTIOECITECETHOHMERATE, UE—rT—NICTFvaiTnNeOr@EIned
IBCEEFHBDFTRAS

@ 172.21.231.132:8002/metrics x EE

& > C (@ Notsecure | 172.21.231.132:8002/metrics

# HELP nv_inference_request_success Number of successful inference requests, all batch sizes

# TYPE nv_inference_request_success counter
nv_inference_request_success{gpu_uuid="GPU-28a3f@dc-480f-e494-808c-f43%aclafc4f" ,model="resnet5e_netdef",version
nv_inference_request_success{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-ee91a4332958" ,model="resnet5e_netdef",version
nv_inference_request_success{gpu_uuid="GPU-b882@76d-@b82-1b8b-5b@5-9762986e8eel"” ,model="resnet5e_netdef",version
# HELP nv_inference_request_failure Number of failed inference requests, all batch sizes

# TYPE nv_inference_request_failure counter

# HELP nv_inference_count Number of inferences performed

# TYPE nv_inference_count counter

nv_inference_count{gpu_uuid="GPU-28a3fadc-400f-2494-809c-f439aclafc4f” ,model="resnet5@_netdef",version="1"} 260.00e200
nv_inference_count{gpu_uuid="GPU-aef8cff6-9325-0ald-@937-ec91a4332958" ,model="resnet5@_netdef”,version="1"} 4.000000
nv_inference_count{gpu_uuid="GPU-b882076d-@b82-1b8b-5b@5-9762986e8eel"” ,model="resnet5@_netdef”,version="1"} 5.000000

# HELP nv_inference_exec_count Number of model executions performed

# TYPE nv_inference_exec_count counter

nv_inference_exec_count{gpu_uuid="GPU-28a3f@dc-400f-e494-809c-f43%aclafcaf" ,model="resnet58_netdef",version="1"} 6.000000
nv_inference_exec_count{gpu_uuid="GPU-aefB8cff6-9325-8ald-0937-291a4332958" ,model="resnet58_netdef",version="1"} 4.000000
nv_inference_exec_count{gpu_uuid="GPU-b882076d-2b82-1b8b-5b85-9762986e8eel" ,model="resnet58_netdef",version="1"} 5.000000

# HELP nv_inference_request_duration_us Cummulative inference reguest duration in microseconds

# TYPE nv_inference_request_duration_us counter

nv_. inference _request_duration_us{gpu_uuid="GPU-28a3fedc-400f-e494-809c-f439aclafcaf" ,model="resnet50_netdef”,version="1"} 2172236.000000
nv_inference_request_duration_us{gpu_uuid="GPU-aef8cff6-9325-8ald-8937-e291a4332958" ,model="resnet50_netdef”, ,version="1"} 1042062.000000
nv_lnference_request_duratlan_us{gpu_uuid "GPU-b882076d-0b82-1b8b-5b05- 9762986eﬁee1“,madelx"resnetsa_netdef" version="1"} 1476198.000000
# HELP nv_inference_compute_duration_us Cummulative inference compute duration in microseconds

# TYPE nv_inference_compute_duration_us counter

nv_inference_compute_duration_us{gpu_uuid="GPU-28a3fedc-400f-e494-809c-f439aclafcaf" ,model="resnet50_netdef",version="1"} 2159478.000000
nv_inference_compute_duration_us{gpu_uuid="GPU-aef8cff6-9325-8ald-0937-ee91a4332958" ,model="resnet50_netdef”,version="1"} 1041291.000000
nv_inference_compute_duration_us{gpu_uuid="GPU-b882076d-0b82-1b8b-5b85-9762986e8eel" ,model="resnet50_netdef",version="1"} 1475336.000000
# HELP nv_inference_queue_duration_us Cummulative inference queuing duration in microseconds

# TYPE nv_inference_queue_duration_us counter
nv_inference_queue_duration_us{gpu_uuid="GPU-28a3f@dc-4@ef-e494-809c-f439aclafcaf”,model="resnet5@_netdef",version="1"} 514.000000
nv_inference_queue_duration_us{gpu_uvuid="GPU-aef8cff6-9325-8ald-0937-2291a4332958" ,model="resnet5@_netdef",version="1"} 378.000220
nv_inference_queue_duration_us{gpu_uuid="GPU-b882076d-2b82-1b8b-5b85-976298628eel" ,model="resnet5@_netdef",version="1"} 366.0002202

# TYPE nv_inference_load_ratio histogram

nv_inference_load_ratio_count{gpu_uuid="GPU-28a3fodc-408f-494-809c-f43%aclafc4f" ,model="resnet50_netdef",version="1"} 6
nv_inference_load_ratio_sum{gpu_uuid="GPU-28a3f@dc-400f-e494-809c-f439aclafcaf", ,model="resnet5@_netdef”,version="1"} 6.053677
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3f0dc-40@f-e494-809c-f439aclafcaf”,model="resnet56_netdef"”,version="1",le="1.050000"} 6
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3f@dc-400f-e494-809c-f439aclafcaf",model="resnet5@_netdef",version="1",le="1.100000"} 6
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3f@dc-40@f-e494-809c-f439aclafcaf"”,model="resnet50_netdef",version="1",le="1.250000"} 6
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3f@dc-400f-e494-809c-f439aclafcaf"” ,model="resnet5@_netdef",version="1",le="1.500000"} 6
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3f0dc-40@f-e494-809c-f43%aclafcaf"”,model="resnet5@_netdef",version="1",le="2.000000"} 6
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3f@dc-400f-e494-809c-f439aclafcaf",model="resnet5@_netdef"”,version="1",le="10.000000"} 6
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3fadc-400f-e494-809¢c-f43%aclafcaf", ,model="resnet5@_netdef",version="1",le="50.000000"} 6
nv_inference_load_ratio_bucket{gpu_uuid="GPU-28a3fodc-400f-e494-809¢c-f43%aclafcaf",model="resnet5@_netdef",version="1",le="+Inf"} 6
nv_inference_load_ratio_count{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-229124332958" ,model="resnet50_netdef",version="1"} 4
nv_inference_load_ratio_sum{gpu_uuid="GPU-aef8cff6-9325-0ald-0937-ee91a4332958" ,model="resnet50_netdef",version="1"} 4.032081
nv_inference_load_ratio_bucket{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-2e91a4332958" ,model="resnet5@_netdef",version="1",le="1.050000"} 4
nv_inference_load_ratio_bucket{gpu_uuid="GPU-aef8cff6-9325-8a1d-0937-€€91a4332958" ,model="resnet5@_netdef",version="1",le="1.100000"} 4
nv_inference_load_ratio_bucket{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-e291a4332958" ,model="resnet5@_netdef",version="1",le="1.250000"} 4
nv_inference_load_ratio_bucket{gpu_uvuid="GPU-aef8cff6-9325-8a1d-0937-e€91a4332958" ,model="resnet5@_netdef",version="1",le="1.500000"} 4
nv_inference_load_ratio_bucket{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-2e91a4332958" ,model="resnet5@_netdef",version="1",le="2.000000"} 4
nv_inference_load_ratio_bucket{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-2£91a4332958" ,model="resnet5@_netdef"”,version="1",le="10.000000"} 4
nv_inference_load_ratio_bucket{gpu_uuid="GPU-aef8cff6-9325-0ald-0937-2£91a4332958" ,model="resnet5@_netdef"”,version="1",le="50.000000"} 4
nv_inference_load_ratio_bucket{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-e291a4332958" ,model="resnet5@_netdef",version="1",le="+Inf"} 4
nv_inference_load_ratio_count{gpu_uuid="GPU-bB882076d-0b82-1b8b-5b05-9762986e8eel” ,model="resnet50_netdef",version
nv_inference_load_ratio_sum{gpu_uuid="GPU-b882@76d-0b82-1b8b-5b05-9762986e8eel" ,model="resnet5@_netdef”,version="1"} 5.033626
nv_inference_load_ratio_bucket{gpu_uuid="GPU-b882076d-08b82-1b8b-5b05-9762986e8eel"” ,model="resnet5@_netdef",version="1",le="1.050000"
nv_inference_load_ratio_bucket{gpu_uuid="GPU-b882076d-8b82-1b8b-5b85-9762986e8eel" ,model="resnet5@_netdef",version=

II II II

H p H

L

w ko
[

nv_inference_load_ratio_bucket{gpu_uuid="GPU-b882076d-8b82-1b8b-5b85-9762986e8eel” ,model="resnet50_netdef",version="1",le="1.500000"
nv_inference_load_ratio_bucket{gpu_uuid="GPU-b882076d-0b82-1b8b-5b05-9762986e8eel” ,model="resnet5@_netdef",version="1",le="2.000000"
nv_inference_load_ratio_bucket{gpu_uuid="GPU-b882076d-0b82-1b8b-5b05-9762986e8eel” ,model="resnet5@_netdef",version="1",le="10.000000"}
nv_. 1nference load ratlo bucket{gpu uuld G?U b882676d absz 1h8b 5b05 976298698ee1" mode]- resnetse netdef' versxon— 1“ le "50 009000"}

}s
"} 5
nv_inference_load_ratio_buc&et{gpu_uuid="6?u-b882076d-0b82-1b8b-5b05—9?62986e8ee1“,model:"resnetse_netdef“,version-"i" le 1 25ee00"} 5
}s
}s
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nv_inference_load_ratio_bucket{gpu_uuid="GPU-b882076d-2b82-1b8b-5b85-9762986e8eel" ,model="resnet50_netdef"”,version="1",le="+Inf"} 5
# HELP nv_gpu_utilization GPU utilization rate [©.0 - 1.0)
# TYPE nv_gpu_utilization gauge
nv_gpu_utilization{gpu_uuid="GPU-b882076d-0b82-1b8b-5b@S-9762986e3eel"} 0.000000
nv_gpu_utilization{gpu_uuid="GPU-2853f@dc-400f-e494-809c-f439aclafc4f"} @.200000
nv_gpu_utilization{gpu_uuid="GPU-aef8cff6-9325-0a1d-8937-2e9124332953"} 0.000000

# HELP nv_gpu_memory_total_ bytes GPU total memory, in bytes
# TYPE nv_gpu_memory_total_ bytes gauge
nv_gpu_memory_total_bytes{gpu_uuid="GPU-b882076d-0b82-1b8b-5b25-9762986e8eel"} 15843721216.000000
nv_gpu_memory_total_bytes{gpu_uuid="GPU-28a3f@dc-400f-e494-809c-f439aclafc4f"} 15843721216.000000
nv_gpu_memory_total_bytes{gpu_uuid="GPU-aef8cff6-9325-0a1d-08937-2291a4332958"} 15843721216.000000
# HELP nv_gpu_memory_used_bytes GPU used memory, in bytes
# TYPE nv_gpu_memory_used_bytes gauge
nv_gpu_memory_used_bytes{gpu_uuid="GPU-b882076d-Bb82-1b8b-5b@5-9762986e8eel"} 1466236928 .000000
nv_gpu_memory_used_bytes{gpu_uuid="GPU-28a3fadc-400f-2494-809c-f43%aclafc4f"} 13004767232.000000
nv_gpu_memory_used_bytes{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-2e9184332958"} 1466236928.000000
# HELP nv_gpu_power_usage GPU power usage in watts
# TYPE nv_gpu_power_usage gauge
nv_gpu_power_usage{gpu_uuid="GPU-b882076d-0b82-1b8b-5b@5-9762986e8eel"} 27.99%000
nv_gpu_power_usage{gpu_uuid="GPU-28a3fadc-400f-e494-809¢c-f439aclafcaf"} 28.428000
nv_gpu_power_usage{gpu_uuid="GPU-aef8cff6-2325-0a1d-0937-229134332958"} 27.6320002
# HELP nv_gpu_power_limit GPU power management limit in watts
# TYPE nv_gpu_power_limit gauge
nv_gpu_power_limit{gpu_uuid="GPU-b882076d-0b82-1b8b-5b@5-9762986e8eel"} 70.000000
nv_gpu_power_limit{gpu_uuid="GPU-28a3fodc-400f-e494-829c-f43%aclafcaf"} 70.000000
nv_gpu_power_limit{gpu_uuid="GPU-aef8cff6-9325-0ald-0937-e291a4332958"} 70.000000
# HELP nv_energy_consumption GPU energy consumption in joules since the Triton Server started
# TYPE nv_energy_consumption counter
nv_energy_consumption{gpu_uuid="GPU-b852076d-@b32-1b8b-5b@5-9762986e8eel"} 9796.449000
nv_energy_consumption{gpu_uuid="GPU-28a3f@dc-480f-e494-809c-f43%aclafcaf"} 9997.533000
nv_energy_consumption{gpu_uuid="GPU-aef8cff6-9325-0a1d-0937-e291a4332958"} 9669.536000

"ROBIE. REHERTI"

MREIEG R
FY D ORRBRERTI B, ROFIBEETLET,

- OSATYRIVTFIRYRADY TV ERSLE T,
kubectl exec --stdin --tty <<client pod name>> -- /bin/bash

VIIDOEREREXRTLE T,

image client -m resnet50 netdef -s INCEPTION -u
<<LoadBalancer IP recorded earlier>>:8000 -c 3 images/mug.jpg

<_G)¥E REXRE. T A—IRH(CEAIND I re snet50_netdef] EFILVEFVCHELE T, OIS 7
VhE. BEROT7ITO—FICRHODTEULETIVERETDICET. HREKXKERBICXETTEI,
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NetApp HCI Eh{FIE:R
https://www.netapp.com/us/media/wp-7261.pdf

XYY IORBY =17

docs.netapp.com

NetApp HCI RN S OTDRF a1 XV ~
"https://docs.netapp.com/us-en/hci/solutions/index.html"
HCIDJY—ZR—=
"https://mysupport.netapp.com/info/web/ECMLP2831412.html"
ONTAP Select DIHE
"https://lwww.netapp.com/us/products/data-management-software/ontap-select-sds.aspx"
NetApp Trident
"https://netapp-trident.readthedocs.io/en/stable-v20.01/"
NVIDIA DeepOps D & TY
"https://github.com/NVIDIA/deepops"

NVIDIA Triton #E5Rt — /3

"https://docs.nvidia.com/deeplearning/sdk/triton-inference-server-master-branch-guide/docs/index.html|"
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